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WLCG Data Challenges & HL-LHC Readiness

Progressive scale tests validate network capacity, highlighting required bandwidth models and technology
integrations.

[61] HL-LHC Bandwidth Requirements

4.8 Thps 9.6 Thps

MINIMAL HL-LHC MODEL FLEXIBLE REPROCESSING

PROGRESSIVE SCALING ROADMAP

2021 (10% Test): Demonstrated initial baseline limits
(480 Gbps / 960 Gbps).

2024 (25% Test): Achieved peak throughputs
exceeding 2.19 Tbps without network bottlenecks.

DC27 Target (50%): Planned for Feb 2027 to validate
host tuning, tape endpoints, and IPv6-only transition.

DC29 Target (100%): Full HL-LHC scale rehearsal to
achieve 4.8 / 9.6 Tbps.

HL-LHC Readiness

[02] DC27 TARGETS & MINI CHALLENGES

Scaling success relies on meeting the 50% target and
maintaining momentum with continuous rehearsals.

DC27 50% Scale: Targeted for February 2027 to validate
host tuning, tape endpoints, and IPv6-only transition.

New Technologies: Integrating new FTS version 4,
tokens, and optimized tape storage systems.

IPv6-Only Execution: Phasing out dual-stack is critical to
prepare endpoints for DC27 operations.

Mini Challenges: Maintain momentum during the 3-year
gap between major runs to continuously improve the
infrastructure.

Resolving Bottlenecks: Using mini challenges to highlight
site architectural limits and remove local bottlenecks.

DATA CHALLENGES // HL-LHC.2026
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I WLCG Network Roadmap & Bandwidth Evolution

The WLCG network infrastructure must evolve to meet the demands of HL-LHC physics operations and analysis, preparing for
exponential data growth by 2030. Sub-standard network capacity increases latency and operational overhead.

WLCG Network Roadmap Draft: https://docs.google.com/document/d/1IL6g6mxtfgeGsGpZpwCp7r_f5jtbellL-ljovpPMLU4k/edit

HISTORICAL EVOLUTION Tier / Node 2024 2027 2029 2030-32 2033+
Tier-2 (small) 10 Gb 20 Gb 20-40 Gb 20-40 Gb 40 Gb+
2010
IEr 28 e R el Tier-2 (normal) 40 Gb 100 Gb  100-200 Gb  100-400 Gb 200-400 Gb
Tier-2 (large) 100 Gb 200 Gb 400 Gb 400-800 Gb 800-1200 Gb
2017
Shift to 10+ Gb/s (T2), : i 800 Gb+
A Tier-1 200 Gb 400 Gb  400-800 Gb 800 Gb+ Boo obt

INDICATIVE TARGETS & PROVISIONING POLICY
2024-2033+

HL-LHC Target
recommendations

These targets are indicative. Sites should aim for incremental upgrades aligned with the HL-LHC
ramp-up to avoid premature over-provisioning.

WLCG NETWORK EVOLUTION MAP



Beyond Bandwidth: Required Network Capabilities

Successfully exploiting future HL-LHC networks requires key monitoring, optimization, and management
frameworks.

CAPABILITIES.HL-LHC

01 // PROTOCOLS
IPv6 Transition & Policy

IPv6-Only: Phasing out dual-stack to
simplify management and avoid IPv4
address scarcity.

LHCOPN Timeline: Made fully
IPv6-only by late 2026 (before DC27).

LHCONE Timeline: Target transition to
IPv6-only by HL-LHC 2030.

WLCG ROADMAP EXPECTED CAPABILITIES

02 // TELEMETRY

perfSONAR: Core end-to-end
network monitoring. Useful for
determining baselines and perform
various experiments (time sync,
tuning). Link

Scitags Flow Marking: Netflow like
monitoring available for all existing
WLCG storages. Link

Site-network monitoring:
Total site network capacity

Analytics: Anomaly detection, Al
Link

03 // ORCHESTRATION
Orchestration & Optimization

SENSE/Rucio: Network orchestration
to dynamically manage and provision
end-to-end paths. Link

MultiONE: Prefix BGP tagging for
granular traffic engineering and
community routing. Link

Host Tuning: Data transfer
optimization including TCP tuning,
jumbo frames, and packet pacing.
Link


https://indico.cern.ch/event/1602404/#10-monitoring-update
https://indico.cern.ch/event/1602404/#10-monitoring-update
https://indico.cern.ch/event/1471803/contributions/6966480/
https://indico.cern.ch/event/1471803/contributions/6967431/
https://indico.cern.ch/event/1471803/contributions/6966483/
https://indico.cern.ch/event/1471803/contributions/6966483/

O HePixIPve Working Group & IPv4 Phaseout Status

I The HEPIX IPv6 working group, created in April 2011, is managing the transition towards a single protocol (IPv6-only)

across the WLCG infrastructure.

[01] DUAL-STACK DEPLOYMENT STATUS

100% 98%

WLCG TIER-1 ON IPV6 WLCG TIER-2 ON IPV6

COMPUTE CAMPAIGN (CEs + WNs)

> Deployment Target: Aiming for ~75% deployment by May
2026 (campaign launched in late 2023).

> Strict Mandate: The original deadline for dual-stack
connectivity was June 30, 2024.

! Known Blockers: Some sites struggle due to institutional
network delays or hardware limitations (e.g., IPv4-only
NVIDIA Skyway gateways).

[02] LHCOPN IPv4
PHASEOUT

> Target Timeline: Phase out
IPv4 routing on all LHCOPN links
by late 2026 (well before WLCG
Data Challenge 2027).

> Robust Base: Approximately
97 % of traffic natively uses IPv6
today.

> Migration: Legacy IPv4 traffic
will safely reroute over LHCONE
or General R&E Internet (no
deletion).

> Fallback: Immediate rollback to
IPv4 remains supported if
required.

LINK

FIG 01: DUAL-STACK DEPL.

WLCG Dual-Stack Deployment
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FIG 02: LHCOPN TRAFFIC RATIO

Successfully Phasing Out IPv4 on the LHCOPN F'_



https://indico.cern.ch/event/1471803/contributions/6966726/
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Scitags Framework and Terabit Packet Marking at Scale

The Scitags framework identifies the owner
(experiment) and purpose (activity) of traffic
to help understand R&E network usage.

FRAMEWORK CAPABILITIES

> Packet Marking: Encodes metadata directly in IPv6 Flow Label
or Destination Option headers.

> Flow Marking (Fireflies): Transmits separate UDP metadata
packets at flow start and end.

READINESS & DEPLOYMENT

> DDM Support: Core integration across WLCG DDM tools
including Rucio, FTS/gfal2, DIRAC, and ALICE O2.

> Storage Systems: Full Scitags capabilities supported in XRootD,

EOS, StoRM, and dCache (v11.2.3+).

> WLCG Experiments: 100% production readiness; firefly
collectors enabled for all active DDMs.

> Global Scale: Currently processing ~6M fireflies/day, with
telemetry peaking up to 12M/day.

R&D: WLCG DC27 Target

Flow marking: Deployment at all
major T1/T2 sites

Collectors: Network of
collectors in production. EU/US
currently well covered, but
missing a collector in Asia.

TARGETS: SC26 ROADMAP

Global Multi-Terabit: Scaling
marking targets upto 1.2 / 2.8
Tbps internationally.

Production Demo: Orchestrating
real-time firefly telemetry
validation for US/ATLAS and
US/CMS.

Network Throu
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SCITAGS // SCALE.2026
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= Al & Networking: Convergence for Scientific Scale

AI_NET

Next-generation research networks must simultaneously leverage Al for operational intelligence and deliver

massive throughput to support distributed Al training.

+
[61] AI FOR NETWORKING (AI4NET)
AI Network Operations
Applying machine learning models to simplify management,
maximize uptime, and predict path failures across the topology.
® Al Agent Deployment: Deploying specialized Al agents to
streamline operational support and automate infrastructure
deployment.
® Proactive Monitoring: Real-time telemetry analytics
processing high-frequency
L] Anomaly Detection: ML-driven detection of silent packet
loss, routing loops, and security threats at line rate.
® Predictive Maintenance: Historical trend analysis to project
link degradation and schedule preemptive rerouting.
+

[62] NETWORKING FOR AI (NET4AI)

High-Throughput AI Fabrics

Optimizing network infrastructure to meet the extreme,
non-blocking requirements of distributed GPU deployments

° 800 Gbps Platforms: Deploying next-gen ultra-high
bandwidth hardware to alleviate GPU-to-GPU
interconnect bottlenecks.

° RDMA/RoCEvV2 Integration: Utilizing Remote Direct
Memory Access for low-latency, kernel-bypass data
transfers. Running RDMA over Converged Ethernet to
enable seamless, lossless fabric scaling over standard
IP networks.

° Lossless Architectures: Integrating Priority Flow
Control (PFC) and ECN to eliminate packet drops in +
dense computing clusters.

CONVERGENCE // HL-LHC.2026



LHCONE R&D Summary

Successfully reaching future scientific scale requires aligning raw transmission capacity with smart monitoring
capabilities, advanced Al integrations, and targeted Data Challenge milestones.

04 // EVENTS &
MEETINGS

Upcoming Events

LHCOPN/LHCONE Workshop
Naples, Italy | Oct 1-2, 2026

Aligning on IPv6-only transition
and DC27 timeline targets.

01 // ROADMAP & DC27

Data Challenge
Readiness

02 // STRATEGY FOCUS
Capacity & Capabilities

03 // INNOVATION
Opportunities in Al

Al for Net (AI4NET):
Capitalizing on machine
learning to build intelligent,
self-healing topologies and
automate incident response.

Bandwidth Scale: Delivering
800Gbps+ physical
infrastructure upgrades to
meet HL-LHC data generation
demands safely.

Mini-Challenges: Active
participation in upcoming
collaborative tests to
iteratively push boundaries.

Net for Al (NET4AI):
Designing ultra-high

Smart Capabilities: Deploying

DC27 Milestones: Securing elll
robust monitoring

end-to-end framework

Asia Tier Center Forum

maturity across all T1/T2
centers well before the global
WLCG 2027 Challenge.

(perfSONAR), granular packet
tagging (Scitags), and IPv6
transitions.

throughput, lossless local
fabrics to accelerate
distributed GPU workloads
globally.

Bangkok, Thailand | Oct 6-8,
2026

Addressing collector gaps in
Asia and Tier-2 site
engagement.

SUMMARY // HL-LHC.2026


https://indico.cern.ch/event/1677691/
https://indico.cern.ch/event/1699087/

