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• Hardware technology evolution now is dominated by the needs of AI

• More powerful GPUs for low precision calculations, lots of fast HBM memory, large and fast SSDs

• The market price situation is dire due to exploding demand

• Big AI companies are buying as many chips as possible, for any price and years in advance

• The rest of us are faced with unsustainable prices and long waiting times

• Procurement for WLCG sites is becoming a nightmare

• The “flat budget model”, assuming a ~15% yearly decrease in unit resource cost, is now broken

• Will need significant compromises and some creativity to fulfill the resource pledges

• The objective of this talk is to illustrate the status of hardware technology and what it 
means for HEP

• Special attention to cost evolution

Introduction
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• In 2025, WLCG corrected its estimates for yearly resource 
cost reduction

• -10%/year for CPU and tape, -5%/year for disk

• Already optimistic today

• LHC experiments have fresh estimates of their resource 
needs until 2040

• “Projected disk and tape needs exceed expected available capacity even 
under optimistic assumptions” (CMS O&C for HL-LHC CDR, 2026)

Resource requirements in WLCG
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Market trends
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• TSMC makes most CPUs and GPUs for data 
centers

• Nvidia now the top customer, followed by Apple

• Revenues increasing ~30% year-over-year

• The advanced nodes (< 7nm) generate 75% of the 

revenue

• Adding more N3 fabs in Taiwan and Arizona and converting 

other fabs from N5 to N3

• Samsung and Intel Foundry cannot offer much 
competition today

• Intel’s 18A competes with TSMC N2 but still ramping and 

used only for Intel CPUs

• Intel’s 14A will not be production-ready until 2027 and 

needs a big external customer for it to succeed

Trends in semiconductor industry
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TSMC revenues

https://www.tomshardware.com/tech-industry/semiconductors/tsmc-ups-revenue-guidance-and-capex-buoyed-by-multiyear-ai-megatrend-warns-middle-east-conflict-may-impact-profitability-as-costs-increase
https://counterpointresearch.com/en/insights/global-semiconductor-foundry-market-share


• Samsung is the biggest memory maker (~38% 
market share), but SK Hynix leads the HBM 
market (~58%)

• HBM is needed for data center GPUs and demand is 

almost entirely driven by AI

• AI data centers buy 70% of the global production 

capacity

• HBM is much more profitable than  DDR5 (~5x revenue 

per wafer) and production lines are being migrated 

• Revenues are increasing enormously

• 25Q4 QoQ: Samsung +43%, SK Hynix +25%, Micron 

+12%

Memory market
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https://counterpointresearch.com/en/insights/global-dram-and-hbm-market-share
https://newsletter.semianalysis.com/p/the-great-ai-silicon-shortage?utm_source=post-email-title&publication_id=6349492&post_id=190110359&utm_campaign=email-post-title&isFreemail=true&r=6mlufy&triedRedirect=true&utm_medium=email


• AMD steadily increasing its market share

• Intel is struggling, but it still has the largest share
• AI-driven demand is high enough to exceed its 

production capacity

• Working with Nvidia to provide CPUs for their rack-level 
solutions

• ARM being massively deployed by hyperscalers 
and AI companies
• Ampere, Nvidia Grace (soon Vera), AWS Graviton5, 

Axion, Cobalt, Arm AGI…

• Expected by some to dominate AI server CPU market by 
2029 because of high energy efficiency

• RISC-V still under the radar
• Some server CPUs are being produced, mainly in China 

and might become relevant in a few years

Processor market
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ARM

AMD

Intel

https://www.tomshardware.com/pc-components/cpus/30-percent-of-x86-cpus-sold-are-now-made-by-amd-as-companys-market-share-grows-thanks-to-a-flagging-intel-enjoys-growth-across-all-segments-as-competition-intensifies
https://www.trendforce.com/research/download/RP251205OX


• Nvidia is the AI leader by far

• > 90% of revenues for training, ~75% for inference

• Might slightly decrease with more competition from AMD and 
custom chips

• Data center revenues are ~80% of their total

• > $100 billion in 2025, $130 billion expected in 2026

• Prices of B200 set to rise by 20% by end of 2026 due 
to memory cost inflation

• AMD now making more money from GPUs than from 
CPUs

• $100 billion deal with Meta to provide custom GPUs 
optimized for inference

• “6 GW” of AI compute to sell to OpenAI in 2026-2030

• Intel has Gaudi AI accelerators but negligible market 
share

GPU market
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Nvidia revenues

AMD revenues

https://www.statista.com/statistics/1120484/nvidia-quarterly-revenue-by-specialized-market/


• Data center needs for storage expected to grow 
20%/year until 2029

• Mostly HDDs because they are much cheaper

• HDD market split among WD, Seagate and Toshiba

• Nearline drives 60% of the market

• NAND flash market dominated by Samsung, SK 
Hynix and Kioxia/WD

• Demand driven by AI inference (needed for KV caching)!

• Revenues reaching $170 billion, +140% from 2025

• NAND wafer prices increased by ~250% in a year and still 
increasing by ~35%/quarter

• Production capacity will not increase until 2027-28

• Tape storage not under pressure

• Manufacturing capability exceeds the still growing demand

Storage market
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Technology trends
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• AMD’s Zen 5 (Turin) the latest architecture

• 128 cores (192 Zen 5c cores)

• Zen 6 (Venice) later this year with up to 256 cores and 

PCIe 6.0 support

• “Verano” (?) in 2027, not clear if Zen 7 or a specialized 

Zen 6 variant

• Intel’s Xeon 6+ (Clearwater Forest) this year

• 288 E-cores, aimed at cloud, edge AI, telecom

• Diamond Rapids end of 2026

• Up to 192 P-Cores, no SMT

• Unclear what comes next

x86 CPUs
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AMD CPU roadmap

https://www.tomshardware.com/tech-industry/semiconductors/intel-chip-roadmap-2026-2028


Arm CPUs
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• Nvidia Vera CPU, 2x performance over Grace
• 88 cores, 3 nm, SMT, +40% L3 (162 MB), 1.5 TB of SOCAMM

• Offered also as a standalone product

• Arm just announced their own AGI CPU for 2026H2
• Targets AI infrastructure, marketed as “agentic CPU”

• 136 Neoverse V3 cores, 3.7 GHz, PCIe6, DDR5-8800, TDP 300W

• Ampere
• Ampere Altra will carry on for low power compute (up to 128 cores)

• AmpereOne (192 cores) → AmpereOne M (192 cores, more DDR5 
channels and PCIe lanes) → AmpereOne MX (256 cores, 3nm, 512 
cores)

• Fujitsu set to release Monaka in 2027
• 2nm, 144 cores, 12-channel DDR5, PCI 6.0 with CXL, 

• Positioned for AI inference, simulation and data processing

• Followed by Monaka X (2029), Monaka X with NPU (2030), Monaka
XX (2031)

• Arm is being considered as a power-efficient alternative 
to x86



• AMD’s current lineup is very competitive for AI
• MI325X: optimal for high precision computation

• MI350X: optimal for AI

• AMD’s next gen will also support both AI and HPC
• MI440X: low precision AI computation, moderate power and cooling

• MI455X: liquid cooling, rack-scale deployments

• MI430X: strong FP32 and FP64 for HPC

• Nvidia GPU almost fully focused on AI
• GB200 NVL4 (4 GPUs, 2 CPUs) or HGX (8 GPUs)

• GB300 trades FP32/64 performance for FP4

• Rubin will further increase low precision performance and 
HBM bandwidth
• Only liquid cooling and rack integration is the focus (NVL72: 72 GPUs, 

36 CPUs, 200 kW!)

• Intel is developing Jaguar Shores as integrated AI platform
• Crescent Island (Xe3P) new GPGPU architecture will support FP32/64, 

using LPDDR5X and optimizing performance per Watt and cost

GPUs
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MI300X MI325X MI350X MI355X

FP4 

matrix

9.2 PFLOPS 10.1 PFLOPS

FP8 2.61 PFLOPS 2.61 PFLOPS

FP8 

matrix

4.6 PFLOPS 5 PFLOPS

FP16 1.3 PFLOPS 1.3 PFLOPS 144 TFLOPS 157 TFLOPS

FP16 

matrix

2.3 PFLOPS 2.5 PFLOPS

FP32 163 TFLOPS 163 TFLOPS 144 TFLOPS 157 TFLOPS

FP64 81.7 TFLOPS 81.7 TFLOPS 72 TFLOPS 79 TFLOPS

Memory 192 GB HBM3 256 GB HBM3 288 GB HBM3e 288 GB HBM3e

TDP 750 W 1000 W 1000 W 1400 W

H200 SXM B200 HGX B300 HGX RTX Pro 

6000 Server 

Edition

Rubin

FP4 

tensor

9 PFLOPS 14 PFLOPS 4 PFLOPS 35 PFLOPS

FP8 

tensor

3.958 

TFLOPS

9 PFLOPS 9 PFLOPS 2 PFLOPS 17.5 

PFLOPS

FP16 

tensor

1.979 

TFLOPS

4.5 PFLOPS 4.5 

PFLOPS

1 PFLOPS 4 PFLOPS

FP32 67 TFLOPS 75 TFLOPS 75 TFLOPS 120 TFLOPS 130 TFLOPS

FP64 34 TFLOPS 37 TFLOPS 1.2 

TFLOPS

1.968 

TFLOPS

33 TFLOPS

Memory 141 GB 

HBM3e

180 GB 

HBM3e

270 GB 

HBM3e

96 GB 

GDDR7

288 GB 

HBM4

TDP 700 W 1000 W 1100 W 600 W 2300 W

AMD GPU specs

Nvidia GPU specs



• Generation-to-generation improvements focus on AI
• low precision performance, memory size and bandwidth

• AMD seems keener on having HPC-oriented products than Nvidia
• Nvidia pushing for “emulated” FP32/FP64

• Current gen AMD GPUs are the FP32 champions
• But the RTX 6000 Pro leads on FP32 TFLOPS/$

• Current gen AMD GPUs are the FP64 champions

Takeaway message for GPUs
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• DRAM is improving in technology and 
packaging

• Scaling will go via the 4F2 cell layout and vertical 
channel transistors (VCT), and further via “3D RAM”

• DDR6 will arrive only in 2029, DDR5 keeps increasing 
bandwidth (e.g. MRDIMM up to 12800 MT/s)

• LPDDR6 gaining popularity due to lower power

• GDDR7 lower cost alternative to HBM for GPUs

• NAND Flash is improving in bits per cell and 
number of layers

• Push for higher capacities, QLC on its way to dominate 
the market (1-2 Tb/die in 2027)

• Up to ~300 layers today, ~500 layers by 2027

• Speed reaching 4800 MT/s per channel by 2027

DRAM and NAND memory
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https://www.tomshardware.com/pc-components/dram/samsung-outlines-plans-for-3d-dram-which-will-come-in-the-second-half-of-the-decade
https://www.trendforce.com/news/2025/12/12/news-kioxia-reportedly-to-make-332-layer-10th-gen-nand-at-kitakami-in-2026-repurposing-existing-fab/


• HDD capacity is growing at a rate similar to storage demand 
(number of shipped units remains ~constant)

• Today’s “sweet spot” for price is around 24-26 TB

• All HDD makers use some sort of energy-assisted magnetic 
recording to increase capacity per platter

• Seagate is the technology leader with 44 TB HAMR drives

• Toshiba had a more cautious roadmap, using more platters and 
microwave-assisted MR (MAMR), with HAMR adopted after 2027

• WD chose energy-assisted perpendicular MR (ePMR) + SMR until 60 TB, 
then fully adopt HAMR

• All makers expected to reach 80-100 TB capacity around 2030-2031

• Finally, progress on performance is planned

• Seagate intends to increase the number of actuators

• WD will introduce high performance drives aiming at 8x bandwidth and 4x 
I/O using Dual-Pivot and High Bandwidth technologies

Disk storage
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• Capacity will grow faster than throughput

• Longer media, smaller magnetic particles, more tracks 

and better tracking accuracy

• Future media should move beyond today’s ~450 MB/s

• Magnetic material transitioning from BaFe to 
hybrid BaFe+SrFe and finally SrFe

• Needed to increase density

• LTO-10 released with two native capacities

• 30 TB cost-effective, 40 TB thinner and more stable

• New solutions, e.g. head tilt to improve tape 
dimensional stability

• No need for media initialization

Tape storage
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Prices and impact
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• CPUs have been mostly spared by price increases
• AI data centers are fully GPU-centered

• This might change soon, due to the explosion of agentic AI

• Memory prices increased by ~6x
• Production will increase by just ~20%/year and won’t meet 

demand until 2030

• Contract prices should increase another 50% in the third quarter 
and 40% in the fourth

• No relief before 2028

• Storage costs maybe the biggest concern
• HDD became ~30-50% more expensive, SSDs 5x more!

• Tape is not immune, tape drives price increased by ~30% and by 
about ~5-10% for tape media

• AI not the only reason but the main one
• Helium shortage may impact the entire semiconductor and 

storage industry

Price evolution
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https://www.forbes.com/sites/tomcoughlin/2026/04/16/ssd-storage-capacity-prices-are-over-20-times-hdd-storage-capacity-prices/
https://wccftech.com/there-is-no-scenario-where-memory-prices-will-drop-anytime-soon/


• Computing servers

• Increase of memory prices is enough to increase $/HS23 by 2-3x

• Fortunately, little need to deploy more CPU in the next few years (thanks to Long Shutdown 3)

• No hope to get back to the “flat budget” curve

• GPU servers

• Needs still marginal, no way to express pledges (yet), but sites will have less money for GPUs

• Disk storage

• Very critical, experiments will struggle to fit in the envelope

• Flash vs. HDD price gap has become enormous, must stick to disk

• Tape storage

• Probably price reductions will not happen as previously expected

• Overall, huge stress on the experiments’ computing models!

Impact on WLCG
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• Delay / advance procurement
• Hoping for AI bubble to burst soon seems an increasingly bad bet

• Reduce hardware specifications
• Sites which were generous with memory/core cannot afford it anymore

• Consider using DDR4
• Cheaper than DDR5, it might still be an option in some cases

• Extend hardware lifetime
• Do not retire old hardware unless absolutely necessary

• Cannibalize components from old/broken servers

• Find more opportunistic resources
• Exploit as many HPC centers as possible

• Resource requests reduction by experiments
• Push for as much R&D as possible

• Make GPUs a cost-efficient alternative to CPUs

• Convince funding agencies to allocate more money to hardware
• As difficult as it sounds, it might make the difference between being able to process Run4 data or not

Possible mitigation measures
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Sites

Experiments



• Hardware evolution is heavily driven by AI use cases

• CPUs need to be power efficient; ARM gaining importance

• GPUs focusing performance for low precision

• Flash memory becoming dominated by very large QLC SSDs

• HDDs increasing in capacity towards 100 TB

• Incredibly high demand by hyperscalers and AI companies

• DRAM production directed to HBM, creating scarcity and high prices

• Flash vs HDD price gap increasingly crazily instead of decreasing

• Price increases are an existential threat for WLCG’s “flat budget” model

• Thankfully, we are entering 4 years of LHC shutdown

• Mitigation measures

• Explore “creative” solutions for procurement

• Revisit computing models and hardware requirements

Conclusions
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Backup slides
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Hardware cost evolution at CERN
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WLCG CPU and disk cost variations
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Nvidia GPU Performance/cost
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Memory and storage price evolution
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HDD SATA 16TB
M.2 NVMe 4 TB

DDR-5 6000 2x32GB

• Caveat: consumer-grade components

• Source: PCPartPicker

• CPUs: no visible trend, prices stable

• Memory: 4x increase but stable since February

• NVMe: 3x increase so far, slightly decreasing

• HDD: 20% increase, accelerating

AMD Ryzen 9 Zen 5



Tape media price evolution
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Overall tape infrastructure costs at CERN are primarily 

dominated by the price of tape cartridges.

IBM TS11x0 / 3592 technology cartridges offer ~twice the 

storage density but it is ~twice as expensive as LTO.

Price/TB decline slowed down.             ×= quoted LTO-10 prices

IBM 3592

LTO
×

Each data point = media purchase. Prices normalized to 

CHF/TB.

×

×
LTO-

9

3592J

F

Source: V. Bahyl


