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Proposed Abstract 
 
Anomaly detection (AD) at the LHC represents a promising frontier in the search for physics 
beyond the Standard Model, offering model-agnostic sensitivity to signatures that traditional 
targeted searches may miss. As AD methods mature, spanning outlier-based approaches, 
overdensity methods, semi-supervised techniques, and trigger-level algorithms, the community 
faces growing pressure to standardize how these analyses are validated, benchmarked, and 
reported. This paper presents community guidelines emerging from the pBSM Anomaly 
Detection Task Force, synthesizing experience from ATLAS and CMS Run-2 analyses. We 
address five key areas: benchmark selection and cross-experiment comparisons, validation 
strategies, result presentation, treatment of uncertainties, and reinterpretation frameworks. Our 
goal is to enable clearer assessment of AD performance, facilitate theorist engagement, and lay 
groundwork for a more unified approach to anomaly-driven discovery at the HL-LHC. 
 
Proposed Outline 
 
1. Introduction 
 

●​ Motivation: why model-agnostic searches now 
●​ Landscape of AD methods (outlier vs. overdensity; resonant vs. non-resonant; 

trigger-level vs. offline) 
●​ Scope and goals of this document 

 
2. Benchmarks 
 

●​ Role of benchmarks in evaluating AD performance 
●​ Existing benchmarks: LHC Olympics, AXOL1TL/CICADA trigger studies, ATLAS 

"standard candle" mixtures 
●​ Recommendation: comparison to an inclusive analysis as the primary baseline (same 

objects, selections, statistical framework) 
●​ Guidelines for choosing benchmarks depending on technique and scope 
●​ Open question: feasibility and value of cross-experiment (ATLAS–CMS) benchmark 

datasets 
 
3. Validation 
 

●​ Resonant vs. non-resonant validation (bump hunts vs. still-developing approaches) 
●​ Recommended multi-pronged strategy: MC validation, topological CRs, low-anomaly 

CRs, pseudo-data 
●​ Detector artifacts and data-quality checks as a standard validation step 
●​ Blinding practices: keeping signal models hidden until analysis is frozen 

 



4. Results Presentation 
 

●​ What to publish: anomaly scores, p-values, model-dependent and model-independent 
limits 

●​ Comparison to inclusive baselines as a required element 
●​ Handling excesses: role of AD as an "early warning system" 
●​ Open question: defining a uniform result format across experiments 

 
5. Uncertainties 
 

●​ Standard systematics plus AD-specific uncertainties (stochastic model variation) 
●​ Ensemble methods (multiple training seeds) to quantify stochastic uncertainty 
●​ Background estimation uncertainties in weak supervision 
●​ PDF uncertainties at high mass; MC imperfections and fake signals 

 
6. Reinterpretation 
 

●​ Outlier methods: publishing anomaly score functions 
●​ Overdensity methods: publishing background models, compressed features, surrogate 

approaches 
●​ Technical frameworks: RECAST-like tools for AD (FlexCAST); ADFilter as a model 
●​ Reducing computational burden on theorists 

 
7. Open Questions and Future Directions 
 

●​ Non-resonant AD: validation and CMS first applications 
●​ Weak supervision extended to trigger level 
●​ Limit-setting procedures for weak supervision 
●​ HL-LHC prospects 

 
8. Conclusions 
 


