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SECTION 01 - SYSTEM NEWS

Recent Developments

® D
User / Scientist
)

O

y

Bamboo MCP

 OpenSearch support
* Prompt + LLM response logging with user ratings and tools evidence

* Self-observability and analytics — query your own prompt logs for FAQ analysis,

session replay, tool-usage stats, model/provider breakdowns
* Historical job timing data (stage-in, payload, stage-out, queueing time)
complementing live data from BigPanDA, with more job data to come
* Plugins
* Added CGSim plugin ("Ask CGSim") — queries live CGSim database

 Rendering of diagrams (Mermaid) and formulae (LaTeX) in Streamlit app

* Harvester timeseries with inline ASCII charts in Textual app

 Auto source code review
* Failed job analysis can trigger automatic pilot source file download and LLM
review of potential code bugs

* Superuser mode allows manual source code review of (known) GitHub source files

e Code download — /script command (TUI) and download button
(Streamlit) save generated code directly from chat
e Secrets management via HashiCorp Vault at CERN (in progress)

» Brookhaven-

National Laboratory

g—
. Textual TUI /
- MCP Client
Bamboo MCP Runtime
bamboo_answer LLM Layer
R Q Executor ﬂb Anifooric Tovera]
outer + . nthropic / Open
Orchestrator) Higatecition) Gemini / Mistral)
> = ;
AskPanDA Plugin (Tools)
 —_— = @g®
= — s) m —
v— % = a> =
panda_ . panda_ panda_. : panda_ panda_ panda_ cric_query
task_status job_status log_analysis jobs_query harvester_ doc_search
workers
i i i
L T T
I } 1
____________________ ﬁ L_a
1 \4 Y
Y cEE ey
BigPanDA API jobs.duckdb cric.db
— (Live Service) (BigPanDA Jobs) (Queuedata)
X 5
B T I e e e P jo e
Bamboo MCP Services (Background Agents)
. | i Tl el ¥ i “ = -
| —~ : oy Document Monitor |
\. Ingestion Agent S CRIC Agent \ - !
_> -1 VELD (B? PanDA ‘gb) = dgt ) Lo e | O SR
! < gPanDA jobs; — queuedata L  embed docs) = o . 5
Downloads and stores Loads ATLAS queue Ingests and embeds e ‘ocumentatlon i
= from GitHub repos 1
job metadata metadata documen tation
— 4 N
/e =
Legend
Runtime / AskPanDA Background Local Data Live External
Orchestration Tools Services Stores API

Bamboo MCP Services

* Dashboard for monitoring of service agents;

Supervisor agent — orchestrates agent stack, health

monitoring, auto-restart

* RAG corpora updates — added ATLAS Computing,

Rucio, and ROOT docs (ATLAS plugin)

* Blue/green ChromaDB slot routing — zero-downtime

RAG corpus updates without server restart
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How to maintain LLM accuracy PROBLEM PROPOSED SOLUTION

as number of tools within a _> ® Flat tool lists above ~30 entries * Embed all tool descriptions into
SECTION 02 - WHAT'S NEXT plugin grows beyond ~30 ? degrade LLM selection accuracy ChromaDB at startup
® Attention dilution: all tool schemas ® At query time, retrieve only the top-k
- compete in the same context most relevant tools via semantic
Tool Selection at Scale
Currently 22 ™ e R et o * Semantic collision between similarly ® LLMreceives afocused, relevant
O described tools subset — not the full catalogue'

tools in total

Returns plugin branding metadata: banner,

ui_manifest \ v v v f ' ' . . . . .
but not all display name, help text, accent colour. ® Scoped to tools within a single plugin ® Complement with soft family hints in
SIS — cross-plugin isolation already the system prompt
Semantic vector search over the plugin’'s
tOO|S a re Lol ChromaDB documentation corpus. v v v hand Ied
b | | doc bm25 Keyword (BM25) search over the plugin's p o »
seen y a - documentation corpus for exact-term lookup. Key property: with RAG-based retrieval, the LLM always sees at most k tools — regardless of
| . JOB | TASK OPERATIONS whether the catalogue has 40 or 400. The LLM-side scaling problem is essentially eliminated.
plugins fosk status Queries PanDA Monitor for the current status 2 2 B What remains is a retrieval precision problem: does the semantic search find the right tool? This is
B and summary of a task or set of tasks. independently tunable and degrades gracefully.
. Fetches and analyses pilot or payload logs for a -
log_analysis given PanDA job ID. v v
. NL->SQL queries against the live DuckDB jobs
JJCLE G snapshot (last ~1 hour across all queues). i - - .
RAG-based tool retrieval nearterm FUTURE DIRECTION
] .. Analyses pilot error patterns and source-level . o ]
pilot_source_analysis diagnostics from PanDA Monitor data. v v User query > embedding > cosine = SpﬁCIﬁ'ISt sub-agents: each plugln
S similarity over tool descriptions > top-k becomes an autonomous agent with
.  Harvest " _— tools injected into LLM context. Backend- a small, focused tool set
ha rvester_wo rkers Queries curren arvester worker counts an > . . ; . .
states per site from OpenSearch. agnostic. Uses existing ChromaDB. k
® A thin orchestrator (coordinator
. . Time-bucketed Harvester worker counts over configu rable via
harvester_timeseries a configurable window; renders ASCII chart. v o o agent) routes queries to the right
BAMBOO_TOOL_RETRIEVAL_K (default 10).
. specialist
el i AL Fast-path router unchanged; retrieval runs P
NL aggregation queries
job_timing (avg/sum/min/max/count) over job timing v — — Only 20 planner path' ® Enabled by aReAct agent —anAl
fields in atlas_panda_job_timing:*. agent that reasons and acts inan
INFRASTRUCTURE | CONFIG iterative loop (reason - select tool >
panda_server_health Sa“féf\iﬂli Qre:ﬁpzr;gtreachabnity of the . - - observe result > repeat) — already
on the Bamboo MCP roadmap
. NL->SQL queries against the CRIC queue . .
cric_query database (status, copytools, site resources). i
SIMULATION
- . NL->SQL queries against the CGSim simulation . . . .
Brookhaven sim_query results chkDB da%abase, - - v TRAG-based tool retrieval is LangChain's recommended approach to large tool catalogues — see the LangChain 03

National Laboratory

documentation on tool retrieval (python.langchain.com)
Total tools 12 6 4




SECTION 02 - WHAT'S NEXT

Roadmap

Near-term

Diagrams

Generation of diagrams in Streamlit app for new OpenSearch data

PanDA monitor integration
AskPanDA plugin for ATLAS will be reached e.g. from job /

task pages

AskPanDA for Vera Rubin

Plugin development based on Kenny’s AskPanDA version

Brookhaven-

National Laboratory

Medium-term

Release
Slow release for individual experts / users

Tool Selection at Scale
Query calibration accuracy per site.

Hardening
Fine-tuning of MCP tools

Longer-term

Agentic Workflows

Multi-step reasoning loop for complex, multi-hop queries
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SECTION 03 - PRESENTATION

Presentations and Publication

MCP Alightweight plugin runtime
Bamboo for Al-assisted scientific tools Brookhaven:
ASk PanDAfor ATLAS National Laboratory
Task & job status, log analysis, pilot ;

stats, documentation search and LA ePe E ) 4
NL—SQL queries against databases +“Whatis the status of task 298712347"

* Bamboo MCP presented at Al in Sync meeting at CERN (May) ceon: [ 5

The same conversational surface, pilots?”
scoped to the ePIC experiment's [y  “What does pilot error code 1150 mean?”
PanDA deployment and I “Show me a diagram of the looping job
documentation v - " algorithm.”

= < *Howdo | submita job to the grid using

i { i prun?”
ASk CGSIm = +  “Analyze pilot/util/processes.py and let me
- — = know of any problems.”
Documentation search over the. C6Sim
CGSim / SimGrid distributed- +  “Were any file transfers affected by network
computing simulator - operational congestion?”
tools next K % = “Plot the execution time for all jobs between
for the last hour"

Demonstrated at Supercomputing 2025 and = il L = @
American Science Cloud Confab 26 = = < )

Paul Nilsson (BNL)

Brookhaven

National Laboratory

0.5, DEPARTUENT OF

* Video presentation at American Science Cloud CONFAB meeting be s
amboo  fariee "
( M ay) MCP.Runtime -  haiusnaiedfecs

AskPanDA for ATLAS - AskPanDA for ePIC Ask CGSim

Task & job status, log analysis, pilot  The same conversational surface, Documentation search over the

stats, documentation search'and scoped to the ePIC experiment’s . CGSim / SimGrid distributed-

NL—SQL queries against databases . PanDA deployment and computing simulator - operational
documentation toBlsfiext @Brookhaven

Paul Nilsson (BNL)

PREPARED FOR SUBMISSION TO JINST

MCP Agents in PanDA

 AI4EIC 2025 proceedings paper "MCP Agents in PanDA” accepted for
publication in JINST after one minor revision (June)

Paul Nilsson*-? Joseph Tasnuva Ch y? Sh Feng“ Adolfy Hoisie?
Raees Khan® Jaehyung Kim¢ Ozgur O. Kilic® Scott Klasky” Alexei Klimentov® Tatiana
Korchuganova“ Tadashi Maeno” Verena Ingrid Martinez Outschoorn® David K. Park®
Norbert Podhorszki® Yihui Ren® Frédéric Suter” Sairam Sri Vatsavai® Torre Wenaus® Rui
Xue® Wei Yang’ Yiming Yang” Shinjae Yoo“

“Brookhaven National Laboratory, Upton, NY, USA

P Qak Ridge National Laboratory, Oak Ridge, TN, USA
<University of Pittsburgh, Pitisburgh, PA, USA

4 Carnegie Mellon University, Pittsburgh, PA, USA

©University of Massachusetts, Amherst, MA, USA

1 T SLAC National Accelerator Laboratory, Menio Park, CA, USA

* Bamboo MCP / AskPanDA for ATLAS presentation in upcoming ATLAS ==~

AbsTRACT: The PanDA workload management system, developed for large-scale distributed com-
«« puting in high-energy physics, is being enhanced through the integration of Al-assisted operational
1 tools built on the Model Context Protocol (MCP). This paper describes two complementary efforts.

° s The first is PanDA MCP, a FastAPI-based interface layer that exposes PanDA REST APIs as stan-
O W a r e O I I l u I n e e u n e w  dardized, self-describing MCP tools, bridging the synchronous PanDA backend with asynchronous
2 Al clients. The second is Bamboo MCP, a modular plugin-based toolkit for Al-assisted operations,
z whose ATLAS plugin imp AskPanDA - a natural ge interface to the PanDA workload
= management system. Bamboo adopts a tool-first, evidence-driven architecture in which determinis-
= tic routing and structured data retrieval precede any LLM invocation. A key new capability enables
2 natural-language queries against a live PanDA job database via an LLM-generated SQL pipeline
2 protected by an AST-based security guard. A supervi: suite of g agents
25 maintains the local data stores on which these tools depend. The toolkit is experiment-agnostic by
= design, with plugins for ePIC, the Vera Rubin Observatory, and CGSim planned. A GPU-based
= testbed at Brookhaven National Laboratory supports co-development across the ATLAS and EIC
2 communities.

‘ B roo kh ave n = KEYwoRDS: machine learning, distributed computing, workflow management, scientific computing

National Laboratory

*Corresponding author.
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SECTION 04
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SCREENSHOTS

Screenshots
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) S Sl ol b ® jobs.duckdb = ® cric.duckdb 12:07:30 PM 22 o) Refresh

SECTION 04 - SCREENSHOTS 500,584 252,558

Dashboard for Bamboo MCP o Quoues by o Court
Services scripts

IN2F
IN2P3-LPC_DECOMMISSIONING
NET2_Am
@ Running
Activated
® Finished
@ Starting
@ Transferring
@ Merging
Assigned
® Failed

Top Errors Queue Status

® Online
® Test

piloterrorcode Offline

Brokeroff

piloterrorcode Queues by Cloud

taskbuffererrorcode

transexitcode

piloterrorcode

transexitcode
exeerrorcode

transexitcode
piloterrorcode

piloterrorcode

piloterrorcode

piloterrorcode

exeerrorcode
piloterrorcode

‘ Bf’OOk aven- piloterrorcode

National Laboratory piloterrorcode




SECTION 04 - SCREENSHOTS

Superuser mode and code explanations

| which internal job states does the looping job algorithm apply to?

- W  — 14:601¢:18 BambpoMlp/""—" ¥ 044X X  — — — — ———
| The provided documentation does not explicitly list the specific internal job states that the looping job algorithm applies to.

[ It only specifies that the job_monitor thread in the PanDA Pilot monitors running payloads for looping behavior at defined intervals (defaulting to once every ten minutes).

-

| which internal job states does the looping job algorithm apply to? Consult the pilot/util/loopingjob.py code

— —_ e e — 14:01:3 systeg§p — ™ ————
| @ This question requires superuser mode. Run /superuser <password> to unlock developer tools.

- 0 — 14:.¢01:44 systep ——m™MWMW8™W ™ ™@™¥@¥@¥@¥@™M8M8M¥ MMM ——
| = Superuser mode unlocked. Developer tools are now active.

— 0 ————————————————————————————————————————————14:01:46 yjoy —™— /@ @ @ — ———
| which internal job states does the looping job algorithm apply to? Consult the pilot/util/loopingjob.py code

— rm e 14:01:58 BagOOMC(P —™ ™ a / LM/4Mm?/ ——-—-—-omom0m—m—m—0—o—o—o—o—————————————————
Based on the pilot/util/loopingjob.py source code, the looping job algorithm explicitly checks for the following internal job states:

| |
| e running: This is the primary state where the algorithm performs active monitoring. It checks if files in the work directory have been modified within the configured looping_limit. If no files have been touched within that time, the payload {is

| identified as looping, a core dump is generated, and the job is terminated.

| e stagein: The code contains a placeholder for this state, but currently, it does not implement the looping check logic (it simply passes).

| e stageout: Similar to stagein, this state has a placeholder but does not currently execute the looping check logic.

| |
| |
| |

While the kill_looping_job function contains logic to handle stagein and stageout timeouts (setting specific error codes like STAGEINTIMEOUT or STAGEOUTTIMEOUT), the actual detection logic that triggers the termination process is only implemented

for the running state.
L |

g Quit ~L Clear “p palett
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SECTION 04 - SCREENSHOTS

BambooTui 12:29:49

Superuser mode and code analysis

— 12:28:06 system —
| Starting..

| initializing MCP.. |
|

12:28:08 system
| Connected via stdio. Answer tool: bamboo_answer.
| [LLM selected] provider=mistral model=mistral-large-latest
e s s
12:28:23 vyou
| Please analyze pilot.py and tell me if there are any problems

————————————————————— 12:28:23 systenm
| @ This question requires superuser mode. Run /superuser <password> to unlock developer tools.

12:28:30 system
| = Superuser mode unlocked. Developer tools are now active.
-« 0@ @ 6@6@— "->%6 " - 9% 6”966 "”-.» 5.9%@.. .>69595%5%9%6%6%64@@6B.--~-~- . % %~JB6-.—n 660 6 66—,  6n0 -6 -6 "-96$6©6“'..66 .%.%%'>'>>9 % %%6-.n9B .6 96969 . 9$6“_6o o 6666 9>@.9.96695%5 @9 6%} |
12:28:38 you
| Please analyze pilot.py and tell me if there are any problems

12:28:53 Bamboo MCP
Based on the analysis of pilot.py from the PanDA Pilot3 repository, here are the observations:

The code appears structurally sound, with proper error handling, logging, and modular design. However, there are a few minor observations that could be addressed
for robustness:

1 Environment Variable Handling
e Some environment variables (e.g., PILOT_SITENAME, PILOT_RUCIO_SITENAME) are set dynamically but lack explicit validation.
e Example: environ["PILOT_SITENAME"] = infosys.queuedata.resource assumes infosys.queuedata.resource is non-empty.
e No error handling if infosys.queuedata is malformed.
2 Error Handling Gaps
e send_workernode_map() and get_memory_limits() (lines ~150-160) catch exceptions but only log warnings.
e If these fail, the pilot may proceed without critical resource data (e.g., GPU/memory limits).
* update_local_oidc_token_info() (line ~120) suppresses exceptions with a warning, which could mask token renewal failures.
3 Threading Events Initialization

“gq Quit ~1 Clear “p palette

- Brookhaven- 09
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SECTION 04 - SCREENSHOTS

2. File Activity Monitoring

o Calls get_time_for_last_touch() to determine the most recent modification time ( time_last_touched ) of files in the job's working directory.

SO u rce C Od e ex p | a n at i O n S + o If no files were touched since the last check, time_last_touched retains its previous value (stored in montime ).
3. Suspension Adjustment Corrects for job suspension (e.g., if the job was paused by the system):
Diagramming

time_since_job_suspension = time_since_suspension()
if time_since_job_suspension:
time_last_touched += time_since_job_suspension

Look at pilot/util/loopingjob.py and explain how the looping job detection algorith

4. Looping Detection Compares the time since the last file modification ( currenttime - time_last_touched ) against looping_limit :

The looping job detection algorithm in pilot/util/loopingjob.py is primarily imp

works: if currenttime - time_last_touched > looping_limit:
create_core_dump(job) # Generate a core dump for debugging. @
kill_looping_job(job) # Terminate the job.
exit_code = errors.LOOPINGJOB

diagnostics = 'the payload was found to be looping - job will be failed in the next update'

CO re Algorithm: 100p'i ng_j ob ( ) Job State == ‘running?

5. Termination Actions
The algorithm checks whether a job is looping (i.e., stuck in a non-progressing statt

( looping_Limit ), the job is deemed looping and terminated. o Core Dump: Captures the state of the youngest child process of the payload using gdb . y
o Process Cleanup: Kills the payload, reaps zombies, logs process trees, and removes lingering files. | Get time_Last_touched from fles |
Step-by-step LOgiC o State Update: Marks the job as failed with error code L0OPINGIOB . | l .
No Adjust for job suspension
1. State Check The algorithm only runs for jobs in the 'running' state (stage-in/s /l
if job.state == 'running': Supporting Function: get_time_for_last_touch()
time_last_touched, recent_files = get_time_for_last_touct
This function identifies the most recently modified files in the job's working directory and returns the latest modification time. T - (T e o (i
nDA - ATLAS Key Steps
1. File Discovery

o Lists allfiles in the working directory (excluding subdirectories and hidden files).

o Filters files based on user-defined patterns (e.g., *.log, *.out )Vvia loopingjob_definitions.py (user-specific configurations).

2. Modification Time Check [ Kitt tooping job

.

Set error code LOOPINGJOB

o Tracks the most recent time ( time_last_touched ) and the list of recently modified files ( recent_fitles ).

Return exit_code, diagnostics |

o For eachfile, checks its last modification time ( st_mtime ).

Brookhaven-

National Laboratory




Please explain supersymmetry. I'm a PhD and can handle advanced math!

SECTION 04 - SCREENSHOTS

The retrieved excerpts do not contain a mathematical formulation of supersymmetry (SUSY). However, | can provide a concise yet rigorous explanation of SUSY for a PhD-level audience, focusing on its Lagrangian formalism and key concepts.

M d t h emad t iC a I fo rmu |a e + user rati ng Supersymmetry (SUSY): Mathematical Formulation

Supersymmetry is a boson-fermion symmetry that extends the Poincaré algebra to include fermionic generators @, (spinors) satisfying:
AV — 941
{Qm Qﬁ} = ZUQBPW

How do | calculate invariant mass? where P, is the 4-momentum generator, and &* are the Pauli matrices.

1. Supermultiplets

The retrieved documentation excerpts do not contain instructions for calculating invariant mass in physics analysis. However, here is the standard method based on ger SUSY pairs particles into supermultiplets with equal numbers of bosonic and fermionic degrees of freedom:

e Chiral supermultiplet: (¢, '(/J) (scalar + Weyl fermion).
* Vector supermultiplet: (A”, )\) (gauge boson + gaugino).

How to Calculate Invariant Mass 2. Superspace and Superfields
The invariant mass M of a system of particles is calculated from their 4-momenta using the formula: To construct SUSY-invariant Lagrangians, extend spacetime to superspace with Grassmann coordinates @, 9_5,. Superfields @(w, é, é) encapsulate component fields:
2 2 e Chiral superfield:
2 e . p— i.
M= (DB — | F B(y,0) = $(y) +V20(y) + 00F (y),
T 1
where y# = z# + i0a*0, and F is an auxiliary field.
Steps:
3. SUSY Lagrangian
1. Sumenergies: Fii. = Zi E; (where F; is the energy of each particle). grang
2. Sum 3-momenta: ﬁtotal — Z ﬁi (vector sum of momenta) The most general renormalizable SUSY Lagrangian for chiral superfields ®; is:
. : i .
. . . . =3 2
3. Compute invariantmass: M = /By — [|Prota|* L= / a9 8!, + (/ oW (®;) + h.c~) ,

Key Notes:
where W (®;) is the superpotential:

® Units: Use consistent units (e.g., GeV for energy/momentum).

1 1
) . . W(®;) = omi; 8@, + Zvijn i ®; By
* Detector data: In ATLAS, particle 4-momenta are reconstructed from detector signals (tracks, calorimeter 2 3

clusters). The F'-term potential is derived from W:

¢ Software: Tools like ROOT (e.g., TLorentzvector ) automate this calculation. oW
Vi = FJF,*, where F; = ;"
Example (Python/ROOT): i

For gauge interactions, include vector superfields V' (in Wess-Zumino gauge):

from ROOT -import TLorentzVector

pl = TLorentzVector(px1, pyl, pzl, E1)

p2 = TLorentzVector(px2, py2, pz2, E2)

invariant_mass = (pl + p2).M() # Combined 4-vector mass

Loange = / d*o %W“Wu +h.c,
where W, = 7%D267VD,1€V is the field-strength superfield.
4, Soft SUSY Breaking

To match observations (no superpartners at low energies), SUSY is softly broken by adding terms to the Lagrangian:

Why the excerpts didn’t help: The retrieved results were about operational incidents (e.g., "mass job queue blacklisting") or LLVM compiler internals, not physics analys 1 1 1
y p P P (e.g, jobq g") p , not phy y: Lot = — (iMa/\a,\u +h.c.) —mible; — (Ebij¢i¢j + gaijmqs,-qsk +h.c.) ,
* ATLAS Physics Analysis

Workbook |AskPanDA - ATLAS

e ROOT documentation.

> @ Tracing > @ Estimated cost > & Evidence (inspect) > ™ Raw JSON

Rate this response:
9! 0?2 3 @4 ¥'s

4 Download python.py

® jskPanDA - ATLAS 4\




SECTION 04 - SCREENSHOTS

L]
‘ G SI m + RAG exa m p | e / pts Claude ar: ctio velopment/pilot3 ment Bamboo agents 3amboo Zephyr + +1453 -33 7,

BambooTui 18:20:45

| How does CGSim work?

R R EEERERE—————
18:20:29 AskPanDA

Based on the retrieved documentation excerpts, here’s how CGSim works:

Simulation Framework: CGSim is a tool designed to simulate large-scale distributed computing environments (e.g., the ATLAS computing Grid).
Input Configuration:
e Uses three JSON files to define:
1 Computational infrastructure (e.g., resources, sites).
2 Network topology (e.g., connectivity, bandwidth).
3 Execution parameters (e.g., workload characteristics).
e This enables flexible setup and reproducible experiments.

Custom Algorithm Testing:

e Allows users to implement custom workload allocation algorithms via plugins.

e Plugins are shared libraries (built independently) that can be loaded into the simulation without modifying CGSim’'s core code.
Development Support:

e Provides an abstract class to facilitate plugin development.

Likely follows a modular design with:
e An input layer (JSON-based configuration).
e A simulation engine (core logic for workload execution).
e An output generation layer (metrics, logs, or visualizations).

|
| Note: The excerpts do not cover internal mechanics (e.g., event-driven vs. time-stepped simulation) or specific output formats. For deeper technical details, refer to the full CGSim
| documentation or the SC Workshops ’'25 paper mentioned in the excerpts.

~g Quit ~1 Clear “p palette

- Brookhaven- 12
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SECTION 04 - SCREENSHOTS

BambooTui 11:42:42

CGSim + job queries

initializing MCP.. |
1

11:40:31 system
Connected via stdio. Answer tool: bamboo_answer.
[LLM selected] provider=mistral model=mistral-large-latest

11:40:35 you
Show me all jobs

11:40:47 AskPanDA

The simulation contains 20 distinct jobs with the following IDs:

1202004839, 1267399352, 1546838737, 1650119556, 2765833703, 2794720992, 4080302222, 4427639329, 5449301942, 5576806673, 6076517866, 6387862107, 6955758164,
7047628203, 7922503155, 8774052003, 8859535416, 8988138465, 9532836985, 9590968381.

11:40:49 vyou

Which site had the most jobs allocated to it?

11:40:56 AskPanDA
All 20 sites in the simulation had the same number of jobs allocated: 1 job per site. There is no single site with more jobs than the others.

11:41:25 vyou

How long did job 1202004839 take to execute?

11:41:31 AskPanDA

Job 1202004839 took 5,573.6 seconds to execute.

11:42:01 you

Which site did it run on?

11:42:07 AskPanDA

Job 1202004839 ran at the site AGLT2_site_18.

~g Quit ~1 Clear “p palette
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SECTION 04 - SCREENSHOTS

CGSim + file transfers

» Brookhaven-

National Laboratory

BambooTut

11:45:29

11:44:38 you

Where there any file transfers between any sites?

11:44:53 AskPanDA

Yes, there were 20 file transfers between different sites in the simulation. Here are the site-to-site transfer pairs:

Source Site

Destination Site

AGLT2_site_1
AGLT2_site_11
AGLT2_site_12
AGLT2_site_2
AGLT2_site_18
AGLT2_site_15
AGLT2_site_16
AGLT2_site_3
AGLT2_site_14
AGLT2_site_7
AGLT2_site_5
AGLT2_site_6
AGLT2_site_0
AGLT2_site_9
AGLT2_site_19
AGLT2_site_10
AGLT2_site_13
AGLT2_site_8
AGLT2_site_17
AGLT2_site_4

AGLT2_site_18
AGLT2_site_8
AGLT2_site_9
AGLT2_site_19
AGLT2_site_15
AGLT2_site_12
AGLT2_site_13
AGLT2_site_0
AGLT2_site_11
AGLT2_site_4
AGLT2_site_2
AGLT2_site_3
AGLT2_site_17
AGLT2_site_6
AGLT2_site_16
AGLT2_site_7
AGLT2_site_10
AGLT2_site_5
AGLT2_site_14
AGLT2_site_1

The transfers form a closed loop across all 20 sites. No result truncation occurred.

~q Quit

~1 Clear

“p palette




SECTION 04 - SCREENSHOTS
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CGSim + job analysis

Deploy 3

Bamboo - AskCGSim

Connection BambOO - ASkCGSim

Transport ® ® provider=mistral model=mistral-large-latest

http v
why did job 1202004839 take so long?
Server URL ®

http://localhost:8000/mcp
The job with ID 1202004839 took a total of 5,574 seconds (about 1.55 hours) of compute time, which is why it ran for so long.

Bearer token (optional) ® L
Here’s a breakdown of the key timing components:
©
e Total queue time: 114 seconds (~1.9 minutes), which was entirely due to file transfer queueing (no waiting for compute resources).
Experiment / plugin ® e 1/0read time: Negligible (0.17 seconds).
: e Retries: None—the job succeeded on its first attempt.
cgsim v
The long runtime was primarily due to the compute workload itself, not delays in queueing or 1/0.
Status
Show me a list of all timestamps
Connected

® provider=mi =mistral- ; A " :
: pro‘:'der mistral model=mistral Here’s a concise summary of the timestamp results from your CGSim simulation database query:
arge-latest

Iotacle reseimeet e Total distinct timestamps: 62
e Timerange:

o Start: 0.0 seconds (simulation beginning)

Settings
o End: ~5688.55 seconds (= 1.58 hours)
(I Fast-path routing ® e Key observations:
Context: 2/ 10 turns in memory o The timestamps are clustered in two distinct phases:
1. Early phase: 0.0 to ~114.78 seconds (22 timestamps, very close together, likely representing rapid initial events).
Actions 2. Late phase: ~5687.55 to 5688.55 seconds (40 timestamps, also tightly grouped, suggesting a burst of activity near the end of the simulation).
o Thereis a large gap (~5573 seconds or ~1.55 hours) between the two phases, indicating minimal or no recorded events during this period.
=
Reconnect e Precision: Timestamps are recorded with high precision (up to 6 decimal places), reflecting fine-grained event tracking.
T Clear chat v
> @& Tracing > @& Estimated cost > & Evidence (inspect) > Raw JSON
Tools registered on
Server ('Bamboo - AskCGSim ?yj

Brookhaven-

National Laboratory L




SECTION 04 -

CGSim + job
execution time
graph
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[ Python Module Index ﬁ iTunes Connect
B B8 00 v 309 6
AskPanDA
Connection
Transport ®
http v
Server URL ®@

http://localhost:8000/mcp

Bearer token (optional) ®
©
Experiment / plugin ®
cgsim v
Status
Connected

provider=mistral model=mistral-large-
latest

19 tools registered

Settings
Fast-path routing @

Context: 1/ 10 turns in memory

Actions
Reconnect
T Clear chat
b > T ered ONILrver. -

=

| ATLAS (@) Intranet BNL @) Facebook

EBREAo

€ Apple

obBBEIB6

% Apple Developer “e) ATLAS PanDA

olo¥ ¥ @@V

Bamboo - AskCGSim

@ provider=mistral model=mistral-large-latest

Show me the average execution time per site

localhost e

) RC Test Jobs

w25
v

“ BigPanDA Jobs [l Dark Horizons €7 MacRumors %) PanDA ptestjobs @ PanDA Queue list

OB 3 ¥ ¥ ¥ +00Y¥YBOKXY XO00O0OHHGCE®W:

The results show the average execution time for finished job executions across different sites. Here's a concise summary:

@ PanDA Zoom

©®@ 0 +
& AskPanDA
Deploy

e All 20 sites listed under the "AGLT2_site_" naming pattern (from acLT2_site_o to AGLT2_site_19 ) have exactly the same average execution time of 5,573.6 seconds (approximately 1.55 hours).

* No variation in execution time was observed across these sites.

e Theresult set was not truncated, meaning these are all the sites matching the query criteria.

Execution Time S

AGLT2_site_0
AGLT2_site_1
AGLT2_site_10
AGLT2_site_11
AGLT2_site_12
AGLT2_site_13
AGLT2_site_14
AGLT2_site_15
AGLT2_site_16
AGLT2_site_17
AGLT2_site_18
AGLT2_site_19
AGLT2_site_2
AGLT2_site_3
AGLT2_site_4
AGLT2_site_5
AGLT2_site_6
AGLT2_site_7
AGLT2_site_8
AGLT2_site_9

Site

o

1000

SQL: SELECT JSON_EXTRACT (METADATA, '$.s

LIMIT 1000

avg_execution_time_s DESC

> @ Tracing > & Estimated cost

Ask PanDA

te, AVG(JSON_EXTRACT (METADATA, '$

2000

3000 4000 5000
Execution Time S
')) AS avg_execution_time_s FROM EVENTS WHERE EVENT 'JobExecution' AND STATE 'Finished' GROUP BY site
> & Evidence (inspect) > ™ Raw JSON

ORDER BY

T anEm 1

>

{

16



SECTION 05 - BACKUP

Tool Suite — ATLAS: query vs. MCP tool

. Why did job XYZ fail?
@ Job & Task Operatlons What is the status of task ZYX?
jobs_query - task_status - log_analysis -
pilot_source_analysis
NL->SQL over live DuckDB jobs; PanDA Monitor task status;

pilot/payload log fetch + LLM analysis

Which queues are currently offline in the US

Site & Queue Metadata el
Which sites does not have rucio as a copy

tool?

cric_query
NL->SQL over CRIC queue database: site status, cloud
membership, tier, supported copy tools

NEW What is the average stage-in time at CERN-PROD
T - today? What was the average queueing time at
@ Job Timing Analytics S
job_timing

NL aggregation (avg/sum/min/max/count) over job timing
phases — stagein, payload, stageout — in new OpenSearch
atlas_panda_job_timing-* Many other fields to be added

i i Retry all failed jobs in task 12345
@ Write Operations (planned) Ry

panda_mcp

B How many Harvester workers are running at

@ Harvester & TRIUMF right now? Show me Harvester activity at

Pilot Monitoring QR Y A

harvester_workers - harvester_timeseries
Current worker counts per site from OpenSearch;
configurable time window rendered as ASCII chart

options?

_ How does brokerage work in PanDA?
@ Documentation & RAG Wi leR TRzl e xide e elileUle (ale]e

doc_search - doc_bm25

Semantic vector search + BM25 keyword lookup over the Authenticated task retry and job kill via PanDA MCP with
ATLAS/PanDA ChromaDB documentation corpus OIDC token; first agentic write operations
Brookhaven-

Many more examples here: https://github.com/PalNilsson/bamboo-mcp/blob/master/docs/question-cheatsheet.md 17
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