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• Microscopy: “Error-Guaranteed Compression with Preservation of Downstream 
Quantities for Electron Microscopy”, submitted to Microscopy and Microanalysis 2026. , 
J. Lee, E. Hoglund, et al.

• Recent electron microscopy workflows, 4D Scanning Transmission Electron Microscopy 
(STEM), generate massive data volumes, sometimes exceeding tens of terabytes per 
dataset

• Outpacing storage, network, and I/O bandwidths. 

• Lossless compression is often insufficient due to limited compression ratios.

• Lossy compression offers an alternative; however, a critical challenge is that 
compression errors can propagate to crucial downstream analyses.

• The goal is therefore to deploy a compression method that preserves essential data 
features, with the first challenge being to define suitable metrics, and to be fast enough so 
that it can be part of the data generation pipeline which will capture data, move as much 
data as possible to then analyze and store data → NRT

• We created a moment-preserving compression workflow combining multigrid adaptive 
reduction (MGARD) with a constraint satisfaction technique, and can  guaranteed error 
bounds on raw data, complemented by a constraint satisfaction method that rectifies the 
decompressed data to strictly preserve statistical moments in reciprocal space
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LAPD – Large Plasma Device – Microwave Interferometer Data Workflow

• Sampling rate with 6 channels, and 2 bytes/sample is 20 MB/s, storing 120 MB/s

• Analysis Steps
• Ideal case: Use Hilbert-transform to compute instantaneous phase in the time domain

• Alternative approach: 
• Phase shift is estimated using either FFT/cross-spectral method

• Subtract the mean voltage from each waveform to remove digitizer DC offset.

• CSD = FFT(plasma) * conjugate(FFT(reference))

• For each 512 sample block, the algorithm finds the dominant spectral peak and extracts 
its complex phase angle.

• The phase trace is unwrapped to remove artificial 2 pi jumps, then the initial phase offset 
is subtracted.

• The current workflow doesn’t work for 1 second shot intervals, and we will work with 
UCLA team, J. Han, to utilize our software stack for a possible solution
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Accepted Paper

“JANUS: Resilient and Adaptive Data Transmission for Enabling
Timely and Efficient Cross-Facility Scientific Workflows” accepted at HPDC’26

Key features:

Adaptive and resilient scientific data transmission for WAN workflows

Combines UDP, erasure coding, and error-bounded lossy compression

Aims to enabling efficient cross-facility scientific workflows
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Motivation and Challenges

PB-scale scientific data generated across distributed facilities

TCP retransmissions significantly increase transfer latency

Static fault tolerance is inefficient under fluctuating network conditions

Need adaptive optimization for reliability, latency, and reconstruction quality
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Evaluation: Transfer 
Time under Packet 
Loss

Compared TCP, static UDP+EC, and adaptive 
JANUS

Adaptive JANUS consistently minimized 
transfer time

Theoretical model closely matched simulation 
behavior

Performance gains became larger at higher 
packet loss rates
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JANUS System Design

Hierarchical scientific data refactoring using pMGARD

UDP-based data transfer with erasure coding

Adaptive parity configuration based on packet loss rates

Supports both guaranteed-error and guaranteed-time transmission modes
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Evaluation: Accuracy 
vs Transmission 
Deadline

Static configurations either violated 
deadlines or increased error

Optimized parity allocation 
minimized reconstruction error

Adaptive protocol satisfied transfer 
deadlines under dynamic loss

Demonstrated effective accuracy-
latency trade-offs
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Evaluation: Real Networks Testing

Experiments conducted across CloudLab WAN 
infrastructure

Adaptive protocols dynamically adjusted 
redundancy

Receiver periodically updated packet loss 
estimation

Demonstrated robustness under time-varying 
network conditions
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Data Reduction to Improve Resilience and 
Resource Requirements
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UFL update: reduced representations that are also temporally 
projectable
• Redwood Track 2 needs reduced secondary copies that are useful, not just small — lossy 

compression for transfer/storage is necessary but not sufficient when the primary stream is 
delayed, incomplete, or too expensive to move.

• Two threads developed jointly with Rahul Sengupta (UFL) and Scott Klasky (ORNL) over the last 
quarter:

– CAESAR: foundation-model compression with GPU-accelerated, per-element reconstruction error 
bounds (Applied Sciences, 2025).

– Latent Twins: autoencoder + latent evolution map that advances compressed states forward in time 
(arXiv:2509.20615).

• Composition for NRT: CAESAR supplies a compact, error-bounded reduced copy; Latent Twins 
makes that copy temporally projectable — together they support low-bandwidth secondary 
streams for remote analysis, delayed primary-data access, and resilience under transfer loss.
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CAESAR: a reusable, error-bounded compression backbone

• Reusable foundation-model compressor: a single 
autoencoder trained jointly across climate, 
combustion, fluid dynamics, weather, turbulence, 
oceanography, physics, and CFD (figure right).

• GPU-accelerated reconstruction error bounds on the 
compress → decompress round-trip (these are 
compression guarantees, not yet end-to-end-with-
evolution).

• Two variants under one framework: CAESAR-V
(variational) and CAESAR-D (diffusion-conditioned).

• Redwood relevance: CAESAR provides the reusable 
reduced representation on which NRT transport, 
secondary-copy storage, and downstream analysis 
can operate.

Applied Sciences 15(16):8977, MDPI, 2025 · mdpi.com/2076-
3417/15/16/8977

Pretraining across scientific domains; CAESAR-V (variational) and CAESAR-D (diffusion) 

share the encoded bitstream.
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Latent Twins: making the reduced copy active, not passive

• Two-component design: a time-independent 
autoencoder + a latent evolution map that carries 
the temporal dependence inside latent space 
(right).

• Both diffusion-based autoregressive rollout and 
Single-shot time-jump from t₁ → t₂ — non-
autoregressive rollout.

• The map is conditioned on the time pair/gap, 
enabling variable-horizon prediction without 
training a separate model for each horizon.

• Redwood relevance: this turns a reduced 
representation from a passive compressed copy
into an active surrogate that can be advanced 
forward when the full simulation output is 
delayed, incomplete, or too expensive to move.

arXiv:2509.20615

Encode
into latent space

Evolve
within latent 

space

Decode
from latent 

space

x(t₁) z(t₁) → z(t₂) x̂(t₂)

Encoder/decoder are time-independent; the evolution map is the only time-aware 

module.
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CAESAR + Latent Twins: single-shot prediction avoids 
autoregressive rollout
• Setup: frozen CAESAR encoder-decoder 

backbone; only the latent evolution map is 
trainable (~19M params).

• Qualitative (top-right): single-shot t₁→t₂ 
prediction recovers vortex structure and fine-
scale features at a 29-frame jump; error map is 
small and spatially incoherent.

• Quantitative (bottom-right): on 300 test samples, 
mean NRMSE = 0.024, mean MAE = 0.014; error 
remains approximately flat across 8–32 step 
jumps, consistent with avoiding autoregressive 
error accumulation in this tested range.

• Implication for Redwood NRT: the reduced 
secondary copy can support approximate 
forward analysis even when the primary stream 
is delayed or only intermittently available.

Top: ground truth / prediction / |error| at a 29-frame jump. Bottom: frequency distribution and mean 

NRMSE vs time delta — flat across 8–32 step jumps.
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Stacking compression beyond CAESAR: 16× → 2048×

Visual quality across compression levels: original → CAESAR only (45.6 dB) → +64× (28.1 dB) → +256× (27.7 dB) → +2048× (27.0 dB).

• CAESAR alone delivers ~16×; a second Conv autoencoder on 
the CAESAR latents pushes total compression to 64× / 256× / 
2048×.

• Large-scale structure is preserved even at 2048×; PSNR drops 
only ~1 dB between 64× (28.1) and 2048× (27.0) in these 
examples — spectra / conserved quantities not yet checked.

• Parameter trade-off: 8.2M params (2048×), 37.5M (256×), 
140M (64×). Smaller bottlenecks need fewer second-stage 
parameters but lose more detail.

• Why this matters for NRT: a 2048×-reduced secondary copy 
makes cross-facility transfer and resilient remote analysis 
plausible under tight bandwidth and time budgets —
throughput numbers TBD against actual pipelines.
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Exploring Latent Diffusion

• CAESAR-D runs a conditional diffusion model inside 
the compressed latent space, reconstructing non-
keyframe states from keyframe codes.

• Proven to work on multi-domain scientific data 
(E3SM, S3D, JHTDB)

• Deterministic evolution maps are restricted to one 
future. Diffusion gives the distribution of possible 
futures.

• CAESAR-D latent space is valid for diffusion; at 
present it only interpolates between stored key 
frames, not into unknown futures.

• LOLA study indicates that diffusion for sci-data:

• Accuracy good even at 1000x compression

• Better than deterministic neural solvers for long 
rollouts

• Reasonable speeds (3s for 100 steps) on A100

polymathic-ai.org/blog/lostinlatentspace

• Spread-Skill Ratio: LOLA study proposes a new metric 
to understand the how wrongly "dispersed" the 
ensemble trajectories are:

• "Skill" of an ensemble of K particles is defined as 
the RMSE of the ensemble mean. 

• "Spread" is defined as the ensemble standard 
deviation

• LOLA shows that 16 test trajectories show S-S ratio 
nearly 1 i.e. ensemble spread is a good proxy for 
ground-truth prediction error.

• Can be used to inform "synchronization" with primary 
without ground truth
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Roadmap: three deliverables toward Redwood NRT integration

1
Compressed latent evolution

Evolve the second-stage compressed 

representation using feedforward and diffusion 

operators (below).

2
End-to-end error accounting

Quantify the reconstruction + evolution error 

from the reduced copy; develop guarantees 

where possible across stacked compression 

and latent evolution.

3
Redwood / JANUS integration
(destination)

Plug the reduced and projectable stream into 

Redwood’s packet-loss-tolerant, time-

constrained workflows.

JANUS gains a semantically meaningful 

reduced stream: if full recovery fails, the 

received representation may still support 

approximate reconstruction or forecasted 

analysis.

Benchmarks: lola on The Well (Polymathic AI) — 16 scientific datasets spanning turbulence, MHD, reactive flows, 

astrophysics.

polymathic-ai.org/blog/lostinlatentspace · polymathic-ai.org/blog/thewell
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Software and publication updates

• DTLMod v0.5, May 25, 2026

- Support for canceling transactions

- Progressive flush of metadata file (save some memory)

- Various bug fixes and code improvements

• Publication roadmap

- Journal on DTLMod: major revision at FGCS (due mid July)

- Theoretical study of NRT workflow scheduling: IPDPS’27 (due Sep/Oct)

- Evaluating deployment strategies of NRT workflows via simulation (CCGrid’27 in Nov.)
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Python bindings

• Evaluation of the overhead of coding SimGrid/DTLMod  
simulators in Python instead of C++

- Done for the journal paper

- 20x to 40x overhead

- Assumed it was caused by GIL management by the bindings

- Reviewer proposed to check “no-GIL” experimental Python

• GIL was not the cause! SimGrid’s context factory choice was!!

- Python forced to switch from fast ucontexts to slow threads

• Solution: redesign Python/C++ transitions in SimGrid

- Capture entire python thread stack 

- Context factory agnostic

- Way faster (from x to %)

- Benefit to every SimGrid developer
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Deployment Design Space

Placement & Resources

Assign each analysis to a cluster; allocate CPU cores/nodes and grid topology. Determines where data is computed and how it moves.

Replication
Run redundant workflow instances in parallel to hedge against failures and latency spikes. First-is-enough, All-required, or Deadline-driven 
aggregation.

Data Reduction
Apply decimation or lossy compression (e.g., SZ) before transmission. Trades feedback accuracy for smaller transfers and faster time-to-
insight.

Transport Mode

File-based (shared parallel filesystem within a facility) vs. Staging (direct node-to-node streaming across facilities).

Aggregation Policy

How the feedback collector combines results from multiple branches or replicas before making a steering decision.

Deployment design space
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#1  Deadline Compliance

Maximize the fraction of cycles in which the 
feedback collector receives at least one valid 
result before deadline D < T.

In stochastic settings (network jitter, 
contention, failures), this becomes a 
probability to maximize.

#2  Budget Compliance

Minimize total resource cost across all 
analyses, replicas, and allocations.

Find configurations that meet deadline and 
quality requirements with the smallest 
possible resource footprint.

#3  Feedback Quality

Maximize feedback accuracy — equivalently, 
minimize approximation error introduced by 
data reduction techniques.

Quality degrades when decimation or lossy 
compression is applied to accelerate 
transfers.

Balancing three competing goals
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Current Status: NRTWsim

Completed

• NRTWsim: Generic, fully configurable simulator built on 
SimGrid + DTLMod

• Workflow topologies

• All deployment choices exposed as config parameters 

• Deadline compliance probability, total cost, and feedback 
quality outputs

In Progress / Future Work

In progress

• Deployment scenario generator that systematically 
samples the optimization space

• Validation against real experiments on FABRIC testbed 
(ground-truth comparison)

• Automated optimization strategy using simulator as 
inner-loop predictor

Future Work

• Integration with exploration techniques: grid search, 
Bayesian optimization, LLM-guided search

• Simulator calibration methodology (building on prior 
automated calibration work)


