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Where We Left Off  (March 2026)

RECAP
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Production checkpoint achieved  ✓

• 10/10 multi-step eval  ·  2 stability runs
• GPT-OSS-20B + DPO + Q4_K_M GGUF
• 396 SFT  +  75 DPO examples  (hand-labeled)
• Pipeline: SFT → merge → DPO → GGUF
• ~1.5 hours end-to-end on Perlmutter
• Deployed on PSCRATCH, Ollama 0.15.5-rc2

What we said we'd do next

• Teacher–student distillation pipeline
• GPT-4 / Claude as teacher (frontier)
• GPT-OSS-20B as student
• Target: eliminate manual data labeling
• Multi-step benchmark harness planned
• Rubin Operations deployment in scope

What changed since March: we built the simulator, ran it at scale, and have a validated datagen pipeline.



Why Built a Simulator for Rubin

WHY
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Rare failures

● Real grid failures are rare — hard to 
capture enough examples naturally

● 86 → 396 examples took months of 
manual effort

● Coverage is biased toward known 
failure modes

The math doesn't work

● We need 5K–25K examples for the 
next paper

● Hand-labeling: ~30–60 min per 
multi-hop example

● 25K examples ≈ 12,500 
person-hours — not happening

The simulator idea

● Run the grid in simulation — inject 
any failure you want

● Events are deterministic, so ground 
truth is free

● Use an LLM pipeline to turn those 
events into training examples



CGSim4Rubin: Adapting CGSim for Rubin Operations

WHAT IS IT
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What it does

• Discrete-event simulator built on SimGrid v3.36
• Models the complete Rubin Operations grid
• 568 nodes across 5 geographic sites
• 5 event types: JobAllocation, JobExecution,
  FileTransfer, FileRead, FileWrite
• Outputs append-only SQLite EVENTS table
• Pluggable job dispatcher (C++ plugin API) —
  PanDA today; HTCondor or any WMS via same interface
• PyQt6 visualization UI included

Tech stack

  Core simulator      C++ (SimGrid v3.36 + SQLite3)
  Datagen pipeline   Python 3.10 + Claude Sonnet 4.6
  Build                      Make 3.12+
  Scheduler              NERSC Perlmutter (SLURM)
  Code                     github.com/kennywlo/CGSim  (public fork)

  Workflow
  cmake → cg-sim → SQLite → Proposer
  → Executor → Explainer → Judge → JSONL

  SFT ~1 example per 240 simulation events
        277K events → 1,154 SFT examples (9 scenarios)

  *GRPO ~1 prompt per 213 simulation events
        287K events → 1,350 prompts (9 scenarios)

*Group Relative Policy Optimization



How It All Fits Together
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CGSim  (SimGrid v3.36)

9 scenarios  ×  Rubin Operations grid topology  (568 nodes  ·  USDF · Base · FrDF · UKDF · Summit)

SQLite EVENTS DB  (28 – 53 K rows / scenario)

CGSimDataGenerator

Proposer

Claude Sonnet 4.6
(SLAC AI gateway)

Generates (question, SQL) pairs
Batch size 5; halved on token limit
Dedup: last 30 seen questions
Stops when schema exhausted

Executor

Deterministic SQL runner

Runs each SQL on scenario DB
Filters empty / non-SELECT results
Returns columns + rows as JSON
Ground-truth — no hallucination

Explainer

Claude Sonnet 4.6
(SLAC AI gateway)

Grounds answer in query results
No re-computed aggregates
Concise, operationally useful
≤5% tolerance on numbers

Judge

Sonnet 4.6  ·  6 all-or-nothing criteria

keep / reject

SFT Example JSONL  —  question  ·  SQL  ·  result  ·  answer
1,154 examples  ·  9 scenarios  ·  ~1 per 240 events

1. Non-trivial question
2. SQL
3. Grounding
4. Answer quality
5. Self-consistency
6. Informative result



SFT Training Coverage: 9 Scenario × 6 Category Matrix 
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Scenario
Per-site

perf
File

transfer
Disk
I/O

Job dur /
retries

CPU/stor
util

Cross-
site Total

USDF degraded ~22 ~22 ~22 ~22 ~22 ~22 132

Base degraded ~22 ~22 ~22 ~22 ~22 ~21 131

FrDF offline ~22 ~22 ~22 ~22 ~22 ~21 131

Coadd burst ~22 ~22 ~22 ~21 ~22 ~21 130

USDF throttled ~22 ~21 ~22 ~21 ~22 ~21 129

Summit link ~21 ~21 ~21 ~21 ~22 ~22 128

Transatlantic ~21 ~21 ~21 ~21 ~22 ~21 127

Baseline ~21 ~21 ~21 ~21 ~20 ~20 124

High load ~20 ~20 ~20 ~21 ~21 ~20 122

Category total ~193 ~192 ~193 ~192 ~193 ~191 1,154

Single-site failure Network bottleneck Burst / overload Normal ops

~20–22 examples per cell  ·  CPU nodes only, no GPUs  ·  9 scenarios in parallel on Perlmutter  ·  277K events → 1,154 SFT examples



The SC26 Result: Fine-Tuning Beats Frontier Models by 14pp

SC26
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85%
GPT-OSS-20B

(fine-tuned on ~400 SFT)

71%
Claude Sonnet 4

(frontier, no fine-tune)

25%
GPT-OSS-20B

(untuned baseline)

What it proves

• Passive distillation of operational reasoning is feasible
• Same prompt, same tools - fine-tuning closes the gap and beats 
frontier model by 14 pp
• Untuned 20B scores 25%  —  domain knowledge is essential
• Validates the teacher–student methodology

But here's what it can't do yet

• SC26 model reasons correlatively, not causally
• Fixed training distribution — brittle to novel scenarios
• Manual curation cost caps dataset size
• Stage 4 (GRPO) crystallizes causal reasoning into
  weights via simulator-as-verifier



Research Papers
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Paper 1 In review  ·  July 1 notification

Fine-Tuning Open LLMs for Operational Reasoning in 
Scientific Workflow Failure Diagnosis

Venue: SC26  (SuperComputing 2026)

Key contributions:
• GPT-OSS-20B fine-tuned on ~500 hand-labeled SFT examples
• 85% diagnostic accuracy on 48-scenario benchmark
• Outperforms Claude Sonnet 4 (71%) and untuned baseline (25%)
• SFT + DPO pipeline: LoRA r=16, MXFP4 on A100-40GB
• 10/10 multi-step eval, 2 stability runs
• Demonstrates passive distillation of operational reasoning
  is feasible — establishes the baseline

Paper 2 In progress  ·  Venue TBD

Simulation-Grounded Training Data for
Scientific Workflow Failure Diagnosis

Venue: TBD

Key contributions  (this work):
• CGSim: discrete-event simulator for Rubin Operations grid
• Proposer → Executor → Explainer → Judge datagen pipeline
• 1,154 SFT examples across 9 failure-mode scenarios
  (validation-scale; target 5K–25K for full paper)
• Eliminates manual annotation — simulator as ground truth
• GRPO training: causal reasoning via simulator-as-verifier
•  1,350 GRPO examples across 9 failure-mode scenarios
Deployment: GRPO bakes reasoning into weights; CGSim also queryable as 
production fallback

Relationship: Paper 1 proves passive distillation is feasible.  Paper 2 addresses its three limits: manual curation cost, fixed training distribution, and 
correlational (non-causal) reasoning.



WHAT'S NEXT 9

Stage 1

Schema
Audit

CGSim output audited
vs OpenSearch PanDA;

translation layer built

Done

Stage 2

FastMCP
Wrapping

MCP server:
run_simulation

verify_diagnosis
generate_counterfactual

Done

Stage 3

SFT at
Scale

1,154 examples across
9 Rubin scenarios —

pipeline validated

v4 ✓

Stage 4

GRPO
Training

Simulator as verifier;
reward = validated

diagnosis →
causal reasoning

Next

Stage 5

Benchmark
Expansion

Novel (beyond 9) 
scenarios,

cascade failures,
multi-hop chains

Later

Why GRPO instead of DPO?

DPO  (used in Mar 2026)
Offline, contrastive — compares chosen 
vs. rejected pairs.
Teaches prose style/tone; cannot fix 
tool-sequence errors.
No ground truth: 'better' = human 
preference, not verified.

GRPO  (Stage 4)
Online RL — model generates, simulator 
validates, reward propagates.
Ground truth = simulator confirms 
correct diagnosis.
Teaches causal reasoning; no human 
annotation per step.

CGSim: training engine and production fallback

Primary path: GRPO crystallizes simulator-derived causal reasoning
into model weights — no CGSim needed at inference.
Fallback path: CGSim can be queried directly in production for
instant, grounded answers to novel scenarios not seen in training.

Full SFT target: 5K examples after workload calibration and Rubin plugin integration (Raees Khan).

The Plan: Five Stages — We Just Finished Stage 3



What's Still Missing — and Who's On It
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Still missing

• Quantum graph missing:  jobs modeled as
  independent units, not Butler pipeline quanta —
  workflow-level questions currently unanswerable
• Schema mismatch:  CGSim field names differ from
  real PanDA/OpenSearch index fields — model will
  hallucinate field names against live index

On the list

✓ SQL portability:  OpenSearch SQL interface means
  generated SFT examples work in production as-is
• Workload realism: calibrate to actual Rubin nightly /
  DRP / forced-photom cadences
• Scenario coverage: derive from operational incident
  history and on-call runbooks
 • create new benchmarks based on scenario coverage

Raees Khan (UPitt) is building a quantum graph wrapper for CGSim

• Simulating the Rubin quantum graph (Butler pipeline DAG:  ISR → characterizeImage → calibrate → makeWarp → assembleCoadd → detectMeasure)
• Jobs modeled as dependent quanta — upstream failures propagate, blocked quanta tracked, workflow-level questions become answerable
• Emit events aligned with OpenSearch PanDA field names  →  closes schema gap; SQL in SFT examples works in production via OpenSearch SQL 
interface
• Example 1 — Failure propagation: blocked downstream quanta by pipeline stage after ISR failures  (fields: pipeline_stage · workflow_id · upstream_failed)
• Example 2 — Visit-level bottleneck: makeWarp queue depth and wait time by visit  (fields: visit_id · pipeline_stage · queue_wait_time)



Questions
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· REDWOOD Track 3 x 1 Collaboration ·  AskPanDA

           Reference: CGSim4Rubin Training Pipeline Summary

https://github.com/kennywlo/CGSim/blob/main/LLM-Interface/docs/askpanda_cgsim_training_pipeline_summary.md

