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Track 4 Updates and Papers

Submitted Papers

1. CGSim and Al applications

Raees and Sairam: e-Science e-Sc?ence . .
submission and latest simulator work. CGSim: A Simulation Framework for Large

Scale Distributed Computing Infrastructures
with Al-Driven Applications

2. Surrogate modeling

Sairam: simulator-to-surrogate Accepted abstracts

UGB ENel Al [PEIEEL I [PTe e ModSim abstract 1 ModSim abstract 2
Al-Enabled ModSim for Distributed Computing: Al Agent for Learning Data Management
A Simulator-to-Surrogate Methodology for Policies in Distributed Computing Grids
4. Data management po"cies Scalable Performance Modeling
Kuan-Chieh: policy abstractions,

validation scenarios, and RL-based
data placement.

In preparation / target venues

AAAI target FAST 2026 planned IPDPS target

3. Storage SDC characterization S_urrogate model paper: HDF5 Vs Parquet SDC RL-based adaptive fine-tuning

Sankha: FUSE-based fault injection smulator-to-surroggte comparison over I'3§eG.FS of data management policies for

across HDF5, Parquet, and BeeGFS. performance modeling for using FUSE fault injection; ATLAS/WLCG-style computing
Al-coupled workflows. Deadline: Sep. 15, 2026. grids.
Deadline: August 1, 2026 Deadline: Oct, 2026
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Papel' CGSim: A Simulation Framework for Large Scale
Distributed Computing Infrastructures with

* Longer CGSim paper submitted to eScience Al-Driven Applications

Raees Ahmad Khan', Sairam Sri Vatsavai?, Kuan-Chieh Hsu?, Rui Xue',
2026. Shengyu Feng?, Fatih Furkan Akman®, John Rembrandt Steele*, Ozgur O. Kilic?,
Paul Nilsson?, Tatiana Korchuganova', David K. Park?, Sankha Dutta?,
Yihui Ren?, Joseph Boudreau', Tasnuva Chowdhury?, Jachyung Kim?,
Scott Klasky®, Tadashi Maeno?, Verena Ingrid Martinez Outschoorn®, Norbert Podhorszki®,

° Contains recent developments in CGSim: Frédéric Suter®, Wei Yang®, Yiming Yang?®, Zhaoyu Yang®, Shinjae Yoo?,

Kenny Lo®, Alexei Klimentov?, Adolfy Hoisie?

'University of Pittsburgh, Pittsburgh, PA, USA
Brookhaven National Laboratory, Upton, NY, USA
b4 3 . . . .
* Workload Orchestration & Data Movement Model .. 'Camegic Mellon University, Pitisburgh, PA, USA
University of Massachusetts Amherst, Amherst, MA, USA
0ak Ridge National Laboratory, Oak Ridge, TN, USA

. . 6 .
° CGSlm User ACthﬂ S SLAC National Accelerator Laboratory, Menlo Park, CA, USA

* Interactive Monitoring tool

Sub-quadratic
scaling

* Improved Scalability —
: : Site Scaling Job Scaling
* Al Driven Applications: I s - i - o [
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Next phase of AskPanDA: Focus on fine-
tuning and training LLM agents to quickly
diagnose failures and deploy solutions for a
resilient system.

CGSim to be integrated as a training-time
MCP tool accessible to the LLM during both
supervised fine-tuning and reinforcement
learning phases.

CGSim will simulate Rubin Observatory
workflows across 5 sites (Summit, Base, USDF,
FrDF, UKDF) with realistic fault scenarios (link
bandwidth change, job execution failure,
partial site failures)

Rubin workloads are in the form of “Quantum
graphs”, which specify the dependency of the
jobs in a DAG.

Current work on incorporating these DAG
dependencies in CGSim level jobs. e.g. A child
job runs when all parent jobs finish.

DAG Dependencies
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Summary of current work on on-going projects

®* Track1

* Developing toy model for testing RL agents in CGSim environment.
* Toy model of 10 WLCG scale sites with 100k jobs in 24 hour periods.

* Action space for agent: Job allocation (on job arrival), Data movement (anytime).

* Currently in process of building the state vector in discussion with CMU collaborators.
* AskCGSim (see Paul’s presentation)

* Generate larger dataset with more jobs.
® Track 3

* Fine tuning LLMs for Rubin operations failure diagnosis (see Kenny’s presentation).

* Incorporating DAG dependencies to generate training data.

® Track 4

* TRASSE (see Sairam’s presentation).

* Generating large scale datasets for the model.

* Data Management Policies (see Kuan-Chieh’s presentation)

* Incorporating the data movement policies as plugins.
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CGSim: Generating High Fidelity Training Dataset for ML
Surrogate Model

» Lacks context of system state
x * Information on state of the system during job execution is not recorded,

PanDA Records example site load, resource availability etc
\ 4
| Track | , < 1+ Job Lifecycle Updates Training
L Ge=Im System | > % . site Load and Availability Dataset

. State . | :
£} CGSim simulations track dynamic state of the system

Action:

« Train ML Surrogate Model_ Dispatch

« ML-Surrogate Model ok
Training
Dataset

(select next
job(s), assign to
resources)

will enable fast 1SS
- feedback for RL T
Agent to optimize
Job allocation
Reward Environment

pOIICI eS Training a Job Dispatch Policy to Minimize

CGSIM ML-Surrogate - '(%‘:I;‘%m;e * (Queue Time + Wall Time)

Observation
(Queue Time,
System Load)

CGSIM ML-Surrogate
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Current Results

Server
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—— Job Allocation
—— Data Management
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*The model achieves a mean job selection accuracy of 88.0% across 74 WLCG/ATLAS sites, with 38
sites exceeding 90% and 62 sites above 80%
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Timeline

» Abstract accepted at ModSim 2026
Two publication targets:
 AAAI (August 1) — TRASSE surrogate model for distributed computing
* Al Conference — Foundation Model for Al Datacenter
« Building a foundational model for datacenter simulation using the TRASSE surrogate model
as the base
- Talk at PASC 26, BERN
« Talk at ATLAS SW&Computing

Next steps
« Baseline experiments to establish comparison points against existing approaches

« Scalability analysis of TRASSE
« Paper draft for AAAI submission

I k? Brookhaven
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Policy Exploration Framework Overview

Environment Exploration agents

action space

observation

Brookhaven
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Policy Configuration Design (Action Space)

* Reactive transfers (job arrival-driven):

Enable flag, prefer local replica

First replica

Least utilized source

Most utilized source

Random replica

Hash filename-job

Custom policy agent

Enable flag, time interval, data transfer mode (COPY or MOVE)

. Storage rebalance:

* Pick N data to move from source sites with utilization > threshold to
destination sites with utilization < threshold

* Network aware rebalance
« Similar to storage, additionally considers link load < threshold
* Hotset replication

+ When file has too many replicas, do predictive file copy to least utilized site
missing the file.

» Custom policy agent

L? Brookhaven
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Toy Example Result

A toy example with 20 sites, 20 jobs, 20 files

Cross-configuration total bytes (stacked by layer, mode, and template)
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Data Corruption in Storage Media

« Data corruption is the unintentional alteration of stored data, compromising its accuracy and integrity.
« Data corruption is common across storage media used in HPC systems.

. RAM (DRAM) — bit flip faults

« Soft errors (e.g. voltage faults) cause bits to flip in DRAM cells

» Variable retention time (VRT): cells lose charge unpredictably between refresh cycles
» Multi-bit errors can exceed ECC correction capability, leading to silent failures

» Disk failures (SSD NAND Flash) — write faults caused by power loss or hardware failure
« Shorn write: partial page commit during power fault leaves incomplete data in the file
« Dropped write: data in DRAM cache lost before flushing to NAND; file region holds stale content
« Wearout errors: accumulated write cycles degrade cells, raising the uncorrectable bit error rate

 Silent Data Corruption (SDC): corrupted data reaches the application with no error signal
« Data corruption: wrong numerical values computed silently; no exception or error raised
« Metadata corruption: file format structural fields corrupted; wrong data or unreadable file

16



File Formats and File Systems

File format — defines the internal structure, schema, and layout of data within a file, e.g. HDF5, Parquet.
File system— manages where files physically live across storage devices, e.g. BeeGFS.

HDF5 (Hierarchical Data Format 5) — scientific simulation file format

« Stores data row by row organizes it in a nested folder structure within a single file in a hierarchical
format, where each folder-like group can contain datasets along with built-in labels describing what
the data represents.

« Dominant I/O format in scientific applications.

Parquet (Apache Columnar Format) — analytics and ML file format

« Stores data by column rather than by row, enabling fast queries by reading only needed columns;
metadata describing the schema is stored in a footer at the file end.

« Dominant in ML pipelines and data analytics ecosystems

BeeGFS (Fraunhofer Parallel File System) — HPC parallel file system used in this study
« Symmetric distributed metadata — no dedicated metadata server.
 FUSE-based client available — no kernel module required on client nodes

Independent layers: HDF5, Parquet, or any format can reside on the same BeeGFS cluster



FUSE-Based Fault Injection System (FFIS)

What is FUSE? What is FFIS (pFsysFI)? SDC: The Silent Threat

J Filesystem in Userspace —
routes file I/O calls to a
user-space daemon, sitting
transparently between the
application and the real
storage system.

e  Operates without kernel
modifications: no kernel
module needed; intercepts
standard POSIX file operations

FUSE-based passthrough
filesystem that intercepts
write and read operations
and injects configured
faults into the selected 1/O
buffer.

Randomly selects one I/0
operation per experimental
run to corrupt, enabling
controlled statistical fault
injection studies.

Faults injected before
BeeGFS computes
checksums — the file
system stores corrupted
data as valid, making the
corruption undetectable at
the FS level.

Application receives wrong
data with no error signal —
silently producing incorrect
results or misinterpreting
file format metadata.

18



Fault Model and System Architecture

WRITE: Application — HDF5 / Parquet library — [FFIS intercepts & injects fault] — BeeGFS — RAID

Transient
» Bit Flip — 2 consecutive bits flipped at a random position in the write buffer faults
* Models DRAM soft error or disk (SSD) wearout ECC failure; data silently wrong
» Shorn Write — last s of a 4 KB write block stripped; undefined data in tail
* Models disk power-fault causing partial page commit; partial record in file _
Persistent
[~ faults

» Dropped Write — write() call silently ignored; syscall returns success with nothing stored
* Models SSD volatile DRAM write cache lost before NAND commit.

—




Docker-Based Implementation

* Research environment: athena GPU cluster (AMD EPYC 7742, 256 CPUs, ~2 TB RAM, Ubuntu 24.04)
running

» Docker image fi-research:v1 — Ubuntu 22.04 base with libfuse3, fifaaFS (the FFIS binary compiled
from pFsysFl source), and Python 3 scientific stack (h5py, pyarrow)

 Fault injection flow: application writes to FUSE mount point — fifaaFS intercepts and injects configured
fault — corrupted bytes stored in BeeGFS backing directory

 BeeGFS Set up in Docker; HPC (Nyx) application using HDF5 and LLM/Al models using Parquet with
verifiable correctness checks
* Inject faults into file data and format metadata (HDF5 superblock; Parquet footer) and classify
each run

« Each experimental run classification: BENIGN / SDC (silent wrong result) / DETECTED (error raised) /
CRASH




Next Steps and Publication Plan

« Run 1,000 fault injection experiments per fault type x file format x file system combination (only
BeeGFS for now)

« Study write-path (persistent) vs read-path (transient) fault effects and BeeGFS chunk-size
interaction

» Publication: 25th USENIX Conference on File and Storage Technologies (FAST 2026)
« Submission deadline: September 15, 2026

« Contributions: first HDF5 vs Parquet SDC comparison; BeeGFS interaction; metadata byte-level
fault map

* Long-term goal:
« Current fault injection mechanism is a tedious manual process and time consuming.
« Developing a Al-guided fault injection fuzzing tool— RL based fault injection mechanism with

a reward system to promote certain bit manipulations or write orders that causes SDC over
others.




Thank you




simulation.h5
HDFS5 file — the top-level container

/fluid_dynamics

group — organises related datasets

/particles
group — organises related datasets

velocity pressure positions masses
float array, 3D float array, 3D float array, N x 3 float, 1D
[ unit = "m/s" ] — attribute
(metadata tag)
Legend: L] File O Group (folder) (] Dataset (data array) (] Attribute (metadata)
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