
HFP-tech Workshop - CERN - July 8th 2026

Hammer
Michele Papucci (Caltech) for the Hammer Collab.



• Introduction


• Hammer in a nutshell


• What’s new in v2.0


• Partial specialization of WC


• Python API, optimizations, etc.


• The road ahead


• Near future (v2.x)


• Longer-term goals (v3.0) 


• Conclusions

Outline



• Large integrated luminosity requires large MC datasets and time-
consuming simulations


• Exclusive : need to vary shapes for


• Fitting form factors


• Constraining new physics


• Propagate information from e,μ modes to τ 


• Get the “theory updates” on FFs


• …


• This has to be done (consistently) among different modes D, D*, D**, 
Λc, Λc*, non-resonant … 

b → cℓν

Need for reweighing

Reweighing tools are needed



• HAMMER is


• A tool for efficient reweighing of MC events of semileptonic b decays to any BSM 
theory and/or Form Factor (FF) description of hadronic matrix elements


• A library of helicity decay amplitudes and of FF parameterizations


• HAMMER is not


• A tool to generate analytic distributions as a function of specific observables (but 
they can be generated by binning reweighed event samples into histograms)


• A fitting tool


• Tradeoffs: 


• Fast, efficient, fully differential, adaptable to various use cases


• Needs an event generator to do phase space integration


• Needs external fitting infrastructure to be used in fits

(2020.00020 & 2607.01459)
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• Amplitude:
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(compute once)
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• Integrated on region of PS (e.g. a histogram bin):

• Weight of event I: rI =
dΓnew

I /dPS
dΓold

I /dPS No tensor indices for “old”, 
fully fixed by event generation



• Variations independent of q2, on same footing as WCs

Tensorial reweighing
Γ{s}

Ω = ∑
α,β

cαc†
β ∫Ω

dPS ∑
ij

FiF†
j ({q})𝒲{s}

αiβj
({q})

Fi({q}; {μ}) = Fi({q}, {μ0}) + ∑
a

F′￼i,a({q}, {μ0}) ea = ∑̂
a

ξ ̂aΦi, ̂a

dΓ{s}

dPS
= ∑

α,a,β,b

cαc†
βξaξ†

b 𝒰{s}
αaβb 𝒰{s}

αaβb ≡ ∑
ij

Φi,aΦ†
j,b({q})𝒲{s}

αiβj
({q})

• Explore variations of FF dependence on parameters (FF “Var” classes) via 
linearization:

• Logic: process  first, then contract with cα, ξa in fit   𝒰{s}
αaβb



• Tensorial separation of matrix elements not sufficient to achieve speed: large rank-4 
(rank-8 for stat errors) tensors


• Internal linear algebra module: a “Tensor” internally has


• different storage strategies (“types”)


• linear algebra algorithms optimized for each type


• Most efficient Tensor type chosen automatically during calculations


• Highly granular for optimization for speed and space

Tensorial reweighing
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Tensorial reweighing
HAMMER ARCHITECTURE

Rough hammer workflow
hammer will allow Belle II and LHCb to e�ciently reweight fully

simulated samples to arbitrary NP points and FF

parametrizations (with errors)
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Diagram by D.Robinson
(C++ library w/ python bindings + optional histogram interface to ROOT  → can be integrated easily with existing software) 

• For binned analyses: 


• “Tensor” histograms: histograms with sum 
of tensor weights (and weight2) as bin 
contents


• Efficient evaluation of fully correlated shape 
variations


• “Flattened” onto regular histogram after 
choosing WC / FF variation values (See tutorial session)



• Nota bene:


• (*) = SM only


• (‡) = have FF variations


• All processes also have 
corresponding SU(3) 
variants: (B→D means 
also Bs → Ds, etc.)


• For SU(3)-related procs: 
FF parameterization is 
the same, but parameters 
may need to be changed 
(via setOption())


• Spin information kept 
along cascade if decay 
amplitude present in 
library (drop-in addition)

Available Amplitudes and FF
Process FF parametrizations

B → D(→)ωε ISGW2
→ [26, 27], BGL

→‡ [21–23], CLN
→‡ [28],

BLPR
‡ [29], BLPRXP

‡ [30]
B → (D→

→ Dϑ)ωε ISGW2
→
, BGL

→‡
, CLN

→‡
, BLPR

‡
, BLPRXP

‡

B → (D→
→ Dϖ)ωε ISGW2

→
, BGL

→‡
, CLN

→‡
, BLPR

‡
, BLPRXP

‡

B → D→
0ωε ISGW2

→
, LLSW

→ [31, 32], BLR
‡ [33, 34]

B → D→
1ωε ISGW2

→
, LLSW

→
, BLR

‡

B → D1ωε ISGW2
→
, LLSW

→
, BLR

‡

B → D→
2ωε ISGW2

→
, LLSW

→
, BLR

‡

B → (ϱ → ϑϑ)ωε ISGW2
→
, BSZ

‡ [35]
B → (ς → ϑϑϑ)ωε ISGW2

→
, BSZ

‡

!b → !cωε PCR
→ [36], BLRS

‡ [37, 38], BLRSXP [39]‡

!b → !
→
cωε PCR

→
, LSPR

‡[40, 41]
Bc → (J/φ → ωω)ωε Kiselev

→ [42], EFG
→ [43], BGL

→‡ [44], . . .

B → ϑωε ISGW2
→
, BCL

→‡ [45], GKvD [46]
Bs → Kωε ISGW2

→
, BCL

→‡[47]
Bs → Dsωε BCL

→‡[48]
↼ → ϑε —
↼ → ωεε —
↼ → 3ϑε RCT

→ [49–51]
D1 → (D→

→ Dϑ/ϖ)ϑ PW

D→
2 → (D→

→ Dϑ/ϖ)ϑ PW

D→
2 → Dϑ PW

Planned for future release
B(c) → ωε MSbar

↼ → 4ϑε RCT
→

↼ → (ϱ → ϑϑ)ε —

TABLE IV. Implemented amplitudes in Hammer and corresponding form factor parametrizations.
SM-only parametrizations are indicated by a ↑ superscript. Form factor parameterizations that
include linearized variations are denoted with a ‡ superscript. These are named in the library by
adding a “Var” su!x, e.g. “BGLVar”. For each b → c process, also included are analogous
bs → cs processes with the same form factor parameterizations. Similarly, charmed meson
cascades to D and ϑ’s include charm-strange equivalent processes to final states containing Ds or
K. The method showAvailableFFParams displays the latest list of FF parametrizations known to
the library.
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• Preprocessing:


• Define run options, which 
process(es) to reweigh and which 
FF param. to use


• Loop over events: 


• compute tensor weight


• fill tensor histograms (optional)


• save tensor event weight 
(optional)


• (optional) save histograms


• Wrap up


• Reloading and reweighing:


• Load preprocessed information 
from file(s) (possibly merging 
multiple runs) 


• Retrieve event (tensor) weights or 
histograms


• Compute scalar weights or 
histograms for a given choice of 
WCs values and/or FF uncert’ 
values


• For fitting this phase can be 
wrapped in a function called by the 
fitter


• Third Party wrappers: 
RooHammerModel, Redist-Hammer

Hammer Run Flows



• Form Factors can be selected by defining a “scheme” (a menu of which FF to choose for 
which decay)


• Multiple schemes for numerator can be defined, one for denominator (fixed by how 
samples are generated)


• FF Parameters (settings) can be changed programmatically and in settings card. E.g.:


• If new lattice results/new fits become available: for FF parameterizations already in present 
in library they can be incorporated this way. For truly new parameterizations: contact us


• A full list of settings can be obtained by saving the option card via 
Hammer::saveOptionCard()

Form Factor Schemes & CoD. Form factor schemes

In general, histogramming of event weights does not commute with contraction of FF
parametrization and weight tensors (unless one of the histogram dimensions is explicitly q

2).
The Hammer library, therefore, allows the user to specify form factor ‘schemes’ to be used in
reweighting. A form factor scheme is a set of FF parameterization choices for each hadronic
transition involving form factors, and is labelled by a ‘scheme name’. These schemes are set
by the method Hammer::addFFScheme, which takes a scheme name plus a map from hadronic
string representation to FF parametrization. The hadronic string follows the same syntax
and uses the same particle symbols as for vertex strings in Sec. III C. For example,

ham.addFFScheme("Scheme1", {{"BD", "BLPR"}, {"BD*", "BLPR"}});

ham.addFFScheme("Scheme2", {{"BD", "BGL"}, {"BD*", "CLN"}});

declares two di!erent FF schemes, choosing BLPR for both B → D and B → D
→ form

factors in "Scheme1", and a mixture of schemes for "Scheme2". Separate histograms and
event weights are generated for each scheme name, which are retrieved with the methods
Hammer::getHistogram(s) and Hammer::getWeight(s), as described below. The list of symbols
for available FF parametrizations is provided in Table IV. The hadronic strings are charge
sensitive, so di!erent FFs for charged and neutral processes can be set, e.g. via an entry
{"B+D", "BGL"} versus {"B0D", "CLN"}, and so on.

Specification of the form factor schemes used to generate the MC sample, i.e., the denom-
inator or input form factors, must be specified in order for Hammer to be able to generate the
reweighting tensors. These schemes are specified by the method Hammer::setFFInputScheme,
which takes a map from hadronic string representation to FF parametrization scheme. For
example

ham.setFFInputScheme({{"BD", "ISGW2"}, {"BD*", "ISGW2"}});

sets both B → D and B → D
→ denominator form factors to ISGW2, a common MC

parametrization.
As for the include and forbid specifications, the form factor schemes can also be specified

in the initialization card in YAML format. The equivalent to the above settings is

FormFactors:

NumeratorSchemes:

Scheme1: { BD: BLPR, BD*: BLPR }

Scheme2: { BD: BGL, BD*: CLN }

Denominator: { BD: ISGW2, BD*: ISGW2 }
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E. Form factor settings

FF parametrization default settings are fixed inside the FF classes themselves. Manipu-
lation of the FF default settings may be achieved via setOptions, which takes YAML format
arguments. For instance,

ham.setOptions("BtoDBGL: {ChiTmB2: 0.01, ChiL: 0.002}");

changes the two BGL outer function parameters from their default settings. This can be
done before or after invocation of initRun. Note that the YAML key for the relevant FF
class matches the format of the class prefix, with ‘to’ inserted in the hadronic transition,
producing an "XtoY" form. E.g. BtoDBGL, rather than BDBGL.5

See the output of Hammer::saveOptionCard for a full list of the settable form factor param-
eters and switches, and their default values.

F. Form factor duplication

Duplication of the same FF class is permitted in di!erent FF schemes, and is invoked by
adding a token to a FF parametrization name, separated by an underscore. For instance,
one may declare

ham.addFFScheme("Scheme1", {{"BD", "BGL_1"}, ... });

ham.addFFScheme("Scheme2", {{"BD", "BGL_2"}, ... });

ham.setFFInputScheme({{"BD", "BGL_den"}, ... });

In this case, three copies of the B → D BGL class are created, whose settings may be
manipulated (via setOptions) separately. E.g.

ham.setOptions("BtoDBGL_1: {ChiT: 0.01, ChiL: 0.002}");

ham.setOptions("BtoDBGL_2: {ChiT: 0.03, ChiL: 0.007}");

ham.setOptions("BtoDBGL_den: {ChiT: 0.02, ChiL: 0.005}");

G. Units

While the reweights generated by Hammer are dimensionless, various form factor schemes
are defined with respect to dimensionful quantities, requiring the library to know the units
of the input MC. This is set by the Hammer::setUnits method, which accepts a string of the
name of units convention, from eV to TeV. E.g. ham.setUnits("MeV"), declares the input MC
to be in MeV. This declaration must be made before initRun.
5 This notation is intended to make it clear we are identifying settings for a particular class – the B →

D BGL class – and not a process. It further ensures syntactic distinction between a hadronic string
representation, which can take a charge assignment like "B0D+", and a class prefix for a B → D FF class
like "BtoD", which does not.
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programmatically or in a (YaML) card file
For Bs→Ds it would have been: {“BsDs”, “BGL”}



• FF parameterizations can be “duplicated” to have versions with different values 
of parameters


• FF duplication works also inside same scheme: e.g. 


• addFFScheme(“Scheme1”, {{“BD”, “BGL_ud”}, {“BsDs”, “BGL_s”}, …})


• And then setOptions for “BtoDBGL_ud” and “BtoDBGL_s” to have different 
settings for B→D and Bs→Ds

Form Factor Schemes & Co
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• For FF “Var” classes with variations:


• A subset of parameters have linearized variations (e.g. BtoD*BGLVar 
has δa0,1,2, δb0,1,2, δc1,2, δd0,1)


• They can be set via:


• A matrix (default to identity) allows the definition of one’s own basis as 
a linear combination of the default variation (and reduce the 
dimensionality of the variation space). It is automatically included in the 
tensor weight. It can be set as e.g.:


• The “eigenvector” variations can be renamed:


• FF duplication also works on “Var” classes

Form Factor Schemes & Co

ham.setOptions(“BtoD*BGLVar: {abcdmatrix: [[0.5, 0.1,…],[-0.1,2.0,…],…]}”);

ham.setFFEigenvectors(“BtoD*”, "BGLVar", {{"delta_a1", 0.1},{“delta_b1”,-0.05}});

ham.renameFFEigenvectors(“BtoD*”, "BGLVar", {“delta_e1", “delta_e2", “delta_e3", "delta_e4"});



• Hammer receives in input truth-level kinematic information: an Event 
contains multiple Processes, i.e., decay chains that need to be reweighed 
(e.g. tag and probe B decays)


• I/O: Hammer passes/receives binary buffers (guarantees internal 
consistency) and is agnostic on how they are saved/read.


• ROOT integrations: saving/loading buffers into TTrees, flattening tensor 
histograms into TH1,2,3D


• Reloading and merging different files


• By design: multiple ways to do the same thing


• Some items will be covered in the hands-on session


• Manual covers everything

The rest



Ver. 2.0.0 update



• Weights are 11x11 matrices in WC space (weights2 114 are tensors) → 
even with optimizations, still a fairly large number of multiplications 
involved (and memory req.)


• Interest in scanning affine subspaces of full NP parameter space → WC 
partial specialization


• Defined by:


• a name


• which WC are affected (e.g. (bc)(τν) vs (bc)(μν)), and for each of those


• The “origin”


• The name and directions of the new coordinates


• General enough for many applications (including scanning for models 
that contribute to different WC spaces)

Wilson Coeff (partial) specializations

0

WC

e1

e2
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even with optimizations, still a fairly large number of multiplications 
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reductions. One may also specify a full specialization, equivalent to fixing the WCs of a
process set to a zero-dimensional subspace, i.e. a fixed set of values.

A specialization is defined on a particular WC space (e.g. "BtoCTauNu"), and consists of:
a name, a list of the new coordinate names for the WC subspace, an origin, and a definition
of the basis vectors corresponding to the new coordinates. Because specializations may
be applied to event weights or histograms (see Sec. III M 4 below) or both, the creation,
definition, and application of a specialization is handled through separate methods.

Creation of a specialization is achieved through Hammer::createWCSpecialization, which
takes a specialization name, a WC space, and a list of coordinate names. For example

ham.createWCSpecialization("JM", "BtoCTauNu", {"c1", "c2", "c3"});

creates a partial specialization called "JM" in a three-dimensional subspace with coordinates
"c1", "c2", and "c3". This method must be applied before initRun. A full specialization
corresponds to a zero-dimensional subspace, and thus the list of coordinates for such a
specialization can be passed as empty, or omitted entirely.

An arbitrary number of specializations can be created for any given WC space A spe-
cialization by the same name can be created for other WC spaces, with entirely di!erent
properties (coordinates, origin, basis). For example, one could add

ham.createWCSpecialization("JM", "BtoCMuNu", {"x1", "x2"});

that would act on b → cµω processes. In this respect, a specialization should be thought of
as the WC equivalent of an FF scheme, defining a set of weights (or histograms) computed
and retrievable under it for each type of process in the event sample being reweighted.

By default, createWCSpecialization also defines a subspace origin corresponding to the
current settings set by setWilsonCoefficients (if uninvoked, the WC settings default is the
SM). This origin may be explicitly set via Hammer::setWCSpecializationOrigin, which takes a
specialization name, a WC process set, and coordinates specified either as a map or vector
of values (in the original WC basis). For example,

ham.setWCSpecializationOrigin("JM", "BtoCTauNu", {{"SM", 1}, {"V_qRlL", 0.5}});

fixes the origin of the subspace at the SM, plus a contribution from a right-handed vector
current. This method must be applied before initRun.

For partial specializations, one must also define the basis of the subspace, which may
be done either coordinate by coordinate via Hammer::setWCSpecializationCoord or instead
Hammer::setWCSpecializationBasis. The former takes a specialization name, a WC space, a
coordinate name, plus a map or vector of values that defines the new coordinate basis vector
in terms of a linear combination of the original WC basis vectors. The latter takes instead
a specialization name, a WC space, and a vector of maps, each of which defines a new
coordinate basis vector in terms of a linear combination of the original WC basis vectors,
following the order of coordinates defined in createWCSpecialization. For instance,
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ham.setWCSpecializationCoord("JM", "BtoCTauNu", "c1",

{{"S_qRlL", 1}, {"T_qLlL", 0.25}});

ham.setWCSpecializationCoord("JM", "BtoCTauNu", "c2",

{{"V_qRlL", 1}, {"V_qLlL", 1}});

ham.setWCSpecializationCoord("JM", "BtoCTauNu", "c3",

{0,0,2,0,0,0,0,0,0,0,0});

is the same as

ham.setWCSpecializationBasis("JM", "BtoCTauNu", {

{{"S_qRlL", 1}, {"T_qLlL", 0.25}},

{{"V_qRlL", 1}, {"V_qLlL", 1}},

{{"S_qRlL", 2}}});

These are equivalent to defining three new coordinates c1,2,3 to have basis vectors e1 =

SqRlL + 0.25TqLlL, e2 = VqRlL + VqLlL, and e3 = 2SqRlL. These methods must be applied
before initRun.

Once fully specified, the application of the specialization—whether to weights or his-
tograms or both—must be specified respectively by Hammer::applyWCSpecializationInWeights,
Hammer::applyWCSpecializationInHistogram or Hammer::applyWCSpecializationInAllHistograms.
The latter two are discussed in Sec. III M 4 below. The former takes just the name of the
specialization. Once invoked, processEvent will only compute weights with this (and any
other) specializations applied, and computation of the ‘general weights’, i.e., the tensor
weights in the original WC space with no specialization, is disabled, and they will therefore
not be available to be saved to bu!ers (see Sec. IV). One may require that general weights
are to be computed and save-able by saveEventWeights via

ham.saveEventGeneralWeights(true);

One may also reenable only the computation of the general weights via the option setting

ham.setOptions("Hammer: {CalcGeneralWeights: true}");

When histograms are intended to be generated with di!erent (or no) specializations,
the applyWCSpecializationInWeights method should be applied before initRun, or otherwise
reconcileSpecializations() may need to be subsequently run to ensure the weight tensors
required for histograms are generated.

For each specialization applied to weights, the corresponding specialized rate is also com-
puted, along with the ‘general rate’, i.e., the tensor rate in the original WC space with no
specialization. See Sec. III P. The general rate computation (and subsequent saving, see
Sec. IV A 1) can be disabled by

ham.setOptions("Hammer: {GeneralRates: false}");
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Definition:
Naming spec & coords

Set origin of subspace

Set subspace coord vector



A specialization may be removed via Hammer::removeWCSpecialization, which takes the
specialization name and an optional bool to remove computed event weight or histogram
data (false by default). This method removes the specialization on all WC spaces with the
given name. The method Hammer::removeAllWCSpecializations removes all extant specializa-
tions, taking the same optional bool. The application of a specialization to just the weight
calculation can be disabled by Hammer::removeWCSpecializationInWeights, which takes the spe-
cialization name. If histograms are being generated, reconcileSpecializations() may need
to be run after these removal methods, see Sec. III M 4.

The names of all currently-created specializations can be obtained from the method
availableWCSpecializationIds(), and the list of specializations that are currently applied
to the event weight calculation can be obtained from appliedWCSpecializationsInWeights().

The coordinates of the WC specialization subspace may be set using setWilsonCoefficients,
by modifying the name of the original WC space to contain a specialization name su!x,
separated by an "@" token. For example,

ham.setWilsonCoefficients("BtoCTauNu@JM", {{"c1", 1}});

ham.setWilsonCoefficients("BtoCTauNu@JM", {1,0,0});

are equivalent means to set the first coordinate of the "JM" specialization of the "BtoCTauNu"

space.

L. Retrieving event weights

Once an event has been processed (or loaded from a file), the weight for the cur-
rently loaded event can be retrieved via Hammer::getWeight("FFScheme"). The method
Hammer::getWeights("FFScheme"), instead returns a map of each process Id and corresponding
double process weight for the specified FF scheme. These weights can then be combined as
appropriate. Alternatively, if one wants weights for a restricted set of processes, identified by
HashId’s, one may use Hammer::getWeight("FFScheme", procIds), where the second argument
is a vector<HashId>, that returns the corresponding weights already combined into a double.

For the case that a WC specialization has been applied to the weight calculation (see
Sec. III K), all these methods take an optional last argument specifying the specialization
name (the default is "", corresponding to returning the general weight, if it has been com-
puted; see Sec. III K and III M 4).

M. Histograms

Histograms of arbitrary dimensionality may be created by the Hammer library. In general,
histogram bins contain event weight tensors, which are direct products of the process weight
tensors for all processes in the event that are included by an includeDecay specification (and
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histogram dimension. (A deprecated method Hammer::setEventHistogramBin takes the indices
of the bin to be filled.) For example,

ham.fillEventHistogram("q2VsEmu", {4., 0.5});

fills the appropriate bin element for the "q2VsEmu" histograms belonging to the event be-
ing processed, and fills the relevant histograms for each FF scheme name. Invocations of
fillEventHistogram must occur before Hammer::processEvent. Otherwise, the relevant his-
togram will not be filled with the weight for event being processed: If fillEventHistogram is
not invoked for a particular histogram for a particular event, the event weight is not added
to the histogram. When the under/overflow bool is set to false, events outside the bin
ranges are ignored by fillEventHistogram.

A single bin histogram set "Total Sum of Weights" may be created via the method
Hammer::addTotalSumOfWeights, which takes additional bools for collapsing processes and
uncertainties (see Sec. III M 4). This method should invoked before initRun. The "Total

Sum of Weights" histogram, if it has been created, is automatically filled by processEvent.

3. Compression

In many use cases, the entire histogram set is not required, but rather its direct sum.
Computing and storing only the latter compressed form permits both speed gains and space
savings. The method Hammer::collapseProcessesInHistogram takes a name of a histogram,
and causes all members of the histogram set containing the same tensor structures to be
summed and collapsed into a single compressed histogram. For instance,

ham.collapseProcessesInHistogram("q2VsEmu");

This method should invoked before initRun. When invoked, each compressed histogram in
the histogram set is then indexed by non-trivial event ID groups, containing the event IDs
of all the histograms that were collapsed into it.

4. (Partial) specialization

A declared WC specialization (see Sec. III K) may be applied to a particular histogram
via Hammer::applyWCSpecializationInHistogram, which takes the name of the histogram and
the name of the specialization as arguments. For example,

ham.applyWCSpecializationInHistogram("q2VsEmu", "JM");

This method should be applied before initRun, as the initRun method reconciles the various
applications of specializations to the weight calculation and histogram generation, in order
to determine whether general weights need to be computed. If one is applying or removing
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Use:

apply it to an histogram

set coordinate values 
(similar to full WC case)

Spec name

• Weights are 11x11 matrices in WC space (weights2 114 are tensors) → 
even with optimizations, still a fairly large number of multiplications 
involved (and memory req.)


• Interest in scanning affine subspaces of full NP parameter space → WC 
partial specialization


• Defined by:


• a name


• which WC are affected (e.g. (bc)(τν) vs (bc)(μν)), and for each of those


• The “origin”


• The name and directions of the new coordinates


• General enough for many applications (including scanning for models 
that contribute to different WC spaces)

0

WC

e1

e2

Wilson Coeff (partial) specializations

More info during tutorial session



• Before:


• Python bindings generated with Cython.


• Not all the methods available in C++ available in Python (e.g. getHistogram[1,2,3]D() returning a 
TH[1,2,3]D ROOT histogram)


• Harder to interface with pyROOT


• Syntax slightly different (C++: methodName() → Python: method_name())


• Now:


• ROOT support ON: Python bindings generated with (ROOT) cppyy


• All methods available in C++ are available in Python, with same syntax


• Full interoperability with pyROOT


• ROOT support OFF:


• Default: Python bindings with (standalone) cppyy. Ok on linux, standalone cppyy does not work on 
recent macOS versions


• Fallback (deprecated): Cython bindings with old syntax. All non-ROOT related methods available.


• Caveat: Cppyy is a bit heavier than Cython. Non-issue when using ROOT (cppyy is ROOT internal). If 
non-ROOT lightweight Python bindings are needed, let us know.

Python bindings



• Optimizations of linear algebra: thorough optimization campaign, including 
new specialized algorithms for tensor sum and dot products → up to 5x faster


• Future additional optimizations can lead to a few more 20-30% speed 
improvements if needed 


• New amplitudes and rates


• D1*→D*π, D1s*→Ds*π, D1s*→D*K


• New form factors


• B(s)→D(s) CLNVar


• B(s)→D(s), Bs→K  BCL, BCLVar


• Minor Bug fixes


• Full (54pp.) manual available: 2607.01459

Grab bag



Roadmap
V2.0 → V2.x → V3.x

(This is our current plan - we welcome your input on what to prioritize / add to it)



• Hammer is also a library of Form Factors


• We received a request for a way to:


• Select a process and an FF parameterization


• Query the value of FF vector <FFi> (as defined in the manual) 
at a given kinematic point q2 (or for FF’s depending on multiple 
kinematic invariants, the set of {(pi+pj)2})


• Currently being implemented as a standalone tool

Form Factor querying v2.1



• Currently, the BGL parameterization class lacks support for tensor FF → 
cannot be used while scanning BSM contributions to tensor(*) WC


• Purely “practical” reason for low priority: in BGL, tensor FFs come with 3 new 
functions in B→D* (and 1 in B→D), unrelated to the vector and axial ones


• A fit of SM + tensor NP in B→D*: fit the ai, bi, ci, di + NP WC + “ei, fi, gi”


• Recently, all the ingredients have been computed in 2507.03569, no effort 
required to add to Hammer


• Plan: include it as a separate BGL FF (+Var) class to avoid impacting 
performance of non-tensor BGL fit (1.5-2x more parameters)

BGL FF for tensor modes

Appendix A: Conventions

1. Vqb

The Vcb or Vub prefactor is generally not included explicitly in the b → c amplitudes, form
factor parameters or rates. (One exception is the BGL parametrization, whose parameters
typically absorb a factor of VcbωEW. In order to preserve uniformity among the form factor
schemes, this factor is divided out of the BGL form factors.)

2. NP operator basis

A complete basis for the four-Fermi operators mediating b → cε̄ϑ decay, including right-
handed neutrinos, is shown in Table VII. The NP couplings to the quark and lepton currents
are denoted by ϖ

i
j and ϱ

i
j, respectively, and may in general be complex numbers. The lower

index of ϱ denotes the ϑ helicity and the lower index of ϖ is that of the b quark. The NP
couplings are normalized with respect to the SM current. Note that the definitions below
may be di!erent from the library’s internal WC basis conventions, which are required for
the self-consistent addition of new amplitude classes extension of existing ones.

Current WC Tag WC 4-Fermi/(i2
↑
2VcbGF )

SM SM 1
[
c̄ωµPLb

][
ε̄ωµPLϑ

]

Vector

V_qLlL ϖV
Lϱ

V
L

[
c̄ϖV

Lω
µPLb

][
ε̄ϱV

LωµPLϑ
]

V_qRlL ϖV
Rϱ

V
L

[
c̄ϖV

Rω
µPRb

][
ε̄ϱV

LωµPLϑ
]

V_qLlR ϖV
Lϱ

V
R

[
c̄ϖV

Lω
µPLb

][
ε̄ϱV

RωµPRϑ
]

V_qRlR ϖV
Rϱ

V
R

[
c̄ϖV

Rω
µPRb

][
ε̄ϱV

RωµPRϑ
]

Scalar

S_qLlL ϖS
Lϱ

S
L

[
c̄ϖS

LPLb
][
ε̄ϱS

LPLϑ
]

S_qRlL ϖS
Rϱ

S
L

[
c̄ϖS

RPRb
][
ε̄ϱS

LPLϑ
]

S_qLlR ϖS
Lϱ

S
R

[
c̄ϖS

LPLb
][
ε̄ϱS

RPRϑ
]

S_qRlR ϖS
Rϱ

S
R

[
c̄ϖS

RPRb
][
ε̄ϱS

RPRϑ
]

Tensor
T_qLlL ϖT

Lϱ
T
L

[
c̄ϖT

Lς
µωPLb

][
ε̄ ϱT

LςµωPLϑ
]

T_qRlR ϖT
Rϱ

T
R

[
c̄ϖT

Rς
µωPRb

][
ε̄ ϱT

RςµωPRϑ
]

TABLE VII. NP operator basis, and coupling conventions.
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(*) (pseudo)-scalar FF can approximately be related to 
vector and axial via EoM → no “new” function needed 
for (pseudo)-scalar BSM contrib’

v2.x



• To keep spin information imprinted in angular correlations during 
reweighing, Λc decay amplitudes need to be added


• Drop-in addition within the Hammer library, work is in carefully 
translating literature to our internal spin conventions


• 3-body decays will have their own “FF class”, fixed to results 
in literature (e.g. LHCb-PAPER-2022-044 for Λc→pKπ)


• What modes should we prioritize besides Λc→pKπ?


• How are the input events generated? (i.e. do we need different 
FF classes for numerator and denominator?)

Λc decays v2.x



• Amplitude for Λc* → Λcππ needed to keep track of angular 
correlations


• Non-trivial “form factor” due to presence of Σc’s near threshold 
(different decay modes proceed via on/off-shell Σc, inducing large 
isospin breaking effects)


• Theory work (using HQ sym’, χPT) for improving lineshape 
description (Cima, MP, Tarquini, to appear)


• Sizable asymmetrical corrections to BW (can bias Λc* mass 
extraction, have implications for current BR’s “tensions”)


• Other higher order effects affect rates at < 5-25% level 
(differently between π0π0 and π+π- modes) 


• Goal: decay amplitude + associated FF classes in Hammer

Λc* → Λc π π decays v2.x



• B→D(*)lν + pions: 


• D** decays + continuum


• non-trivial lineshape due to (D*2, D1) being narrow, (D0*, D1*) wide


• “1 vs. 2 poles” story for D0* and D1*


• Interference can be important


• Goal: 


• Reweigh a set of samples generated w/ resonant D** decays + non-
resonant sample to the full matrix element:  


• Fully tensorialized over WC and FF of all the sub-amplitudes

w ∝ ∑
k

Ak
2

/ Aj
2

Lineshape in B→D(*)lν+π’s v3.0



• Most theoretical issues addressed in the last few years (e.g. “how to relate form 
factors for off-shell resonances to on-shell ones?”)


• No truly model-independent solutions


• Various proposed solutions under a few extra assumptions (mostly heavy 
quark expansion, chiral sym’), some more systematically improvable than 
others. 


• 2311.00864, 2402.12460, 2412.08703, …


• Architectural issues for Hammer: numerator depends on FFs for all the 
intermediate processes, not in standard tensor form.


• Performance issues: large rank very quickly (each channel: +2 indices (+4 in 
weight^2)) → linear algebra optimizations in v2.0 help


• New “plumbing” needed (in progress): special tensor container & related 
algorithms


• New API needed to define “interfering amplitudes” → v3.0

Lineshape in B→D(*)lν+π’s v3.0



• Currently: QED FSR in EvtGen added via PHOTOS, Hammer “undoes” γ emission 
to recover pre-emission kinematic data, reweighs on that


• EvtGen now allows the use other generators besides PHOTOS to emit FSR 
photons: Sherpa, Vincia, …


• “Undoing” QED emission algorithms differ somewhat. Need to assess 
differences (When needed in production?)


• PHOTOS, Sherpa, Vincia work in the point particle approx → no structure-
dependent FF (changes next-to-soft photon emission)


• Same infrastructure needed for interference in B→Dlνπ can be used for B→Dlνγ:


• Don’t undo PHOTOS/Sherpa/Vincia but reweigh directly 0γ, 1γ, … with QED 
corrected amplitudes


• Go beyond point particle approx and include structure dependent contributions 
(constrained by HQET/HHχPT: only a handful of parameters measurable via 
radiative decay BR’s needed (MP Wise Trickle 2110.13154, Cima MP 2512.05186))

QED FSR beyond soft photon approx. v3.0



• Hammer v2.0 upgrade focused mostly on performance 
improvements, ability to scan efficiently over Wilson Coefficients, 
ROOT interoperability in python


• Future v2.x releases will focus on adding amplitudes and form factors


• Need input on what to include/prioritize


• Keeping track of interfering amplitudes + QED corrections requires 
changes in API and internal infrastructure. Work is ongoing, aiming at 
v3.0.


• Input on needs and planned uses of these features will inform their 
design


• While syntax may change (has changed) when adding new features, 
we guarantee that already generated buffers can be read by future 
versions of the code.

Summary


