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SOFIE

e System for Optimized Fast Inference code Emit:
o Tool for fast inference of trained ML models.

o Parses ONNX, Keras and PyTorch models and generates standalone C++
inference code.

o Developed for implementing and evaluating inference on heterogeneous
architectures (CUDA GPUs, AMD GPUs via HIP/ROCm, CPUs).
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GPU Inference Optimization in SOFIE

My work targets two main sources of overhead in SOFIE’s Alpaka GPU
backend:

e Intermediate Memory Management:
o Intermediate tensors require GPU memory during inference.
o Separate allocations lead to unnecessary memory usage and overhead.
o Solution: Reuse memory through a shared GPU memory pool.
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GPU Inference Optimization in SOFIE

My work targets two main sources of overhead in SOFIE’s Alpaka GPU
backend:

e Intermediate Memory Management:
o Intermediate tensors require GPU memory during inference.
o Separate allocations lead to unnecessary memory usage and overhead.
o Solution: Reuse memory through a shared GPU memory pool.

e Kernel Execution:
o Small operators each generate a separate GPU kernel introducing overhead.
o Intermediate values are repeatedly written to/read from GPU memory.
o Solution: Fuse compatible operators into fewer kernels.
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Intermediate Memory Management
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Intermediate Memory Management
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After Fusion
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Separate kernels add launch
overhead, especially for small
operators.

Intermediate tensors such as
T 1and T_2 are written to and
read from global GPU
memory.

Fusion reduces both by
executing the sequence in one
generated GPU kernel.
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Fusion Strategies

e Generic:
o Operators are classified into mapping-based Sl
g ro u pS . . . First op '
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o Works for any added operation as long as we

Specify its type and metadata. Source: Niu et al., “DNNFusion:

Accelerating Deep Neural Networks
Execution with Advanced Operator
Fusion,” PLDI 2021.
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. One-to-One | One-to-Many (Many-to-Many| Reorganize Shuffle
g rou pS . First op

One-to-One | One-to-One | One-to-Many [Many-to-Many| Reorganize Shuffle

o Fusion rules specify which group
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o Works for any added operation as long as we

Specify its type and metadata. Source: Niu et al., “DNNFusion:

Accelerating Deep Neural Networks
Execution with Advanced Operator
Fusion,” PLDI 2021.

e Known Fusion Patterns:
o Add dedicated rules for common profitable combinations.
o Example: GEMM + activation.
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Improvements on all models

SOFIE inference speedup
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Baselines
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PyTorch AOT
compiler

General ONNX
runtime

NVIDIA inference
compiler

Strong optimization

& fusion

Portable, broad
backend support

Highly optimized
for NVIDIA GPUs

PyTorch-specific
export pipeline:
models must be
compatible with
torch.export

Less specialized

NVIDIA-specific
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Common models across all backends (n=47)
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Inference time (ms)

Peak GPU memory (MB)

Scaling

NVIDIA GeForce RTX 5060 Ti (16 GB VRAM)
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IS S,
Future Work

CERN

Expand kernel fusion coverage

SOFIE still launches more GPU kernels than TensorRT and AOTInductor;
supporting more fusion opportunities is likely the largest remaining source
of speedup.

Benchmark larger and more complex models

Evaluate SOFIE on substantially larger workloads to understand how
performance and memory usage scale relative to established inference
frameworks.

Broaden backend and hardware evaluation

Evaluate the Alpaka implementation across different GPU
architectures/backends, not only CUDA/NVIDIA.

EP-SFT
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Questions?



