
{ SLIDE: Cover — Green Software Engineering 00:00:00}

Hello.

I’m going to talk about Green Software Engineering: the intersection of 
software development, software engineering and sustainability. 
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{SLIDE – STOP ON GREEN SOFTWARE ENGINEERING}

These are often treated as separate concerns. Sustainability focuses on 
energy, carbon and environmental limits. Software engineering focuses on 
code, systems, longevity, reproducibility and delivery.

I think the connection runs deeper.

Green Software Engineering is often treated as an efficiency problem: we 
use less energy, improve utilisation and choose better hardware.

Those things matter. But a large amount of avoidable waste is created 
earlier: in requirements, architecture, development, coordination and the 
evolution of the software itself.

{ SLIDE: Goal → Strategies → Tactics → Examples 00:00:40 }

I’m organising this talk around a shared goal, five strategies, practical 
tactics and examples from real projects.

{ SLIDE: Goal }

The shared goal is:

Reduce avoidable software waste in order to create more sustainable, 
coherent and useful systems.

{ SLIDE: STRATEGIES}

These strategies are the values guiding our decisions.



{ SLIDE: TACTICS}

The tactics are the specific practices we choose — some from the Green 
Software Foundation’s pattern collection, and some from wider software-
engineering and organisational practice.

{ SLIDE: EXAMPLES}

The examples show what implementing each strategy can look like in a 
real system.

A tactic that works well in one place may create waste somewhere else. 
Caching can remove repeated computation while adding invalidation 
problems. Containerisation can improve reproducibility while creating 
rebuild costs.

{ 00:01:17 }

So this is not a universal checklist. It is about holding the goal, choosing 
tactics that fit the system, and measuring what actually happens.

{ SLIDE: WHO AM I}

My name is Michael Sparks.

I’m a Fellow of the Software Sustainability Institute and a Senior Research 
Software Engineer at the University of Manchester.

I work on software quality through the EVERSE project and its “build 
healthy code” guide, RSQKit. That includes developing a spectrum of AI 
intensity for researchers who code.

{ SLIDE: But Previously...}

Before that, I spent nearly 23 years in BBC Research and Development, 
working on network systems, media, broadcasting and open source.

More recently I have worked with students and researchers on simulation, 
programming models, energy measurement and reproducibility - that sort 
of thing.



Across those settings, the same pattern keeps recurring: systems 
accumulate forms of waste that make them harder and more expensive to 
operate, reproduce and change.

{ SLIDE: Waste 02:16 }

The term “waste” proved useful in an earlier version of this talk.

People latched onto the idea.

For example: feedback loops should be shortened; waste should be 
challenged; green software should reduce waste.

Waste gives us a practical question:

What human, computational, organisational or physical resources are 
being consumed without usefully contributing to the intended outcome?

But waste is an outcome.

To intervene usefully, we need to understand what creates that waste.

That brings me to software entropy.

{ SLIDE: Software entropy 02:46 }

This term bounced around my head after slamming the words together and 
I thought it was an interesting one, but I didn’t invent it.

{ SLIDE: Software entropy WITH PICTURES}

Ivar Jacobson used it in the 1990s, and Manny Lehman’s laws of software 
evolution describe related effects. But the definitions I found were loose.

Software is not a physical system, and it is not closed, so I do not want to 
borrow the term and handwave.

{ SLIDE: Software entropy WORKING DEFINITION}

My working use is this:

Software entropy concerns the accumulation of incoherence, uncertainty, 
unnecessary possibilities and poorly defined relationships within a chosen 
frame.

{ SLIDE: Code example 03:27}



def sum(a, b):
    return a + b

So, consider this.

This looks obvious.

But it might mean numerical addition, string concatenation, overloaded 
behaviour, or perhaps composition of concurrent actors.

The representation is tiny; the semantic possibility space is huge.

A maintainer must recover enough context to decide what it means before 
changing it safely.

That recovery costs time, creates mistakes and produces bugs, reruns and 
rework.

That is the connection to waste.

Technical debt names obligations created by earlier choices.

Software entropy is an attempt to describe the incoherence and 
indeterminacy that make some of those obligations costly — and 
potentially make parts of that cost measurable.

{ SLIDE: Software Entropy Systemic Context - Component}

Software entropy also depends upon the frame of reference.

A component may look coherent on its own while making integration 
much harder. 

{ SLIDE: Software Entropy Systemic Context - Container}

A container may stabilise an environment while increasing rebuild costs.

{ SLIDE: Software Entropy Systemic Context - Cache}

A cache may reduce repeated computation while introducing invalidation 
complexity.

{ SLIDE: Software Entropy Systemic Context – Waste as Symptom}

Waste is not software entropy itself.



{ SLIDE: Software Entropy informal definition }

Waste is one observable consequence: the work required to resolve 
uncertainty, reconcile divergence or recover lost context.

{ SLIDE: Software Entropy How to manage 04:43 }

I noticed a recurring process across my own work.

{ SLIDE: Extralimafaction }

I’ve tentatively started calling it extralimafaction.

{ SLIDE: WAT ? }

If it lands, I’ll continue to use it. If it doesn’t, then I won’t.

{ SLIDE: Pronouciation }

So breaking it up:

extra — lima — faction.

{ SLIDE: Pronouciation  - Latin Roots 04:54 }

It is a portmanteau derived from Latin roots:

{ extrahere — to draw or pull out
līmāre — to file, polish or refine

facere — to make}

{ SLIDE: Summary – select, refine, compose}

While the word is new, the process is not.

Extralimafaction means selecting a subset from a larger collection, refining 
the selected elements so they fit together, and composing them into a new 
coherent whole.

In short:

Select, refine, compose — form a coherent whole.

I am not naming this for the sake of it. The same process kept appearing, 
and “sketches-to-production” becomes clunky once the idea is applied 
outside that original context.



This is more than refinement or refactoring, because selection and 
composition matter as well.

It is not the only way of reducing software entropy. 

There are other ways of reducing it, such as deleting obsolete material.

It names one intentional process by which unresolved possibilities become 
deliberate structure.

{ SLIDE: Extralimafaction Kamaelia — Background : Kamaelia  
05:48 }

The motivating example came from Kamaelia.

We kept exploratory sketches and production code in separate spaces 
inside the same repository.

The sketches retained ideas, history and useful experiments.

A selected subset could be tested, documented and made mutually 
compatible, then composed into a production system.

The original sketches remained available for later reuse.

Sketches were cheap because they helped us learn. Production code was 
expensive because it had to be maintained.

I wanted to name the process that we used here

because

The same pattern appears repeatedly in my work and in maker practices 
more generally: select what is useful, make the parts fit, and compose 
something coherent for the current purpose.

{ ADVANCE SLIDE: Five strategies 06:32 }

Earlier, I mentioned five strategies.

Let’s now look at what each means in practice.

{ SLIDE ONLY:

1. Reduce avoidable waste early

2. Reduce unnecessary coordination waste



3. Reduce avoidable execution waste

4. Make waste visible

5. Reduce repeated waste
}

{ ADVANCE SLIDE: Strategy 1 — Reduce avoidable waste early 06:43}

The first strategy is to reduce avoidable waste early.

Prevent unnecessary work and commitments before they become 
embedded.

The underlying question is:

What is actually worth promising?

Representative tactics include short feedback loops, matching 
commitments to demonstrated need, and testing uncertainty through 
spikes.

{ SLIDE: Representative GSF patterns
Match service-level objectives to actual needs
Minimise unnecessary deployed environments
Use a service mesh only where justified
}

{ ADVANCE SLIDE: BBC micro:bit 07:00 }

BBC micro:bit is pilot a good example here.

The BBC micro:bit pilot went from no hardware and no software — just 
ideas tested at events with children and at hackdays — to a working 
platform in four months, with a thousand devices tested in schools.

The delivery date was fixed, so there was little capacity for speculative 
waste.

The strategy became simple: always have a running system.

I formed a hypothesis about the next useful step, built a spike, tested it and 
repeat.



Initially, pieces were joined manually so that we always had something 
real to test. Later, the selected parts were integrated properly.

That is extralimafaction under constraint: Pieces selected, integrated and 
made coherent, repeatedly.

It reduced the risk of building too much of the wrong thing, integrating too 
early, or ending with half-finished subsystems.

The broader principle is that uncertainty should be tested before it 
becomes expensive structure.

{ ADVANCE SLIDE: Strategy 2 — Reduce unnecessary coordination 
waste 07:55 }

The second strategy is to reduce unnecessary waste in coordination.

Waste appears when people repeatedly rediscover context, wait for 
decisions or reconcile work built around poorly defined boundaries.

Representative tactics include stable interfaces, explicit ownership and 
reduced hidden coupling.

{ SLIDE: Representative GSF patterns   08:10
Implement stateless design
Queue non-urgent processing
Scale logical components independently
}

{ ADVANCE SLIDE: IP Studio 08:19 }

In BBC IP Studio, the problem was fragmentation.

People were adding IP interfaces to bespoke hardware tied to single 
purposes, leading to incompatible systems and duplicated capabilities.

We stepped back and asked what the end state should look like.

The answer was IP-based infrastructure using commodity hardware, with 
production capabilities composed from software-defined services.



We extracted useful capabilities from existing bespoke systems, created 
and refined IP interfaces around them, and composed them into new 
workflows.

That reduced duplication, improved flexibility and allowed capabilities to 
be reused.

The important point was not that every individual service became optimal.

The production system became more coherent.

A locally simple component can still make integration and operations 
much harder.

Mutual fitness matters more than isolated merit.

Note that all of these examples are also more scalable systems — 
coherence and scale tend to move together

{ ADVANCE SLIDE: Strategy 3 — Reduce avoidable waste in execution 
09:24 }

The third strategy is to reduce avoidable waste in execution.

Remove computation, data transfer and runtime behaviour that do not 
usefully contribute to the intended outcome.

Representative tactics include reducing data movement, matching capacity 
to utilisation and scaling with actual demand.

{ SLIDE: Representative GSF patterns 09:46
Match server capacity to utilisation
Scale infrastructure with demand
Scale down applications when not in use
}

Performance engineering is green engineering — but Green Software 
Engineering is much broader than performance engineering.  Both face the 
same pressures — rising demand against finite resources, growing 
complexity, and costs that stay hidden until something breaks.



Hardware utilisation is also a software and people problem. 

{ ADVANCE SLIDE: GreenPhysECS 10:06 }

GreenPhysECS is work I undertook mentoring two MPhys students, 
Oluwole Delano and Mattias Evans. They did the bulk of the 
implementation through two MPhys Research projects and did an excellent 
job testing the hypothesis.

The hypothesis was, can ECRs use entity component systems to produce 
scalable simulation software?

There is increasing concern about how effectively we will use new CPU- 
and GPU-based clusters.

This is not because of the hardware. The programming models are hard to 
use and often hard to learn.

Universities have capable hardware that remains underused because people 
do not have a coherent path for using it.

We need capable hardware and capable people.

GreenPhysECS explored whether Entity Component Systems — a model 
from games and media — could make data-oriented simulation more 
accessible to physics researchers especially ECRs

It asks three connected questions:

Can the approach reduce development and learning time?

Can it be reproducible and easier to share?

Can it take better advantage of existing hardware?

The key question is whether the software representation lets researchers 
change scientific models while still obtaining efficient execution.

Representative measures include hardware utilisation, effort required to 
change the model, and whether another researcher can reproduce and 
extend the work.

The initial results are promising, particularly for dynamic and evolving 
systems.



{ SLIDE ONLY:  EARLIER
Process of build
Ease of learning and sharing
Reproducibility by design
Hardware utilisation
Energy per useful result
Adaptability of the scientific model
}

{ ADVANCE SLIDE: Strategy 4 — Make waste visible 00:11:56 }

The fourth strategy is to make waste visible.

Measure, expose and attribute waste so decisions can be based on evidence 
rather than intuition.

Waste that remains invisible is difficult to challenge and easy to normalise.

Representative tactics include profiling, energy measurement and 
operational observability.

{ SLIDE: Representative GSF patterns
Match capacity to measured utilisation
Scale using application-relevant demand metrics
Identify unused environments, storage and assets
}

{ ADVANCE SLIDE: FOREST and system boundaries  00:12:22 }

At the BBC, a colleague was asked:

Which is greener, streaming or broadcasting?

Broadcast seems obvious: send the signal once and you are done.

But once you include televisions, phones, laptops and other client devices, 
their embodied carbon dominates the overall footprint.

That is why the answer depends upon the system boundary rather than 
simply whether one signal is broadcast or streamed.



This insight contributed to FOREST, which asked engineers to examine 
not only the direct costs of their work, but second- and third-order effects 
as well.

If a service requires new hardware, how long can it be used? Can it be 
reused? Does an intervention reduce waste, or merely move it?

The same applies to research software.

A successful analysis may hide ten failed reruns.

Measurement needs to reveal enough of the system to show where the 
waste has moved.

{ ADVANCE SLIDE: Strategy 5 — Reduce repeated waste 00:13:10 }

The fifth and final strategy is to reduce repeated waste.

Capture and share knowledge, components and evidence so the same 
intellectual or computational work is not unnecessarily repeated.

Representative tactics include reproducible workflows, retained 
provenance and reusable components, and again – documentation, talks as 
well

{ SLIDE: Representative GSF and wider practices 00:13:30
Cache appropriate reusable results
Use reproducible workflows
Retain documentation, provenance and institutional memory
}

The target is avoidable repetition caused by lost knowledge, inaccessible 
artefacts or an inability to reuse trustworthy prior work.

{ ADVANCE SLIDE: Kamaelia — meetings and retained knowledge 
13:47 }

Two practices from Kamaelia have carried through much of my later work.

The first is a standard meeting format.

Everyone writes what they are doing or have done, what they are blocked 
on, and what is on their mind.



Everyone posts those updates into a shared chat at the same time.

We then focus the meeting on blockers and whatever is on people’s minds.

That reduces repeated reporting, preserves context and concentrates shared 
time on real coordination and the stuff that actually matters.

The second is the sketches-to-production model I described earlier.

That preserves experimental work, rationale and useful components, while 
making the migration into production code deliberate and careful.

Together, these practices reduce the need to rediscover what happened, 
why decisions were made and which earlier artefacts can be reused.

{ ADVANCE SLIDE: Recap 14:42 }

{ SLIDE:
Reduce avoidable waste early
Reduce unnecessary coordination waste
Reduce avoidable execution waste
Make waste visible
Reduce repeated waste
}

So as a recap

The five strategies are values guiding the work. So reduce avoidable waste 
early, coordination and execution waste, make waste visible, and avoid 
unnecessary repetition.

Green Software Foundation patterns and wider engineering practices 
provide tactics.

The projects show what implementing those strategies can look like.

Software entropy helps identify incoherence and uncertainty that create 
waste.

Extralimafaction names one recurring process for selecting, refining and 
composing greater coherence.



The practical question throughout is whether we reduced avoidable waste 
across the system, or merely moved it.

{ ADVANCE SLIDE: Research invitation 15:32 }

{ SLIDE:
Identify → Measure → Intervene → Evaluate

Looking for:
Software stacks and analysis workflows
CI, rebuild and rerun data
Underused computational infrastructure
Measurement, case studies and intervention design
}

I am not presenting a finished theory, but a working model that seems 
useful enough to test against real systems.

The process I have in mind is to identify observable software entropy, 
measure the resulting waste, intervene, and evaluate what changes.

I am particularly interested in collaborators who can connect this framing 
to software stacks and analysis workflows, CI and rerun data, or underused 
computational infrastructure.

I’m looking for people who hear this and think:

“We have exactly this kind of problem, and we may have data.”

Or who simply find the framing interesting and would like to explore it 
with me.

{ ADVANCE SLIDE: AI intensity   16:05 }

These principles also apply across a spectrum of AI intensity that I’m 
developing through EVERSE and RSQKit, from occasional assistance to 
increasingly agentic workflows.

I am only signposting that here. It will feature more directly in next week’s 
discussion.

{ ADVANCE SLIDE: Close 16:20 }



Better software engineering is not merely adjacent to sustainability.

Where it preserves coherence, reduces avoidable work, improves useful 
utilisation and prevents unnecessary repetition, it directly reduces 
environmental waste.

Thank you.

Questions?


