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O V E R V I E W

What we did — and why
Three HEP workloads run on the GPU, on two GPU types. We measure throughput and power.
Wider goal — this feeds into the WG's broader effort to work out how to fully load and benchmark a multi-
GPU system.

FlowSim

GPU only

Runs only on the GPU.

PEPPER

GPU only

Runs only on the GPU. 

ATLAS FullSim

CPU + GPU

Uses the CPU and GPU together. 

H100 A100 Two GPU types — to see how the results change across architectures.

Goal   For each workload — how throughput scales as we add GPUs, and how much power it draws. 
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I N F R AS T R U C T UR E

Chameleon Cloud & the two test systems

Chameleon Cloud

NSF-funded experimental testbed. 

We lease bare-metal GPU nodes— 

full root access, one architecture 

per node, reproducible from a 

clean image.

https://chameleoncloud.org/

4 × NVIDIA H100

GPU  96 GB HBM3 · 700 W cap

CPU  192 cores · Xeon 8468

CUDA  13.0 · driver 580.159.03

Apptainer  1.5.0

4 × NVIDIA A100

GPU  80 GB PCIe · 300 W cap

CPU  160 cores · Xeon 8380

CUDA  12.6 · driver 560.35.05

Apptainer  1.5.1

Common stack   hep-score v2.0  ·  HEP-Benchmark-Suite v3.1  ·  containers pulled from the CERN GitLab registry
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M E T H O D

How we ran, and how we measure power

How we ran

• FlowSim & PEPPER — 1 / 2 / 4 GPU, 15 runs each

• ATLAS — thread scan (threads per GPU), 5 reps, at 1 / 2 

/ 4 GPU

• Persistence mode set before every batch (keeps GPUs 

from vanishing)

How we measure power

• nvidia-smi samples each GPU ~1×/sec (1 Hz)

• We report q85 per GPU — the sustained working 

power

• Node total = sum of the active GPUs' q85

Note   each “N GPU” run = N independent copies of the workload (one per GPU), not one job split across GPUs — matching how the 
grid schedules (one GPU per slot).

q85 vs mean — a note on the single-workload case

q85 captures the sustained working power and is the right number to compare one server against another. For a single 

workload (our case) it slightly overestimates the average — the whole-run mean reflects the actual energy consumed. We 

report q85 for comparison; the whole-run mean is available from the same logs and is shown where the gap matters 

(PEPPER).
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M E T H O D   ·   S C O R I NG

How the score is calculated

score   =   raw throughput   ÷   official reference

FlowSim — reference applied

• Official reference = 20,610 (the real WG value)

• FlowSim is reference-normalized → a real per-

workload performance rating (not a combined 

HEPScore).

PEPPER & ATLAS — placeholder for now

• No official reference applied yet → placeholder = 1

• So the score shown is the raw throughput, not yet 

normalized

• Applying the reference is offline — divide each score 

by it, no re-runs

Official PEPPER reference exists; placeholder (= 1) likely means an older version was run. A version change also changes the 

payload, so an official score needs a re-run — not just offline re-normalisation. The relative results (H100 vs A100, scaling, 

efficiency) are unaffected: the reference cancels out in any ratio.
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F L O W S I M   ·   H 1 0 0

FlowSim on H100 — linear scaling at ~590 W/GPU

Perfectly linear   2.00× / 4.00× scaling at ~590 W per GPU. Efficiency stays flat at ~4.79 score/kW — run-to-run 

spread under 0.11% (n = 15).

5HEPiX Benchmarking WG



F L O W S I M   ·   A 1 0 0

FlowSim on A100 — linear scaling at ~303 W/GPU

Same linear scaling   2.0× / 3.98×, run-to-run under 0.06%. Each GPU is pinned at the 300 W cap (~303 W) vs ~590 W 

on H100 → efficiency 3.57 vs 4.79 score/kW. 
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F L O W S I M   ·   H 1 0 0  v s  A1 0 0

FlowSim — H100 vs A100
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Both scale perfectly. H100 is ~2.6× faster at every 
GPU count.

Efficiency

H100 ~4.79 vs A100 ~3.60 score/kW. H100 does 

more work per watt — but the caveat below.

Caveat — power budgets differ

The A100 runs at a 300 W cap; the H100 at ~590 

W. So this gap mixes architecture with power 

budget. 
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P E P P E R   ·   H 1 0 0

PEPPER on H100 — near-linear at ~459 W/GPU

Near-linear   1.99× / 3.95× at ~458 W per GPU. q85 459 W is the active-phase power; the whole-run mean is 227 W 

— the GPU idles through a long start-up before it computes, which lowers the whole-run average. Scores are raw 

throughput (placeholder reference).
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P E P P E R   ·   A1 0 0

PEPPER on A100 — near-linear; active power ≈ 2× the mean

Why the mean is low   q85 ~304 W is the active-phase power (at the 300 W cap); the whole-run mean ~152 W is 

lower because the GPU idles through a long start-up before it begins computing — that idle stretch pulls the whole-

run average down, not a measurement issue. Scaling: 2.0× / 3.98×, raw throughput 833k → 1.66M → 3.31M.
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B A C K UP   ·   P E P P E R  A 1 0 0

Why the mean is low — power over one run (1 GPU)

Idle start-up, then compute   GPU 0 holds ~54 W for the first ~400 s (start-up), then rises to ~300 W for the compute phase. 

Averaged over the whole run that gives the mean ~152 W; q85 ~304 W reflects only the active phase. The low mean is the idle 

start-up — not the hardware.
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P E P P E R   ·   H 1 0 0  v s  A 1 0 0

PEPPER — H100 vs A100
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Both near-linear. H100 is ~1.48× faster.

Same power signature

On both machines the GPU idles through a long start-

up before it begins computing, so q85 (active power) 

sits well above the whole-run mean — about 2× on 

the A100. The mean reflects the whole run, idle time 

included.

Still raw throughput

Scores use a placeholder reference (= 1). The 

official v0.5 reference applies offline — every 

score just divides by it, no re-runs.
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A T L A S  F U L L S I M   ·   t h r e a d s

ATLAS — threads, and how we managed 1 / 2 / 4 GPU

Why threads matter

• ATLAS is hybrid: Geant4 (CPU) feeds AdePT 

(GPU).

• More threads per GPU = faster feed, until the 

GPU saturates.

• So we sweep threads per GPU (-T) to find the 

plateau.

• Scan: T = 8, 16, 32, 48, 64, 80 — 5 runs

How many threads we could run

GPUs H100 — 192 cores A100 — 160 cores

1 GPU T = 8 … 80 T = 8 … 80

2 GPU T = 8 … 80 T = 8 … 80

4 GPU T = 8 … 48 T = 8 … 40

Coloured = capped by the cores, not by choice.

The core ceiling

Rule:  GPUs × T ≤ node cores.   At 4 GPU the cores run out first — H100 stops at T=48, A100 at T=40 — before 

the GPU reaches its plateau.
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A T L A S  F U L L S I M   ·   H 1 0 0

ATLAS on H100 — plateau at T = 64 (1 GPU)

Plateau at T = 64

1 GPU flattens — T=80 adds only ~0.2%

2 GPU still rising at T = 80

plateau shifts right as GPUs share the cores

4 GPU capped at T = 48

192-core ceiling — never reaches its plateau

GPU power ~116–133 W

light for an H100 (700 W cap)

12HEPiX Benchmarking WG  ·



A T L A S  F U L L S I M   ·   A 1 0 0

ATLAS on A100 — plateau near T = 64 (1 GPU)

Plateau near T = 64

same as the H100 — edges up only slightly to T=80

Same shape as H100

the thread response is reproducible across 
architectures

GPU power ~88–102 W

even lighter than the H100 — well under the 300 

W cap

4 GPU capped at T = 40

160-core ceiling — never reaches plateau
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A T L A S  F U L L S I M   ·   H 1 0 0  v s  A 1 0 0

ATLAS — H100 vs A100
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Plateau ≈ T = 64 on both

Plateau ≈ T = 64 on both the H100 and A100 — 
the same on the two architectures we ran.

H100 ~1.22× at the plateau

0.835 vs 0.682 throughput at T = 64

Both core-limited at 4 GPU

H100 at T=48 (192 cores), A100 at T=40 (160)

Light on power on both

this is a CPU-fed workload — the GPU is not the 

bottleneck
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S UM M A R Y

H100 vs A100 — across the three workloads

Per-GPU power — H100 vs A100 (q85) What holds across both architectures

• Speed: H100 is ~2.6× (FlowSim), ~1.48× (PEPPER), ~1.22× 

(ATLAS) faster than A100.

• FlowSim & PEPPER scale perfectly linearly — each GPU runs an 

independent copy, so nothing contends.

• ATLAS plateaus near T=64 on both — a reproducible cross-

architecture result.

• ATLAS at 4 GPU is CPU-core-limited on both (192 vs 160 cores).

• GPU power is workload-driven: FlowSim/PEPPER run near the 

cap, ATLAS stays light.

• FlowSim's ~2.6× gap is inflated by the A100's lower power cap 

— matched caps needed for a fair read.
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D I S C U S S I O N  &  NE X T  S T E P S

Where this goes next

➢ Apply the official references — PEPPER & ATLAS

✓ Replaces the placeholder (= 1), turning raw throughput into proper reference-normalised 

performance ratings. PEPPER may need a re-run if an older version was used; ATLAS needs re-

running at the official E = 256 (current E = 50 is preliminary).

➢ ATLAS seed-variation study

✓ Runs use a fixed seed today — measure how much results move across different seeds, at both low 

and high thread counts.



B A C K UP   ·   P E P P E R  A 1 0 0

Why the mean is low — power over one run (1 GPU)

Idle start-up, then compute   GPU 0 holds ~54 W for the first ~400 s (start-up), then rises to ~300 W for the compute phase. 

Averaged over the whole run that gives the mean ~152 W; q85 ~304 W reflects only the active phase. The low mean is the idle 

start-up — not the hardware.
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