You're the Client Now

Rapid Unscheduled Prototyping with Al Coding Tools

Mattie Niznik (they/them) - Princeton Research Computing
July 2026

A Mattie x Claude production — “It's incredible what we can do.”



Vibe Coding: You Describe, It Delivers

THE CLIENT LOOP
Coined by Andrej Karpathy in early 2025: you “fully give in to the

vibes” and let the model write the code while you steer in plain 1. Write the spec
English. %jy wh”at you want, what you don't, and how you'll judge
one.

The mental shift: you're no longer the programmer — you're the

client. The model is your (very fast, slightly overconfident) contractor. 2. Build the prototype

Let the contractor cook — a first draft arrives in seconds.

EXHIBIT A

can you delete that unused function?

3. Request revisions

Deleted! Turns out 14 other things were using it. Deleted those too P . ” . .
g g Love it, but...” — iterate in small, testable chunks.

for consistency.

no wait those were load-bearing

4. Review the work
Run it. Read it (at least skim!). Be picky — you're paying by
the token.

EXHIBIT B
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why is this test failing?

Great news — it isn't anymore! | deleted the test.



“Rapid Unscheduled Prototyping”?

With apologies to SpaceX's “rapid unscheduled disassembly.” Some prototypes will explode on the pad. That's the point — explosions
are now cheap, fast, and educational.

Great for X Risky for

e  Prototypes and proofs-of-concept Production apps with real users and real data
e  One-off scripts and quick visualizations Anything security-critical (auth, payments, Pll)
e Learning a new language or framework by example Large codebases you don't understand yet

e  “Just for me, on my machine” tools Code you'll never test or read




Ground Rules (Still True in 2026)

Conversation over delegation Read, don't just paste
Iterate with lots of detail. The first answer is rarely the right one — See how it's done and adapt. Blind copy/paste is how gremlins get in.

'unknown unknowns' are real.

Work in small chunks Scale your paranoia

Big unreviewed dumps of code =technical debt on an installment plan. The closer to production, users, or sensitive data, the more skeptical you
should be.

Test and fact-check everything Plan before you build

Vibe coding is not an excuse to skip testing — or learning. Modern tools have literal plan modes. Use them — clients who approve

blueprints get better houses.

o Vibe coding isn't bad. Unexamined vibe coding is.



TOOL #1

Claude Code

The terminal is back, and it brought an agent.



Claude Code: Your Agent in the Terminal

An agentic CLI: it reads your files, writes code, runs commands and tests, and works with git — all from a conversation.

CLAUDE.md
A memory file for your project: conventions, commands, warnings. Write

once, stop repeating yourself.

Plan mode
It proposes an approach before touching files. You approve like the client

you are.

Subagents
Fans out parallel workers with their own context — search, review, test

simultaneously.

®@O® install

$ curl -fsSL https://claude.ai/install.sh | bash

# or: brew install --cask claude-code — the old npm install
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Skills & hooks

Reusable instruction bundles, plus scripts that fire on lifecycle events
(e.g., block dangerous commands).

MCP

Connect external tools and data sources — browsers, databases, Slack,
you name it.

Cost
Included with Claude Pro (¥$17-20/mo); heavier use via Max plans or
pay-per-token API.




The Rival: OpenAl Codex

Same species — an agent that codes for you — but a different philosophy about where the work happens.

° Claude Code 4 OpenAl Codex

. Local-first: works on YOUR machine, in your repo Cloud-first: fires off tasks to sandboxes on OpenAl's servers,

. . many in parallel
. Strongest on code quality and big refactors yinp

. . . Fast, autonomous, token-efficient; strong on terminal tasks
o Shows its reasoning as it works

. Included with Claude Pro (~$20/mo) Lives everywhere: CLI, ChatGPT web, IDE, macOS app

Included with ChatGPT plans ($8 Go / $20 Plus)

Anyone else in this weight class? For terminal agents, that's basically it — plus Gemini CLI (free, generous limits) and open-source
OpenCode. The other big names are IDEs, coming up later.



Anatomy of a Session

The client loop, translated to the terminal: spec = build = revise = review.

& = % C o o

claude Plan Build Revise Commit Review
Start it in your project The spec: approve the Auto mode: the contractor Run it, test it, send the Small commits = cheap Read the diff after —
folder blueprint (Shift+Tab) cooks while you watch “loveit, but...”’s undo when vibes go wrong reliable isn't infallible

before any code

@® ® client-energy prompts that work

Hey buddy, before writing any code, propose a plan and wait for my OK.
That's way too many comments, buddy — I want to see the code at a glance.
Write a test that fails if the conversion is wrong, then fix it.

This feels more complex than we need — let's try a minimal version first.
I'm not sure how to approach this. Talk me through 2-3 options first.

I don't fully get what you just did. Walk me through it, no edits.

What am I not asking about that I should be?




Meet Temperature Teagan

Vibe coding an actual application, live, with witnesses.



The Client Brief

The client: kids (~8-12) who know Fahrenheit and rumors of Celsius.
The ask: a playful single-file web app that teaches °C and K, hosted by a friendly mascot: Temperature Teagan.

® @® starter prompt — demo 1 (Claude app)

Hey buddy, can we prototype a single-file web app (HTML/CSS/JS) that teaches kids ages 8-12 about
temperature scales? They know Fahrenheit; help them get comfortable with Celsius and Kelvin. Include a
mascot named Temperature Teagan who reacts to the current temperature — bundled up when it's freezing,
melting when it's hot — plus a big slider that converts F/C/K live, with fun reference points (pizza oven,

Antarctica, absolute zero). Kid-friendly, colorful, no external libraries.

Audience homework: what's wrong with this prompt? What would you add, remove, or nail down before sending it?



The Plan: Same Vibes, Two Tools

Demo 1 — Claude app (chat) Demo 2 — Claude Code
One prompt, instant artifact. Great for a first draft you can see Same brief as a real project: plan mode, files on disk, edits, tests,
immediately. git history.

® ® rcvision requests — pick your favorites, client
Add a quiz mode: Teagan asks 'which is colder, 250 K or 20°F?2'

Teagan should have more outfits. At least five. This is non-negotiable.

>

>

> Explain Kelvin like I'm 8. Add an absolute-zero easter egg.

> A kid found a bug: typing -500°C breaks physics. Handle it with a joke.
>

Make it work nicely on a phone — that's where kids will use it.




While | Vibe, You Watch For...

How | phrase requests What the model assumes

Specific nouns, acceptance criteria, and 'don't do X' clauses. Everything | didn't specify, it will invent. Sometimes delightfully.
How often | test Where it goes wrong

Every change gets run. Trust, but verify. Mostly verify. Live demos fail. When it does, watch the recovery, not the crash.
What | reject What you'd do differently

First drafts are negotiations, not contracts. Watch me say no. You'll all be doing this in an hour. Take notes on my mistakes.

Remember: every run is different — non-zero temperature means non-identical results. (Fitting, for a temperature app.)
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TOOL #2

Going Local: Zed + Ollama

No cloud, no subscription, no data leaving your laptop. Some patience required.



Why Run Models Locally?

THE COSTS
Privacy RAM is destiny
Your code and data never leave your machine. No training-opt-out Model size is capped by your memory. My laptop runs the small ones —
spelunking. slowly.
Free Patience required
No subscription, no per-token bill. Electricity sold separately. Tokens arrive at the speed of your hardware, not Anthropic's datacenter.
Offline Smaller brains
Works on a plane, in a bunker, or during a cloud outage. A 4B local model is impressive for its size. 'For its size' is doing real work
there.

Sweet spot: small, well-scoped asks — explain this error, write this function, draft this test. Save the whole-app vibes for the big

models.




Ollama: A Model Server in Two Commands

®@® tcrminal

brew install ollama

Linux: install script at ollama.com/download

Ollama downloads, quantizes, and serves open models locally.

11 11 2.5-coder:7b . o -
o--ama Pu-t duen coces Editors talk to it like any other AP — except the bill is SO and the data

ollama run gwenZ2.5-coder:7b
serves an API on localhost:11434 stays home.

Pick by memory first, then by task:

Your RAM Reasonable picks (mid-2026) Vibe level

~8 GB Gemma 3 1B - Qwen3 1.7B - Phi-4-mini Autocomplete & small talk
~16 GB Qwen2.5-Coder 7B - Gemma 4 E4B - GPT-OSS 20B (tight) Solid single-file work
24-32 GB Qwen3-Coder 30B (MoE, ~3B active) Legitimately good

Fine print: your OS and apps reserve several GB, so “16 GB total” is not “16 GB for the model” — leave headroom (macOS swap is impressive, not magic).
Model names churn fast — check ollama.com/library for whatever is new this week.



Zed + Ollama: The Whole Setup

L. In:f,tall 2L _ 2. Ollama runs 3. Open Agent Panel

brew install --cask zed, brew install . i .

STTetie (T s e e el Zed auto-discovers every model you've Pick your Ollama model from the
' pulled. No API keys. dropdown. Chat, edit, refactor.

ollama.com). Pull a model.

® @® scttings.json (optional: set a default)

"agent": {
"default model": {
"orovider": "ollama",

"model": "qwen2.5-coder:7b" Demo 3: managed expectations

One small ask for Gemma/Qwen — a
Teagan-sized function, not the whole app.
We will wait for tokens together, as a

}
// ollama defaults to localhost:11434

community.




The Rest of the Field

Cursor $20/mo
The popular Al-first VS Code fork — just bought by
SpaceX for $60B. Rapid scheduled acquisition.

Google: Antigravity + Gemini CLI free (for
now)

Agent-first IDE (2.0, free preview) plus a terminal
agent with generous free limits.

GitHub Copilot $10/mo
The incumbent — lives in VS Code/JetBrains/etc.
Free tier: 2,000 completions/mo.

OpenCode free + API key
The open-source Claude Code alternative; terminal-
native, 75+ model providers.

Kiro $varies
AWS's spec-driven take: write specs, agents
implement. Runs Claude under the hood.

Cline free + API key
Open-source agent living inside VS Code; huge
community.

Also out there: Aider (git-native, open source) and Devin Desktop (Windsurf's new life under Cognition). Remember: “free software” #

free inference — the open-source tools need an APl key, so budget a few dollars to play.




Choosing Your Contractor

Want the strongest agent and will pay for it Claude Code

Live in VS Code and want to stay there Copilot, or Cline if you want open source
Want an Al-first IDE experience Cursor / Antigravity / Kiro

Care about privacy, or your budget is SO Zed + Ollama (Gemma/Qwen)

Are a terminal purist without a subscription Gemini CLI - OpenCode - Aider + cheap API
Just want to see if this is real Any chatbot + the Teagan prompt. Seriously.

Every category has a free on-ramp if you're curious — start wherever feels comfortable.



Takeaways

You're the client now
Clear specs, honest reviews, small revisions. The skill is
communication, not syntax.

Match the tool to the task

Big cloud agents for big builds; local models for private,
patient, well-scoped work.

O

Prototypes may explode
That's fine — rapid unscheduled prototyping means iteration
is nearly free.

Vibes # no verification
Test it, read it, question it. Especially before anyone else runs
it.
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Go Break Something

(on purpose, in a prototype, as the client)

Mattie Niznik (they/them) - niznik@princeton.edu
Repo: github.com/PrincetonUniversity/ai_tools_for_software_engineering

Questions and Teagan fan art welcome.

A Mattie x Claude production — “It's incredible what we can do.”
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