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• Rationale: CPU Power Modeling and Job Power Attribution 

• Platform: Use an Unique Job-Metrics Collect Platform

• Data Analysis: Use HEPScore Test and Production Environment Data

• Conclusion
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Why Frequency Matters for Power Attribution

P= α · C · V² · f
The Physics: CMOS Dynamic Power

frequency is the first-order driver of dynamic power — ignoring it discards the dominant hardware variable.

symbol Meaning        Relevance to attribution 

α Activity factor — fraction of transistors 
switching per cycle

Varies per workload type 

C Load capacitance — physical property of the chip    Constant on a given CPU 

V Supply voltage — changes with DVFS Coupled with frequency 

f Clock frequency — how fast the core ticks Directly measurable 

Of the four variables in this equation, three matter for per-job attribution:

- C is hardware-constant — cancels out in proportional allocation
- V and f are set by the CPU's DVFS state at runtime — they change dynamically
- α depends on what the workload is actually doing — instruction mix, pipeline activity
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RAPL vs IPMI: Why RAPL as the Power Baseline

RAPL (on-chip counter)

① Temporal — very high
Reads CPU MSR directly, near-zero latency
Can sample at 1/10 Hz or higher

② Spatial — exactly the CPU
Package domain = target of attribution
Excludes fans / PSU / non-CPU power

③ No sampling constraint
Sample as often as needed, negligible cost

→ Energy baseline for attribution
Gives "CPU energy used in 1 s"

IPMI (BMC telemetry)

① Temporal — low
Read via BMC, ~1 s latency
Blind to millisecond-scale changes

② Spatial — whole node
Whole-node power: memory, fans,
PSU loss and other non-CPU parts

③ Constrained by BMC cadence
Rate fixed by BMC refresh, cannot raise

→ Cross-validation baseline
Independently checks RAPL attribution
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Where runtime_ns Comes From: eBPF sched_switch Tracing

The mechanism — hook the scheduler context switch

 JobLens attaches an eBPF program to the 
sched_switch kernel tracepoint. 

 This fires on every context switch — every time 
one process leaves a core and another enters it. 

“who is using this core, right now.”

How it works — three pieces in the kernel

1
Track the current owner of each core
A per-CPU array cpu_state records which task runs on the core and 
its start timestamp (bpf_ktime_get_ns).

2
Accumulate runtime at each switch
On each switch, add the previous task's elapsed time (now − 
start_ns) to task_cpu_time, keyed by {pid_tgid, cpu}.

3 Reset the timer
Update cpu_state to the new task with a fresh start_ns.
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The Core Algorithm
For each collection interval ΔT:
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Next Steps 

Toward Complete Physics-Driven Attribution
Step 1 (Done) —
Frequency-Weighted Attribution

weight = runtime × f

• f from sysfs real-time. 
• Captures the dominant first-order 

variable. 
• Fixes the largest error vs. naive CPU% 

split.

Step 2 (Planned) —
V/f Table Calibration

weight = runtime × f × V²(f)

• Adds V²(f) via offline power_bench
calibration. N

• o standard OS interface for Voltage —
calibrated once per CPU generation, 
then static lookup at runtime.

• Corrects non-linear under/over-
attribution across frequency ranges.

Step 3 (Future) —
PMC Activity Factor

weight = runtime × f × V²(f) ×
α(IPC, FP_ratio, cache_miss_rate)

• Adds α modeled from per-process PMC 
via perf_event_open. 

• IPC, FP ratio, and cache miss rate 
capture the workload side variable 
that frequency and voltage cannot
see — distinguishing compute-dense 

from memory-bound jobs at the same 
frequency and CPU time.

P   ∝ α     × V²    × f
↑          ↑          ↑

Step 3      Step 2    Step 1
(workload)  (voltage)  (frequency)
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Correcting the Missing V² via V/f Table Calibration 

! Problem: linear-f is not 
enough

V1 assumes V²/f is constant — it 
isn't.

V rises faster than f at high 
frequency.

→ Linear-f under-attributes 
high-freq jobs, over-attributes 
low-freq jobs.

? Obstacle: V cannot be read

Linux exposes frequency 
(scaling_cur_freq),

but there is no sysfs interface 
for voltage.

On Intel, the on-die PCU manages 
V via a

proprietary table, invisible to 
the OS.

✓ Solution: offline V/f 
calibration

Infer V offline with 
power_bench:

sweep frequency, measure RAPL 
power, fit V²(f).

P_RAPL(f) − P_RAPL(base) ∝ f ×
V²(f)

One calibration per CPU 
generation,

then O(1) static lookup — no 
runtime cost.

Result
V1:  weight = runtime × f ← real-time from sysfs
V2:  weight = runtime × f × V²(f) ← V²(f) from one-time calibration
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Capturing the Activity Factor α with PMC

The gap — hardware is not the whole story

After Step 2, the weight captures both hardware-
side variables of P = α × C × V² × f:

✅ f     — per-core frequency (sysfs)
✅ V²(f) — V/f table lookup
❌ α     — still missing, treated as constant 

for all  jobs   

But α is workload-dependent. Two jobs can run 
at the same frequency, on the same core, for the 
same wall-clock time — yet consume very different 
power:

The solution — model α from PMC

The V/f table cannot see this — it models the 
hardware operating point, not what the workload 
does inside it.

Performance Monitoring Counters are hardware 
event counters in every modern core, exposed per-
process via Linux perf _event_open — fitting 
JobLens's per-job model:

RESULT
V2: weight = runtime × f × V²(f)        ← hardware-side

V3: weight = runtime × f × V²(f) ×
α(IPC, FP, cache_miss)     ← workload-side

⚠ Note: This is a very early, initial idea — V2/V3 are conceptual 
directions, not yet implemented or validated.

assumption
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What is            ?

JobLens is a per-node agent that monitors jobs from the job's perspective, providing per-job 
attribution of CPU, Power, IO, and more.

Key Design Principles: Non-intrusive (no code modification), HPC/HTC Native (supports HTCondor and 
Slurm), Pluggable (modular collector + writer architecture).
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JobLens —— A Job-Native Observability Framework 

Layer 1: Condor/Slurm Support

Hooks into kernel scheduler events 
(cgroup_create, condor_starter, 
slurm_stepd) to detect job process 
creation/exit in real-time.

Layer 2: Data Collection

Job-scoped collectors (CPU, Memory, IO, 
Network, GPU, Power) run on a timer.
JobLens provide job's metadata for every 
collector.

Layer 3: Output & Query

Multiple writer backends (ES, Kafka, File, 
Prometheus) and a REST API for historical 
metrics query.

Core Event Hooks:
• condor_starter / slurm_stepd
• Zero polling overhead, real-time

Collector Plugins

CPU Mem I/O

Net GPU Power

Writer Backends

Elasticsearch (Search)

Kafka (Queue)

Prometheus (Metrics)
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Demonstration: Current IHEP Deployment

~1200
Node Number

~64000
CPU Cores

Storage: 
5TB in ES

Deploy
Scale 

Performance 
(Overhead)

Current Status 

Memory Overhead: ~145MB
(0.014% of 1TB node memory)

251 Monitored Jobs , 3 collectors/jobs

CPU Overhead: < 0.15% per node
(37% of single core on 256-core node)

Deployed on INK (Interactive Analysis Workbench) and production Condor/Slurm
———— full access to all IHEP users (with manual trigger mode)
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HEPScore experience 
Validation: Attributed RAPL Closely Tracks IPMI Telemetry

The RAPL measurements match the IPMI readings, and a straight line can be fitted to them; the fitted 
line is consistent with the theoretically expected power distribution.

The slope (≈1.24) was obtained by a least-squares 
linear fit of IPMI power against the corresponding 
RAPL readings collected on the node under varying 
workloads.

Test Hardware:  Node: Intel Xeon Silver 4216 (32 cores) · MEM 192G · grid node (CMS/ATLAS)

IPMI ≈ 1.24 × RAPL
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HEPScore experience
Hyper-Threading Trade-off: +8% Score at +9% Power and +39% Runtime

From the figure, it can be concluded that enabling hyper-threading slightly improves both the 
benchmark score and power consumption. 
One potential issue is that the runtime increased by 2 hours, the suspected cause is that doubling the 
number of concurrent copies (via hyper-threading) severely slowed down each individual copy.

Test Hardware:  Node: LZU T2 site · Intel Xeon Gold 6338 · MEM 256G · HT-On 128 / HT-Off 64 cores
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HEPScore experience
Energy Efficiency: HT-OFF Delivers ~40% More Performance per Watt

Conclusion: disabling hyper-threading improves the performance obtained per watt of power.

Test Hardware:  Node: LZU T2 site · Intel Xeon Gold 6338 · MEM 256G · HT-On 128 / HT-Off 64 cores
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Production Jobs: Per-Job Power

Tebpf(j) is the on-CPU time of Job j measured using eBPF prog hooked on sched_switch.

Tproc(j) is the on-CPU time of Job j measured using /proc.

Coverage to verify the correction of the job power consume.

Test Hardware:  Node: Beijing ATLAS/CMS T2 site · AMD EPYC 9654 (192 cores) · MEM 768G
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Attribution in Production: Job Power vs Node Background

Note: 'node background / residual power' = total node power minus the power attributed to all jobs.   
The power data for Jobs 32683781135 and 27596890 were collected prior to July 30th.

At that time, the power collector experienced a bug related to multi-threading and single-process time 
accounting. As a result, the residual power data appears to be abnormal

Test Hardware:  Node: Beijing ATLAS/CMS T2 site · AMD EPYC 9654 (192 cores) · MEM 768G
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Conclusion

Method — physics-driven attribution Engineering

Validation — numbers hold up Impact & known gaps

From first principles, we derive CPU 
power-related parameters, which in turn 
determine our power measurement approach 
and attribution algorithm.

We utilize the already-deployed JobLens at 
the IHEP site as our collection platform, on 
which we have deployed a frequency-weighted 
Job power consumption collection and 
attribution algorithm.

We used HEPSCORE as the test workload 
to verify the correctness of the power 
attribution algorithm.

We deployed the system on designated 
grid nodes for a period of time and 
collected power consumption data for a 
batch of jobs.

Through power consumption modeling, the 
limitations of the existing V1 algorithm have 
been identified. The implementation of V2–V3 
versions requires parameter calibration, which 
is already in the planning.
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Thank You For Listening
Welcome to Ask Questions and Discuss 

Contact: shijy@ihep.ac.cn 

Open Source: https://github.com/joblens-org
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