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Outline



What we already have

IPMI is an Out-of-Band tool that 
allows hep-benchmark-suit:plugin 
to directly collect power data :

$ ipmitool dcmi power reading

PRO

- relies on the BMC 
(highly reliable)

- true wall power 

CONS

- access latency and 
low sampling 
rate(1-5s)

- Coarse granularity

Nikita Piatygorskiy 
(n_piatygorskiy@knu.ua)
proposed the RAPL plugin for 
hep-benchmark-suite

mailto:n_piatygorskiy@knu.ua


What is Running Average Power Limit?

- feature for x86 architecture
- estimates the 

[CPU/Memory/System]’s energy 
consumption 

- map these readings into CPU 
registers into the Model 
Specific Registers and they 
are then exposed by the kernel 
into the sysfs
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How did we implement it?



RAPL domain coverage on LCG 

CPU Model \ domain package dram psys ~ LCG cpu entries 
1 

AMD EPYC 7543 32-Core Processor ✅ 38’314

Intel(R) Xeon(R) Silver 4216 CPU ✅ ✅ 14’094

Intel(R) Xeon(R) Platinum 8480+ ✅ ✅ ✅ 10’794

AMD EPYC 9754 128-Core Processor ✅ 4’306

Intel(R) Xeon(R) E-2124 CPU ✅ ✅ -

Intel(R) Xeon(R) CPU E5-2630 v3 ✅ ✅ -

1: data retrieved from     
bmk-wlcg-prod-summary-*3*/*'

Package domain here could be 
the real added value 



Is it really useful in our use-case?

TEST BED 

- omega-2:
- Intel(R) Xeon(R) Platinum 8480+
- TDP 350W
- 4 nvidia GPU
- 2 sockets

- bmk-ironic-0565734bd1 
- AMD EPYC 7543 32-Core Processor
- TDP 225-240W 
- 2 sockets

full core (100% util)
hepscore 2.0

hepscore:default (all 
HEP benchmarks)

3 runs

[25%,50%,75%,100%] core 
utilization
hepscore 2.0

hepscore:atlas_gen only
3 runs each

[25%,50%,75%,100%] core 
utilization
hepscore 2.0

hepscore:atlas_gen only
3 runs each



full core (100% util)
hepscore 2.0

hepscore:default (all 
HEP benchmarks)



full core (100% util)
hepscore 2.0

hepscore:default (all 
HEP benchmarks)



25% & 50% - Xeon Platinum 8480+
  

[25%,50%] core 
utilization
hepscore 2.0

hepscore:atlas_gen 
only



75% & 100% - Xeon Platinum 8480+

[75%,100%] core 
utilization
hepscore 2.0

hepscore:atlas_gen 
only





25% & 50% - AMD EPYC 7543 32-Core

[25%,50%] core 
utilization
hepscore 2.0

hepscore:atlas_gen 
only



75% & 100% - AMD EPYC 7543 32-Core

[75%,100%] core 
utilization
hepscore 2.0

hepscore:atlas_gen 
only





Evolution of Intel RAPL Security

2010–2011
Kernel 2.6.37–3.x

Intel RAPL driver & 
energy_uj introduced in 
sysfs. World-readable 
(0444).

2014–2019
Kernel 3.x–5.8

Tools like PowerAPI and 
perf read energy data 
directly.

2020
Kernel 5.8 / 5.9

PLATYPUS Attack 
published. Power leakage 
exposes AES & SGX 
keys.

Nov 2020
Kernel 5.10-rc4

CVE-2020-8694 mitigated. 
Access restricted to 
root-only (0400).

2025–2026
Recent Kernels

Driver refactored (TPMI, 
MMIO support). Permission 
policy remains root-only.



PLATYPUS attack

This attack requires:

● unprivileged code execution on the same physical machine as the victim;
● shared CPU package (same RAPL domain);
● a victim performing sensitive cryptographic operations repeatedly enough 

to collect statistics;
● access to high-resolution RAPL energy counters.

Most WLCG jobs are:

● HEP simulations
● event reconstruction
● data analysis
● Monte Carlo production

These workloads generally do not manipulate long-lived secrets like AES 
session keys or RSA private keys continuously.



Recap

RAPL:

- PRO
- Higher sampling freq (useful, but not necessary in our use case)
- domains are kept separated (if present)

- could be useful for dram power consumption(jsut on Intel), and to 
estimate others component’s power (fans,disks,..?)

- CONS
- security concerns (CVE-2020-8694)

- In my personal opinion not really an issue in our use-case, but 
still could be a problem for some sites

- Not well documented: what is actually counted in psys?

@Emanuele



v1.5 vs v2.0 score 
discrepancy on

hep-score

giacomo.madella@cern.ch



Problem - 05/Feb/2026



Problem - other tests



Problem - many other tests



Testbed
I used 4 different machines with 4 differents CPUs. In every 
machines the environments were fixed: all support folder used 
by singularity and every python-venv/repo/files set inside 
$WORKDIR

- UNIBO: [WORKDIR: /tmp/$USER] test done with and w/out sudo
- lambda-2 [AMD EPYC 9754 128-Core]
- omega-2 [intel Xeon(R) Platinum 8480+]

- CERN: [WORKDIR: /var/benchmark/$USER] test done with sudo
- bmk-ironic-ed813faec [Intel(R) Xeon(R) Silver 4216]
- bmk-ironic-9d48424cd5 [AMD EPYC 7543 32-Core]



Is Singularity/Apptainer affected?

raw atlas_gen score

node \ hepscore version v1.5 v2.0

bmk-ironic-ed813faec
[root]

22.4533 11.0948

omega-2
[non-root]

131.8839 110.7809

The idea was to check if the problem is still there when I 
manually run the Apptainer command (exactly same oneta used 
by bmkrun script)

tl;dr 
YES, and 
root is 
not the 
culprit



Conf in suite Cmd mapped in singularity

NONROOT

v20_keep_bind_env singularity run -i -c -e -B 
/tmp/gmadella/hepscore-debug/session_omega-2/T3_hepscore_direct/v20_keep_bind_env/run_1/results/HEPscore_17Jul2026_232931/atlas-gen_sherpa-ma-bmk/run1:/results -B 
/tmp/gmadella/hepscore-debug/session_omega-2/T3_hepscore_direct/v20_keep_bind_env/run_1/results/HEPscore_17Jul2026_232931/tmp:/tmp -B 

/tmp/gmadella/hepscore-debug/session_omega-2/T3_hepscore_direct/v20_keep_bind_env/run_1/results/HEPscore_17Jul2026_232931/tmp:/var/tmp --unsquash 
oras://gitlab-registry.cern.ch/hep-benchmarks/hep-workloads-sisf/atlas-gen_sherpa-ma-bmk:v2.0 -W --threads 1 --events 200

v20_host_tmp singularity run -i -c -e -B 
/tmp/gmadella/hepscore-debug/session_omega-2/T3_hepscore_direct/v20_host_tmp/run_1/results/HEPscore_17Jul2026_232939/atlas-gen_sherpa-ma-bmk/run1:/results -B /tmp -B 

/var/tmp -B /var/tmp -B /var/tmp -B /var/tmp --unsquash oras://gitlab-registry.cern.ch/hep-benchmarks/hep-workloads-sisf/atlas-gen_sherpa-ma-bmk:v2.0 -W --threads 
1 --events 200

v15 singularity run -i -c -e -B 
/tmp/gmadella/hepscore-debug/session_omega-2/T3_hepscore_direct/v15_userns_on/run_1/results/HEPscore_17Jul2026_232948/atlas-gen_sherpa-ma-bmk/run1:/results -B /tmp 

--unsquash -u docker://gitlab-registry.cern.ch/hep-benchmarks/hep-workloadss/atlas-gen_sherpa-ma-bmk:v2.0 -W --threads 1 --events 200

v20
(unsquash is present)

singularity run -i -c -e -B 
/tmp/gmadella/hepscore-debug/session_omega-2/T3_hepscore_direct/v20_userns_on/run_1/results/HEPscore_17Jul2026_232957/atlas-gen_sherpa-ma-bmk/run1:/results -B 
/tmp/gmadella/hepscore-debug/session_omega-2/T3_hepscore_direct/v20_userns_on/run_1/results/HEPscore_17Jul2026_232957/tmp:/tmp -B 

/tmp/gmadella/hepscore-debug/session_omega-2/T3_hepscore_direct/v20_userns_on/run_1/results/HEPscore_17Jul2026_232957/tmp:/var/tmp --unsquash -u 
oras://gitlab-registry.cern.ch/hep-benchmarks/hep-workloads-sisf/atlas-gen_sherpa-ma-bmk:v2.0 -W --threads 1 --events 200

ROOT

v15 singularity run -i -c -e -B 
/tmp/root/hepscore-debug/session_omega-2/T3_hepscore_direct/v15_userns_on/run_1/results/HEPscore_18Jul2026_000649/atlas-gen_sherpa-ma-bmk/run1:/results -B /tmp 

--unsquash -u docker://gitlab-registry.cern.ch/hep-benchmarks/hep-workloadss/atlas-gen_sherpa-ma-bmk:v2.0 -W --threads 1 --events 200

v20

(here NO UNSQUASH)

singularity run -i -c -e -B 
/tmp/root/hepscore-debug/session_omega-2/T3_hepscore_direct/v20_userns_on/run_1/results/HEPscore_18Jul2026_000659/atlas-gen_sherpa-ma-bmk/run1:/results -B 
/tmp/root/hepscore-debug/session_omega-2/T3_hepscore_direct/v20_userns_on/run_1/results/HEPscore_18Jul2026_000659/tmp:/tmp -B 

/tmp/root/hepscore-debug/session_omega-2/T3_hepscore_direct/v20_userns_on/run_1/results/HEPscore_18Jul2026_000659/tmp:/var/tmp (???) -u 
oras://gitlab-registry.cern.ch/hep-benchmarks/hep-workloads-sisf/atlas-gen_sherpa-ma-bmk:v2.0 -W --threads 1 --events 200



The grids search

Fast GridSearch — 
grid_search_results_lambda2.json

  Total runs (successful)  : 24
  Unique configurations    : 8
  Global mean gen_score    : 246.9208

Long GridSearch — 
grid_search_results_omega2.json

  Total runs (successful)  : 192
  Unique configurations    : 64
  Global mean gen_score    : 121.5411

I set up two different grid searches to investigate most of 
the potential Apptainer culprits (including more than we 
actually use). Every configuration was run three times.



Spot the culprit. Level: Impossible



Results - omega-2



Results - omega-2 - unsquash



Why did we remove unsquash from root?

Christopher Henry Hollowell added a 

comment - 27/Sep/23 [BMK-1309]

Apptainer is failing to remove the 
unpacked rootfs- directories in some 
cases when workload containers are 
executed as the root user: this is a bug! 
[...]   The 1.6rc releases contain code 
that disable the use of the --unsquash 
flag when executed as root, and thus 
avoid this issue.

https://its.cern.ch/jira/secure/ViewProfile.jspa?name=chollowe
https://its.cern.ch/jira/browse/BMK-1309?focusedId=4951737&page=com.atlassian.jira.plugin.system.issuetabpanels:comment-tabpanel#comment-4951737
https://its.cern.ch/jira/browse/BMK-1309


Solution

BMK-1309

https://its.cern.ch/jira/browse/BMK-1309


Other flags (after removing unsquas==False)



Why was it so difficult to find?

1. We were not keeping track of the user that was running 
the benchmark (root or non-root)

2. It is quite difficult to use specific version of hepscore 
(bmkrun -x V) from hep-benchmark-suite outside of v2.0 or 
v1.5 (3 checks)



Conclusion

To conclude 

- unsquash was the cause of the discrepancy
- the fix is quite easy and already in place [BMK-2108]
- all the other flags tested are not really changing the 

score

Next Steps:

I still need to test it on a wider range of machines to 
verify that the cleanup still works after reimplementing the 
feature to run with root privileges.

https://its.cern.ch/jira/browse/BMK-2108

