
(my) RAPL experience



Outline
➢ Intro to RAPL (Running Average Power Limit)

. . . thx Giacomo ☺

➢ My testing environment:
- Hardware available @ ScotGrid Glasgow
- Exporter script (IPMI & RAPL) 
- Benchmarks: HEP-Score & Ramp-Up

➢ Power metrics comparison: RAPL vs IPMI
- Timeseries plots & Scatter plots
- Average Differences & Integrated Energy

➢ Security concerns: Platypus (CVE-2020-8694)

➢ Conclusions: RAPL is not worth the effort:
- it only measures CPU activity on x86 (AMD), + also DRAM on Intel; 
- only available on x86, no ARM implementation;
- discrepancies with IPMI are large, not linear and not constant;
- accuracy is very hardware dependent (5 - 43%);
- and there are security concerns (CVE-2020-8694).



2xAMD64ht:  Dual Socket AMD EPYC 7513 (DELL)
CPU:  2 * x86 AMD EPYC 7513 (Milano), 32C/64HT @ 2.6GHz (TDP 200W)
RAM:  512GB (16 x 32GB) DDR4 3200MT/s → 4 GB/core
HDD:  3.84TB SSD SATA Read Intensive

in-House (production)

~ 5k cores

2xAMD64ht:  Dual Socket AMD EPYC 7452 (DELL)
CPU:  2 * x86 AMD EPYC 7452 (Roma), 32C/64HT @ 2.35GHz (TDP 200W)
RAM:  512GB (16 x 32GB) DDR4 3200MT/s → 4 GB/core
HDD:  3.84TB SSD SATA Read Intensive

2xIntel40ht:  Dual Socket Intel XEON E5-2630 v4 (HP)
CPU:  2 * x86 Intel(R) Xeon(R) E5-2630 v4, 10C/20HT @ 2.2GHz (TDP 85W)
RAM  160GB (4 x 32GB + 4 x 8GB) DDR4 2400 MHz → 4 GB/core
HDD:  2TB disk SATA @ 7200 RPM 

~ 7.5k cores

~ 1.5k cores 2*ARM80c:  Dual Socket Ampere Altra Q80-30 (Ampere)
CPU:  2 * ARM Ampere Q80-30, 80C @ 3GHz (TDP 210W)
RAM:  512GB (32 x 16GB or 16 x 32GB) DDR4 3200MT/s → 3.2 GB/core
HDD:  2 * 1TB NVMe

~ 2k cores

ARM128c:  Single Socket Ampere Altra Max M128-30 (SuperMicro)
CPU:  ARM Ampere M128-30, 128C @ 3GHz (TDP 250W)
RAM:  512GB (8 x 64 GB) DDR4 3200MHz → 4 GB/core
HDD:  8TB NVMe ~ 2k cores

AMD96ht:  Single AMD EPYC 7003 (GIGABYTE)
CPU:  x86 AMD EPYC 7643, 48C/96HT @ 2.3GHz (TDP 225W)
RAM:  256GB (16 x 16GB) DDR4 3200MHz → 2.7 GB/core
HDD:  3.84TB SSD SATA

Grace144c: Dual Socket* NVidia Grace (SuperMicro)
CPU:  NVidia Grace 144-Core 480GB DDR5 @ 3.4GHz (TDP 500W)
RAM:  480GB (on chip) DDR5 4237MHz → 3.3 GB/core
HDD:  1TB NVMe + 4TB NVMe

ARM80c:  Single socket Ampere Altra Q80-30 (GIGABYTE)
CPU:  ARM Ampere Q80-30, 80C @ 3GHz (TDP 210W)
RAM:  256GB (16 x 16GB) DDR4 3200MHz → 3.2 GB/core
HDD:  3.84TB SSD SATA

in-House (testing)

RAPL not available on ARMs …GPU node was busy …

☺



Exporter Script(s)

# IPMI mean over window

if [ "$IPMI_COUNT" -gt 0 ]; then

IPMI_AVG_W=$(awk -v s="$IPMI_SUM" -v n="$IPMI_COUNT" 'BEGIN { printf "%.3f", s / n }')

IPMI_NSAMPLES="$IPMI_COUNT"

else

IPMI_AVG_W="NaN"

IPMI_NSAMPLES="0"

fi

# RAPL package: read, overflow-correct, convert to Watts

RAPL_NOW_PKG_UJ=$(read_rapl_uj "${RAPL_PKG_FILES[@]}")

DE_PKG=$(compute_delta_uj "$RAPL_LAST_PKG_UJ" "$RAPL_NOW_PKG_UJ" "$RAPL_PKG_MAX_STR")

if [[ "$DE_PKG" != "NaN" && "$DT" -gt 0 ]]; then

RAPL_PKG_W=$(awk -v de="$DE_PKG" -v dt="$DT" 'BEGIN { printf "%.3f", de / 1000000 / dt }')

else

RAPL_PKG_W="NaN"

fi

# RAPL DRAM: same

RAPL_NOW_DRAM_UJ=$(read_rapl_uj "${RAPL_DRAM_FILES[@]}")

. . .

An exporter scripts runs in background on the node (with root privileges): periodically queries system 
metrics such as CPU, RAM usage, clock frequency, IPMI power readings and RAPL files; calculates 
averages over 1 min window; and dumps metrics to a world-readable JSON file (/tmp/ or /var/).

$ sudo nohup ./jdump.sh 5 60 &

sampling 
interval

time 
window

exporter 
script

IPMI exporter

RAPL exporter

{

"date_yyyymmdd": "2026-08-04" ,

"time_hhmmss": "17:31:36" ,

"cpu_usage_percent": "0.0" ,

"memory_usage_gb": "4.95" ,

"cpu_frequency_ghz": "1.49274" ,

"ipmi_power_watt": "91.917" ,

"ipmi_samples": "12" ,

"rapl_package_watt": "49.514" ,

"rapl_dram_watt": "NaN"

}

info.json

The file is overwritten at every cycle, so   
it is responsibility of the job to store the 
metrics into a CSV file for later analysis ...



RAPL Power Measurement Method
RAPL (Running Average Power Limit) exposes hardware energy counters via the Linux powercap
sysfs interface, updated in hardware at about 1 milli-second resolution.

Average power over a measurement window is computed as: P = Delta_E / Delta_t

Where: 

Delta_E = E(t1) - E(t0) is the energy consumed in the window, summed across all CPU sockets,
Delta_t = t1 - t0 is the wall-clock duration of the window (1 minute),
E is the energy read from energy_uj (micro-Joules) and converted to Joules.

Counter wraparound (when E(t1) < E(t0)) is corrected as: 

Delta_E = (max_energy_range_uj - E(t0)) + E(t1)

Where max_energy_range_uj is a hardware-defined per-socket constant read at startup from sysfs.

Domains measured: 
- CPU package (all sockets); 
- DRAM where available (available on Intel, but typically absent on AMD).

IPMI power is averaged over the same window from 30 (=60s/5s) instantaneous BMC readings:

P_IPMI = (1/N) * sum( P_i )



Runs
I ran the following benchmarks, while collecting both IPMI & RAPL metrics:

- the standard HEP-Score suite (3 repetition of 7 workloads), with slightly modified run_HEPscore.sh ,  

- a custom sleep+stress script that simulates increasing CPU and RAM load: rampUp.sh .

./${COLLECTOR} ${OUTFILE} &

... 

## Sleep ##

echo "* (1) Starting the nap: sleep ${RUNTIME}"

sleep ${RUNTIME}

... 

## Ramp-Up ##

echo "* (2) Starting ramp-up:"

for ((i=1; i<=CORES; i++)); do

stress -c 1 --vm-bytes 2G &

PID=($!)

sleep $(( RUNTIME / CORES ))

done

... 

## Stress ##

echo "* (3) Starting the job: stress ${FLAGS} -t ${RUNTIME}s"

stress ${FLAGS} -t ${RUNTIME}s

... 

sleep ${WAIT}

pkill ${COLLECTOR}

...

./${COLLECTOR} ${OUTFILE} &

sleep ${WAIT}

... 

# Always done so options are taken into account

create_workdir

cd $WORKDIR

create_config_file

if [[ $INSTALL_ONLY == false && $RUN_ONLY == false ]] ; then

hepscore_install

hepscore_run

elif [[ $INSTALL_ONLY == true && $RUN_ONLY == false ]] ; then

hepscore_install

elif [[ $RUN_ONLY == true && $INSTALL_ONLY == false ]] ; then

hepscore_run

else

echo "You can't use -i and -r together."

fi

...

sleep ${WAIT}

pkill ${COLLECTOR}

...

rampUp.sh run_HEPscore.sh



HEP-Score timeseries
AMD Epyc Milan 48c 2 * Intel Xeon 10c

2 * AMD Epyc Rome 32c 2 * AMD Epyc Milan 32c



AMD Epyc Milan 48c

Ramp-Up timeseries
2 * Intel Xeon 10c

2 * AMD Epyc Rome 32c 2 * AMD Epyc Milan 32c



Scatter Plots (Watts)
Scatter-plots clearly show the lower power readings (Watts) of RAPL compared to IPMI.
The agreement seems to be worse for our single socket AMD machine . . .



Summary Table(s)
HEP-Score benchmark Tot. Energy (kWh) IMP-RAPL

Year CPU TDP (W) Chassis Max Frq. (GHz) Sockets threads RAM (GB) IPMI RAPL mem ΔWattmin ΔWattMax ΔE (kWh) ΔE %

2022 AMD EPYC 7643 48-Core 225 SuperMicro 3.64 1 96 251 1.553 0.907 0.000 61.1 177.2 0.645 42%

2017 Intel Xeon E5-2630 v4 10-Cores CPU2*85 HP 3.10 2 40 156 1.266 0.926 0.112 15.9 84.2 0.339 27%

2020 AMD EPYC 7452 32-Core 2*200 DELL 3.36 2 128 502 1.698 1.403 0.000 -8.0 112.1 0.295 17%

2021 AMD EPYC 7452 32-Core 2*200 DELL 3.36 2 128 502 1.845 1.551 0.000 -0.8 104.3 0.293 16%

2022 AMD EPYC 7513 32-Core 2*200 DELL 3.68 2 128 502 1.860 1.577 0.000 7.5 100.0 0.282 15%

☺

Rump-Up script Tot. Energy (kWh) IMP-RAPL

Year CPU TDP (W) Chassis Max Frq. (GHz) Sockets threads RAM (GB) IPMI RAPL mem ΔWattmin ΔWattMax ΔE (kWh) ΔE %

2022 AMD EPYC 7643 48-Core 225 SuperMicro 3.64 1 96 251 0.140 0.079 0.000 38.1 177.2 0.061 43%

2017 Intel Xeon CPU E5-2630 v4 2*85 HP 3.10 2 40 156 0.066 0.045 0.005 32.1 49.7 0.021 31%

2020 AMD EPYC 7452 32-Core 2*200 DELL 3.36 2 128 502 0.127 0.117 0.000 -14.4 44.0 0.010 8%

2021 AMD EPYC 7452 32-Core 2*200 DELL 3.36 2 128 502 0.130 0.124 0.000 -15.8 36.2 0.007 5%

2022 AMD EPYC 7513 32-Core 2*200 DELL 3.68 2 128 502 0.151 0.130 0.000 -8.5 84.6 0.021 14%

☺

42% 27% 17% 16% 15% 43% 31% 8% 5% 14%

Δ%



Security Concerns
By default, RAPL metrics (/sys/class/powercap/intel-rapl:*/energy_uj) are only readable 
by root:

$ ls -latrh /sys/class/powercap/intel-rapl:*/energy_uj

-r--------. 1 root root 4.0K Aug  4 10:11 /sys/class/powercap/intel-rapl:0/energy_uj
-r--------. 1 root root 4.0K Aug  4 10:11 /sys/class/powercap/intel-rapl:1/energy_uj
-r--------. 1 root root 4.0K Aug  4 10:11 /sys/class/powercap/intel-rapl:1:0/energy_uj
-r--------. 1 root root 4.0K Aug  4 10:11 /sys/class/powercap/intel-rapl:0:0/energy_uj

. . . because there is a known vulnerability (CVE-2020-8694), described as PLATYPUS 
attack, where a hacker could exploit unprivileged RAPL power readings to monitor tiny 
changes in CPU energy consumption and correlate them with secret-dependent 
computations, allowing the attacker to infer sensitive data such as cryptographic keys.

See:  https://platypusattack.com/

It sounds a very unlikely attack for Grid sites: workernodes run various simultaneous jobs 
and unpredictable workloads. And we do not have many secrets to steal ☺

However, the WLCG has this tool called Pakiti (https://pakiti.egi.eu/) that randomly checks 
grid nodes against known vulnerabilities.

So . . . a site exposing RAPL metrics would be flagged against the know CVE-2020-8694 

https://platypusattack.com/
https://pakiti.egi.eu/


Conclusions

- RAPL only measures CPU 
activity (on AMD), Intel also 
reports DRAM;

- it is only available on x86, 
there is no ARM
implementation so far;

- discrepancies with IPMI
readings are large (5 - 43%), 
the difference is not linear nor 
constant w.r.t. CPU load;

- accuracy is very much 
hardware dependent;

- … and there are security 
issues (CVE-2020-8694).

RAPL is an interesting technology, but not worth the effort at present times:


