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A K 0
L beam experiment at BNL in 1963

Water
Cerenkov

PLAN VIEW Magnet

1 foot

Collimator 22 Spark Chamber

22

57 Ft. to Magnet

internal target Helium Bag

Water
Cerenkov

The 33 GeV Alternating Gradient Synchroton (BNL): adapted from Christenson et al, Phys. Rev. Lett. 13, 138 (1964)

Do you know why it is famous?
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https://www.bnl.gov/rhic/ags.php
https://journals.aps.org/prl/pdf/10.1103/PhysRevLett.13.138


Outcome

▶ How to best separate signal from
background events?

▶ To which extent can the observation be
trusted? Was it just an unlucky
fluctuation of the background?

▶ How can the observation be interpreted in
terms of K 0 eigenstates and CP-violating
phase?

▶ What theoretical parameter ranges are
compatible with the observation?

▶ etc

The field of statistics provides the formal tools
to answer those questions, and more.

⇒ K 0
L = 1√

2
(K0 − K̄0) +

1√
2
ϵ(K0 + K̄0), |ϵ| ≈ 2.3× 10−3
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Resources
Textbooks

▶ Probability and Statistical Inference, Hogg, Tannis and Zimmermann, Pearson, 2015 [pdf]
▶ Digital textbook on probability and statistics, Taboga, online [web]
▶ Introduction to Probability, Statistics and Random Processes, Pishro-Nik, online [web]
▶ The Book of Statistical Proofs, collaborative project, online [web]
▶ Data analysis in high energy physics: A practical guide to statistical methods, Demortier et

al, Wiley-VCH, 2013.
▶ Stat. Methods for Data Analysis in Part. Phys., L. Lista, Lect.Notes Phys. 909 (2016) 1-172

Lecture notes
▶ G. Cowan, on stat. data analysis [web]
▶ P. Breheny, on likelihood theory and extensions, [online]
▶ G. Cowan, on statistics for Searches at the LHC, 2012 [1307.2487]
▶ S. Lauritzen, on statistical inference, 2004 [important results, web]
▶ W. Werkerke, on uncertainties, 2014 [pdf]
▶ W. Werkerke, on confidence intervals, 2009 [pdf]
▶ K. Cranmer, on confidence intervals, 2013 [pdf]
▶ D. Tonelli, on statistics for physics, 2019 [pdf]
▶ Walsh, on Bonferroni corrections, 2004 [pdf]

Reviews and topical publications
▶ Particle Data Group reviews, Phys. Rev. D 110, 030001 (2024) [articles 39 and 40]
▶ E. Gross, LHC statistics for pedestrians, 2008, preprint
▶ G. Cowan et al, Asymptotic formulae for likelihood-based tests of new physics, [EPJC

71(2011)]
▶ S. Algeri et al, on situations where Wilks’ theorem does not apply, [NRP 2021]
▶ A. Read, on CLs [J. Phys. G 28, 2693 (2002)]

Compendiums of problems
▶ Strategic Practice and Homework Problems, Blitzstein, online [web]
▶ Collection of Solved Statistics Problems, StatisticsHelp.org, online [web]
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https://faculty.ksu.edu.sa/sites/default/files/677_fr37hij.pdf
https://www.statlect.com
https://www.probabilitycourse.com
https://statproofbook.github.io/I/ToC
https://www.pp.rhul.ac.uk/~cowan/stat_course.html
https://myweb.uiowa.edu/pbreheny/teaching.html
https://arxiv.org/abs/1307.2487
https://www.stats.ox.ac.uk/~steffen/teaching/bs2siMT04/si16c.pdf
https://www.stats.ox.ac.uk/~steffen/teaching/bs2siMT04/overview.htm
https://indico.in2p3.fr/event/9742/contributions/50419/attachments/40828/50594/sos2014_systprof_v38.pdf
https://indico.nbi.ku.dk/event/100/contributions/9/attachments/6/6/data_analysis_2009_part4.pdf
https://indico.cern.ch/event/208901/contributions/1501047/attachments/323314/450930/Cranmer_L3.pdf
https://indico.ific.uv.es/event/3550/sessions/1204/attachments/7036/8193/Stat-DTonelli-2.pdf
https://physiology.med.cornell.edu/people/banfelder/qbio/resources_2008/1.5_Bonferroni_FDR.pdf
https://pdg.lbl.gov/2026/reviews/rpp2026-rev-probability.pdf
https://pdg.lbl.gov/2026/reviews/rpp2026-rev-statistics.pdf
https://cds.cern.ch/record/1099994
https://arxiv.org/abs/1007.1727
https://arxiv.org/abs/1007.1727
https://arxiv.org/pdf/1911.10237
https://stat110.hsites.harvard.edu/strategic-practice-problems
https://statisticshelp.org/statistics-problems.php


Formal aspects of probability theory

Probability space: a triplet

Π =
(
set Ω, σ-algebra Σ ⊆ 2Ω, P : Σ→ [0, 1]

)
satisfying Kolmogorov’s axioms (≈ 1930).

The modern axiomatization interprets Σ as a measure space with P as a
measure ⇒ theorems from measure theory, functional analysis. . .

For example: existence of Borel σ-algebra over Rn (smallest containing all
intervals) + Caratheodory extension theorem ⇒ can skip explicit construction
of Π for (finite-dim) particular cases

Real-valued random variables: mappings Ω→ R such that X−1(]−∞, ξ]) ∈ Σ
(i.e. measurable), inducing a measure P ◦X−1; fully characterized by either:

▶ their distribution Ψ(x) := P(X ≤ x), increasing function over ]−∞,∞[

▶ their density ψ(x) := − d
dξ

P(X ≤ x), integrating to 1

Conditional probabilities P(X |Y ), ψX |Y (x , y) =
ψ(x , y)

ψY (y)
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Expectation & fundamental properties

E(X ) :=

∫
xdψ(x)dx , a linear functional

X ,Y independent ⇒ E(XY ) = E(X )E(Y )

E(f (X )) =

∫
f (x)ψ(x)dx (law of the unconscious statistician)

Conditional expectation E(f (X )|Y ) =

∫
X◦Y−1

f (x)ψX |Y (x)dx , a random variable (!)

and closely-related linear functional E(X |A ⊆ Σ)

E(X ) = E(E(X |Y )) (law of total expectation)
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Variance and covariance

Var(X ) := E
(
(X − E(X ))2

)
= E(X 2)− E(X )2

Cov(X ,Y ) = E ((X − E(X ))(Y − E(Y )))

Correlation coefficient (Pearson) ρ(X ,Y ) := Cov(X ,Y )/
√

Var(X ) Var(Y )

Var(X ) = E(Var(X |Y )) + Var(E(X |Y )) (law of total variance)

For non-scalar RVs, distinguish covariance matrix Var(X⃗ ) (sym., pos.

semi-def.) and cross-covariance matrix Cov(X⃗ , Y⃗ )

Var(X⃗+Y⃗ ) = Var(X⃗ )+Var(Y⃗ )−2Cov(X⃗ , Y⃗ )

Error propagation:

Var(f (X⃗ )) ≈
∑

Var(Xi )

(
∂f

∂Xi

∣∣∣∣
E(X⃗ )

)2

+ 2
∑
i<j

Cov(Xi ,Xj)
∂2f

∂Xi∂Xj

∣∣∣∣
E(X⃗ )

+ · · ·
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Statistical inference

Observations are used to. . .

▶ measure a quantity of interest ⇒ estimators

▶ assign measurement uncertainties ⇒ confidence intervals

▶ reject incompatible model parameters ⇒ hypothesis tests

▶ do other things I won’t address, such as predictive modelling

These different constructions have strong connections. . .

8 / 84



Population and sample, and notation

▶ Population P = set, finite or infinite, of objects of interest

▶ Sample x⃗ ⊆ P of size n = dim x⃗

▶ In general unbiased samples are sought for, obtained:
▶ |P| =∞: by randomly drawing objects from P, thus samples are RVs
▶ |P| <∞: by correcting for bias introduced by sampling without

replacement (finite population corrections)

▶ Each member of the sample is an observation xi
▶ Observations can be be scalar or contain several features

▶ will use blindly x⃗ for either case when it does not matter
▶ or explicitly x⃗ ⊕ y⃗ ⊕ . . . ≡ (x1, y1, . . . x2, y2, . . .), xi ∼ X , yi ∼ Y , etc

if distinguishing between features is useful
▶ or even ⃗⃗x to contrast with other scalar observations

Statistics aim at infering properties of P from those of x⃗
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Statistical model

A familyM of probability measures over Σ(x⃗) such that Ψx⃗ ∈M.

Typically a parametric family of distributions

M(θ⃗) =
{
Ψ(x⃗ ; θ⃗)

}
, θ⃗ ∈ Θ (parameter space),

for which we want to constrain the parameters θ⃗.

▶ identifiable model if Ψθ⃗ = Ψϑ⃗ implies θ⃗ = ϑ⃗

▶ dimension of the model dim θ⃗: number of parameters

▶ parametric model: finite dimension

e.g. sample = (m∗
1 , . . .m

∗
5211)

M(ϵ) =

{
(1− ρϵ)Ψ3-body

m∗ + ρϵΨ
ππ
m∗, ρϵ =

2ϵ2

3τK0
S
τK0

L

, ϵ ≥ 0

}
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Frequentist interpretation

▶ Sampling may be repeated infinitely

▶ Probabilities, expectations. . . are limiting frequencies, averages. . . of the
repeated trials

▶ i.e. Borel’s law of large numbers

▶ Model parameters are unknown but not stochastic

▶ There are other interpretations, which give rise to different statistics
methods:

▶ Classical ⇔ enumeration
▶ Bayesian (subjectivism) ⇔ degree of belief
▶ others, e.g. propensity, likelihoodism
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Statistic

▶ any function t(x⃗), therefore it is a RV

▶ characterized by its sampling distribution

▶ different kinds: descriptive statistic, test statistic, estimator. . .

▶ ancillary (also called: pivotal quantity), if ψ(t) does not depend on θ⃗

▶ sufficient if ψ(x⃗ |t) does not depend on θ⃗

▶ complete if ∀g , E(g(t) = 0) ∀θ ⇒ P(g(t) = 0) = 1 ∀θ
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Summary statistics

Calibration with K 0
S regeneration:

Water
Cerenkov

PLAN VIEW Magnet
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W

π+

π−

K 0
S

A few thousands recorded events
characterize the expected signal via
generic summary statistics:

⟨mππ⟩ = 498.1± 0.4 MeV ≈ mK0

RMSD(mππ) = 3.6± 0.2 MeV

⟨θππ,beam⟩ ≈ 0

RMSD(θ) = 3.4± 0.3 mrad
in reality the mππ distribution was characterized by fitting a gaussian
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More examples

▶ Location: mean, median, mode. . .

▶ Dispersion: standard deviation, quantiles,
interquartile range

▶ order statistics

▶ Shape: higher sample moments
(skewness, kurtosis), empirical distribution

▶ Correlation coefficients: Pearson,
Spearman’s rank. . .

▶ 5-number summary (or box plot):
minimum, lower quartile, median, upper
quartile, maximum
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(source: Wikipedia, with Michelson-Morley data)

Hypothesis tests for nonparametric models typically rely upon these statistics.
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https://en.wikipedia.org/wiki/Box_plot


Statistical hypothesis

H ⊆ Θ

▶ it is a statement about the statistical model of the population

▶ i.e. a choice of specific values for the model parameters, or at least
some constraints over them

▶ H should be refutable by specific sample(s)
▶ most often only within a certain degree of confidence

▶ Simple hypothesis: complete characterization of the population, all
parameters take a specific value

▶ Composite hypothesis: characterization only partial
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Hypothesis test

We define:

▶ a null hypothesis H0 (e.g. background-only)

▶ an alternate hypothesis H1 or HA (e.g. signal+background)

▶ for ex. H1 = Θ \ H0

▶ its relevance varies with the test nature

▶ a critical region C ⊆ S = (non-unique) set of possible samples that we
consider incompatible with H0

▶ Critical values ∂C: boundary of the critical region

The null hypothesis H0 may then be rejected if the observed sample
belongs to the critical region C.
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Test statistic

This was very general. In practice the test is built via a proxy, the test statistic:

t : P → R, x⃗ 7→ tobs

as a scalar random variable, it is very handy to characterize:

▶ the critical region ⇔ real interval, or union of a few intervals

▶ the critical values ⇔ finite set of interval bounds

▶ the test performances ⇔ sampling distribution of t
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And so regarding performances

H0 true H1 true

H0 rejected Type I (false positive) true positive

H0 not rejected true negative Type II (false negative)

size α = P(Type I) =

∫
C
ψ(t; θ ∈ H0)dt

power 1− β = P(true positive) =

∫
C
ψ(t; θ ∈ H1)dt

For composite hypotheses, α 7→ supH0
α and β 7→ β(θ) (power function)

We favour tests that are consistent (β
n≫1−→ 0), unbiased (1− β > α), and most

powerful for a given size.
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A simple class of tests for parametric models

Assumptions:

▶ sample size = 1

▶ model dimension = 1

▶ Ψ(x ; θ + |δ|) ≤ Ψ(x ; θ)

0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5 20.0

0.00

0.05

0.10

0.15

0.20

Poisson variate
= 3
= 5
= 9

We can use directly t := Ψ(x ; θ0) as test statistic:

H0 H1 test α 1− β(θ1)
θ = θ0 θ > θ0 t > ζ 1− ζ 1−Ψ(Ψ−1(ζ; θ0); θ1)
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Application: Poisson exact test

Observed: ≈ 55 K 0
L → π+π− candidates

Expected: ≈ 10 K 0
L → 3π/πℓν

(inferred from the figure; the paper only quotes 45 ± 9
events after background subtraction)

Test for discovery with X ∼ Poisson(λ), λ0 = 10 (expected background),
λ1 = λππ + λ0 (expected signal + bkg), and a 5σ confidence level:

t = e−λ0
∑
k≤x

λk
0

k!

∣∣∣∣∣∣
λ0=10, x=55

≈ 1− (4× 10−23) > ζ ≈ 1− (5.7× 10−7)

hence the discovery claim!

practical note: dealing with extreme numbers requires care; for example this numerical evaluation
was more easily carried out through the survival function scipy.stats.poisson.sf instead of the
distribution scipy.stats.poisson.cdf.
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One-tailed versus two-tailed tests

▶ alias one-sided versus two-sided

▶ refers to critical values rather than parameters allowed by H0

2 0 2
z

0.0

0.1

0.2

0.3

0.4

2 0 2
z

0 5 10 15
2(dof = 5)

▶ e.g. χ2 test usually said to be one-tailed, even if data differences in either
direction have equal consequences

▶ but not always. . . so pay attention to the context
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Examples of popular tests for nonparametric models
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Two-sample unpaired location test

Water
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K 0
L → ππ candidates, after luminosity

and geometrical corrections:

▶ 45± 10 (He)

▶ 35± 10 (LH2)

Are these compatible observations?

General frame for a two-sample location test:

▶ S = {(x1, y1, . . . xn, yn)}, jointly independent, xj identically distributed, yj
likewise

▶ H0 = {E(X ) = E(Y )}, a composite hypothesis;

▶ H1 = Θ \ H0
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Two-sample unpaired location Z -test

Assuming Var(X ) = Var(Y ) = σ2 is known, test built out of the standard score
(also called pull in HEP):

Z :=
1√
n

∑
xj −

∑
yj

σ2

n→∞−→ N (µ = E(X )− E(Y ), σ = 1)

under H0 it is a pivotal quantity, so we can design a generic critical region:

C =]∞,−ζ[
⋃

]ζ,+∞[ ⇔

{
α =

∫
C ψZ (x)dx

n→∞−→ 1− erf
(

ζ√
2

)
β(µ) =

▶ it is even an exact test if X ,Y ∼ N
▶ critical value ζ independent from sample size n
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Normal distribution N and quantiles

ψ(x) =
1√
2πσ

e−(x−µ)2/2σ2

▶ standard if µ = 0, σ = 1

▶ centered if µ = 0

▶ maximum-entropy continuous
distr. over R with finite variance

▶ only distr. for which unbiased
mean and width unbiased
estimators are independent
(Geary)
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truncated
rectified, =1
half-normal
folded, =2

P(µ− kσ ≤ X ≤ µ+ kσ) = erf

(
k√
2

)
k 1 1.96 2 3 4 5

P 0.683 0.950 0.955 0.997 1− 6.3× 10−5 1− 5.7× 10−7

Multivariate: ψ(x⃗) =
1√

(2π)dim x⃗ detΣ
exp

(
−1

2
(x⃗ − µ⃗)† · Σ−1 · (x⃗ − µ⃗)

)
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Variants

• nX ̸= nY
• σX ̸= σY

}
Z =

1
nX

∑
xj − 1

nY

∑
yj√

σ2
X

nX
+

σ2
Y

nY

, same properties

• H0 = {E(X ) ≥ E(Y )} ⇒ C =]−∞, ζ[, α≥ =
1

2
α=

• σY = 0 ⇒ one-sample location test, H0 simple or composite

• σ2 unknown, replace by sample variance σ̂2 ⇒ Student’s t-test

• σ2
X ̸= σ2

Y and unknown⇒ Welch’s t-test
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Regarding Student’s t-test

t = (x − µ0)

√
n

σ̂2
(one-sample)

ψ(t|H0)
n≫1−→ (n − 2)!!

(2 or π)
√
n − 1(n − 3)!!

(
1 +

t2

n − 1

)−n/2

(exact test if samples are normal variates)
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t-test, n=5
t-test, n=10
t-test, n=20
t-test, n=50
Z-test Lehr’s rule of thumb: for

α = 0.05 and β = 0.2, need

n ≥ 8σ2

(µ0 − µ1)2

Z -test size is overly optimistic for small n / large significance.
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p-value (Pearson)

A survivor of Fisher’s original approach (significance test)

▶ instead of a binary outcome (rejected / not rejected), interested in
effect size: how close are we to the (arbitrary) rejection threshold?

▶ Achieved by reporting the p-value:

p = inf
C∋tobs

α(C)

C must belong to a “reasonable” (↔ nested) family of critical regions,
for example ]−∞, ζ[ for a one-tailed test, in which case:

p = inf
ζ≥tobs

α(]−∞, ζ[) = α(]−∞, tobs])

as a RV, p satisfies under H0:

▶ Ψp(a) ≤ a

▶ and even p ∼ U(0, 1) for simple H0 and continuous t
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A really nonparametric example: permutation test

For any summary statistic s (e.g. mean, median. . . ) define

t(x⃗ ⊕ y⃗) = |s(x⃗)− s(y⃗)|.

keeping the construction of the test statistic and critical regions implicit,
a p-value for H0 = {E(s(x⃗)) = E(s(y⃗))} is:

p =
1

(2n)!
#
{
π ∈ S2n | t(π(x⃗ ⊕ y⃗)) ≥ t(x⃗ ⊕ y⃗)

}
Despite its simplicity, this test is exact.

n ≫ 1 −→ Monte Carlo approximation by sampling a random subset of
the 2n permutations to get an approximate p-value (↔ binomial CI
regarding its accuracy)
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Goodness of fit: Pearson’s χ2 test

n observations sorted into k categories
Xi ∼ Cat(π⃗)
hj :=

∑
i [Xi = j ] ∼ Multinom(nπ⃗)

H0 sets frequencies πj .

χ2 =
k∑

j=1

(hj − nπj)
2

nπj

n→∞−→ χ2(k − 1)
a1

h1

hk

b1=a2 ak bk

nf

n��

n�k

Usually a simple hypothesis is tested, where π⃗ is provided by a known
probability density f believed to model the observations:

πj =

∫
[aj ,bj [

f (x)dx , where a1 < b1 ≤ a2 < · · · < bk
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Critical values for χ2 tests
H0 rejected if χ2 ≥ ζ.

α(ζ, k = 1) = 1− erf

√
ζ

2

α(ζ, k = 2) = e−ζ/2

for k > 2 recursive formulas exist

[Wang et al, PLOS ONE 10(3): e0118537]
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Colloquial α 1 2 3 5 10 20 ∞
1σ 31.7% ζ = 1 2.30 3.53 5.89 11.5 22.4 k +

√
2k

1.96σ 5% 3.84 5.99 7.81 11.1 18.3 31.4 . . .
3σ 0.270% 9 11.8 14.2 18.2 26.9 42.1 . . .

5σ 5.7× 10−7 25 28.7 31.8 37.1 48.2 66.9 k + 5
√
2k

hence the popular rule: good fit ⇔ χ2/k ≲ 1
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A popular χ2 test variant

Xj ∼ N (µj , σj) with known {σj} and Xj jointly independent, then

χ2 =
k∑

j=1

(xj − µ0
j )

2

σ2
j

∼ χ2(k) under H0 = {µ⃗ = µ⃗0}

▶ with the normality assumption, it is an exact test

▶ this englobes trivially both one- and two-sample variants

▶ f depends on q free parameters? least squares
▶ true sampling distribution lies between χ2(k) and χ2(k − q)
▶ so e.g. use critical values for the latter to conservatively judge of

goodness of fit
▶ k − q = degrees of freedom

▶ correlations exist between Xj? approximate remedy through
whitening transformation of generalized least squares
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Recap from yesterday

▶ Sample ⊆ Population

▶ Parametric statistical model = {possible samples} + parametric family of

joint PDFs {ψ(sample; θ⃗)}
▶ Statistic = special-purpose function of the sample

▶ Hypothesis test characterised by choice of

▶ null and alternate hypotheses
▶ test statistic
▶ critical region for a desired rate of false positives, the test size α

▶ p-value: the size of the most powerful test able to reject H0 for the
observed sample
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More precise statements regarding χ2 fits

▶ For the Pearson χ2 test with k categories and q free parameters

▶ Cramér, Mathematical methods of statistic, Princeton University Press,
1922, p. 427

▶ The asymptotic sampling distribution of the test statistic under H0 is
χ2(k − q − 1) if the parameter estimators are obtained by minimizing χ2

(+ conditions on smoothness, non-vanishing, unconstrained. . . )

▶ Chernoff and Lehmann, The Use of Maximum Likelihood Estimates in
Chi-Square Tests for Goodness of Fit. Annals of Mathematical Statistics
25 (1954) 579-586.

▶ For more arbitrary parameter estimators, the asymptotic sampling
distribution of the test statistic under H0 is:

k−q−1∑
j=1

y 2
j +

k−1∑
j=k−q

λjy
2
j with y⃗ ∼ N (⃗0, Id) and λj ∈ [0, 1]
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https://archive.org/details/in.ernet.dli.2015.149716/page/n441/mode/2up
https://archive.org/details/in.ernet.dli.2015.149716/page/n441/mode/2up
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Parameter estimation
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Point estimator

An estimator of a model parameter θ (or a function of those), denoted θ̂,
is any statistic deemed suitable for the task.

▶ it is a random variable ⇒ stochastic moments of θ̂ are building
blocks of the theory

▶ realizations of θ̂ are estimates

▶ concept also applies to nonparametric models; for example generic
estimators for E(X ) = f (θ⃗) do not require explicit knowledge of f
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Formal properties of estimators

▶ Bias b(θ̂) := E(θ̂)− θtrue ⇔ accuracy

▶ Consistency θ̂
in prob−→ θtrue when n→∞

▶ arithmetic of estimators preserves consistency (Slutsky, 1925)

▶ Variance Var(θ̂) ⇔ precision

▶ Asymptotic normality θ̂
in distr.−→ N when n→∞

▶ Equivariance under data and/or parameter transformations

▶ Efficiency characterized by bias-variance tradeoff,
MSE(θ̂) = Var(θ̂) + b(θ̂)2

▶ Robustness to data outliers

▶ Regularity of the convergence to their asymptotical distribution
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Sample mean
A well-known estimator for the expectation of a RV:

µ̂ =
1

n

n∑
k=1

Xk

▶ it is unbiased

▶ it is consistent

▶ it has the following variance:

Var(µ̂) =
Var(X )

n

▶ in fact its sampling distribution is asymptotically

N
(
E(X ),

√
Var(X )/n

)
, as long as the conditions of the central

limit theorem are respected.

▶ but it isn’t robust: a single outlier can throw the estimate off by an
unbounded amount

▶ Efficient within the class of unbiased estimators for normal distr.
(and, more generally, exponential families)
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Beyond sample mean

▶ If n also stochastic, then Var(µ̂) = Var(X )E(n−1)
▶ e.g. for zero-truncated Poisson, E(n−1) ≈ (n + n−1)−1

▶ Improving robustness: e.g. median has breakdown point of 0.5
instead of 0, but its variance is ≈ π/2 larger than µ̂

▶ Truncated mean: reject m smallest and m largest observations from
the sample (m < n/2)

▶ Winsorized mean: instead of rejecting, replace by min / max of the
remaining observations

▶ M estimators

▶ James-Stein shrinkage estimator: if x⃗ ∼ N and n = 1, outperforms
the sample mean (⃗̂µ = x⃗) when dim x⃗ ≥ 3:

⃗̂µJS =

(
1− (dim x⃗ − 2)σ2

∥x⃗∥2

)
x⃗ (it is biased)

▶ Performant estimators for more arbitrary distributions:
Lee and Valiant, 2021 IEEE 62nd Annual Symposium on FOCS, 672-683
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Sample variance

And a well-known unbiased estimator for the variance of a RV is:

σ̂2 =
n

n − 1

(
∥x⃗∥2

n
− µ̂2

)

▶ the n/(n − 1) factor is the Bessel correction; without it σ̂2 is biased

▶ its variance is

Var(σ̂2) =
Var(X )2

n

(
κ(X )− n − 3

n − 1

)
▶ If E(X ) = µ is known, then a slightly better estimator is:

σ̂2
µ =

1

n

∑
(Xk − µ)2 with Var(σ̂2

µ) =
Var(X )2

n
(κ(X )− 1)

Note:
√
σ̂2 is a biased estimator of the std deviation, that underestimates the

true standard deviation (consequence of Jensen inequality)

Samuelson’s inequality: all observations are within
√

(n − 1)σ̂2 of µ̂.
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Background estimation under K 0
L → ππ forward peak

Try an affine sideband extrapolation?
To determine the straight line
coefficients, we have:

▶ a set of bin centres {cos θi}
▶ the number of events {yi} in

those bins

▶ the assumed relationship:

yi =
(
a b

)
·
(
cos θi
1

)
︸ ︷︷ ︸

ŷi

+ϵi

with ϵi ∼ P(ŷi )− ŷi ≈ N (0,
√
ŷi )

Idea: find {a, b} by minimising a loss function ℓ(|y1 − ŷ1|, |y2 − ŷ2|, . . .)

For this particular problem of fitting a straight line, there are specialised methods such as the
Theil-Sein estimator which can be more robust and more resilient to departing from ideal
conditions, but we won’t talk about these.
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Ordinary least squares (↔ “χ2 fit”)
Model: Y = β⃗ · X⃗ + ϵ = unknown linear func. of k covariates plus latent noise

OLS estimator minimizes residuals ∥ϵ⃗∥2 to find coeffs.
⃗̂
β and predictions ⃗̂y :

⃗̂
β = argminβ⃗

∥∥∥y⃗ − ⃗⃗x · β⃗∥∥∥2 = (⃗⃗x† · ⃗⃗x︸ ︷︷ ︸
Gx

)−1 · ⃗⃗x† · y⃗ and ⃗̂y = (⃗⃗x† · G−1
x · ⃗⃗x︸ ︷︷ ︸
H

) · y⃗

E(ϵX ) = 0
(orthogonality)
E(ϵ2|X ) = Var(ϵ)
(homoscedasticity)
E(ϵi ϵj |xi , xj ) = 0
(no autocorrelation)


⇒



⃗̂
β = lowest-variance linear unbiased estimator

(Gauss-Markov)

E
(
⃗̂
β
∣∣∣Gx

)
= β⃗, Var

(
⃗̂
β
∣∣∣Gx

)
= Var(ϵ)G−1

x

E
(
⃗̂y
∣∣∣⃗⃗x) = ⃗⃗x · β⃗, Var

(
⃗̂y
∣∣∣⃗⃗x) = Var(ϵ)H

σ̂2
ϵ := ∥⃗̂ϵ∥2/(n − k) also unbiased

Asymptotically,

▶ ⃗̂
β ∼ N (β⃗, Σ = Var(ϵ)E(G−1

x ))

▶ σ̂2
ϵ ∼ N (Var(ϵ), E(ϵ4)− Var(ϵ)2)

If ϵ|X⃗ ∼ N (0, σ2), then
⃗̂
β is:

▶ normally-distributed for n <∞
▶ independent from σ̂2

ϵ

▶ efficient wrt all unbiased estimators

and σ̂2
ϵ/σ

2 ∼ χ2(n − k)
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For more complex models

Some models can be reduced to the simple OLS linear model, such that the
OLS estimator can still be used after an adequate transformation:

▶ Heteroscedasticity and/or autocorrelations? whitening transformation:

⃗⃗x , y⃗ 7→ Σ · ⃗⃗x , Σ · y⃗ with Σ† · Σ = Π = (Var(ϵ|X ))−1

⇒

{
⃗̂
β = (⃗⃗x† · Π · ⃗⃗x)−1 · ⃗⃗x† · Π · y⃗
Var(

⃗̂
β |⃗⃗x) = (⃗⃗x† · Π · ⃗⃗x)−1

(weighted and generalized least squares, Aitken, 1935)

▶ Y = f (β⃗ · X⃗ ) + ϵ ⇒ linearization f −1(Y ) = β⃗ · X⃗ + η

but η = ϵ/f ′(β⃗ · X⃗ ) +O(ϵ2) so Gauss-Markov hypotheses may be broken

▶ non-linear Y = f (X⃗ , β⃗) + ϵ ⇒ Gauss-Newton iterative alg. (1809)

▶ error-in-variables Y = β⃗ · (X⃗ + η⃗) + ϵ ⇒ total least squares
(Golub-van Loan, 1973)

▶ ill-conditioned / overconstrained problems: Tikhonov regularization

(favour small
⃗̂
β), Lasso regression (favour smoothness across

⃗̂
β). . .
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Method of moments

▶ Given a parametric model, equate sample and distribution moments:

1

n

∑
xk ≈ E(X k) = fk(θ⃗), 1 ≤ k ≤ dim θ⃗

solving this system of equations provides estimators that are (f diffeomorphism,
E(|X k |) <∞):

▶ strongly consistent

▶ asymptotically unbiased

▶ asymptotically normal

but not guaranteed to be efficient.
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Confidence intervals
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Confidence intervals (Neyman approach)

For a model parameter θ, we may find two estimators θ̂± such that ∀x⃗ :

θ̂−(x⃗) ≤ θ̂+(x⃗)

in association with the confidence level for this parameter:

C := P
(
θ̂−(x⃗) ≤ θ ≤ θ̂+(x⃗)

∣∣∣ θ) (∗)

and given x⃗ , obtain a confidence interval of level C for θ,
[
θ̂−(x⃗), θ̂+(x⃗)

]
.

▶ C should not not depend on θ nor on other model parameters;

▶ i.e. the boolean RV (θ̂− ≤ θ ≤ θ̂+) is a pivotal quantity

The confidence level is a statement about the interval, not about the true
value of θ.

▶ trivial extension to: union of CIs, multiple dimensions

▶ (*) may be hard to satisfy, so often loosened to C ≤ P(· · · )
⇒ the right hand side is the coverage probability, function of θ
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Simple CI for monoparameter model

If θ̂ is unbiased and has a finite variance σ2 then a CI may be built as[
θ̂ − kσ, θ̂ + kσ

]
for C = erf

(
k√
2

)
where the actual coverage may be obtained from the sampling distribution of θ̂,
possibly via numerical Monte Carlo integration.

If the sampling distribution is not sufficiently characterized, minimal coverage is
only guaranteed by general concentration inequalities, e.g. Chebyshev’s:

P(|θ̂ − θ| ≤ kσ) ≥ 1− 1

k2

for unimodal distributions the Vysochanskij-Petunin inequality gives an ≈ twice
better upper bound.
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Poisson confidence intervals

measure the number of K 0
L → ππ

events, pretending there is no
background in the peak. . .

▶ Exact CI given a (single) sample x , involving quantile function Q of χ2[
1

2
Qχ2(2k)

(α
2

)
,
1

2
Qχ2(2k+2)

(
1− α

2

)]
for CL = 1− α

▶ For sample size n > 1: sample mean µ̂ is in that case an efficient
estimator of λ (in fact it is also a complete and sufficient statistic)

▶ and CI obtained by building a CI for nλ from the summed observations,
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Binomial confidence intervals

÷

. . . and turn it into a
branching ratio

(A−1ϵ−1N)peak
(A−1ϵ−1N)before cuts

∼ B(n, p)

▶ Wald interval (“binomial error”):

p̂ ±
√

Var p̂ = p̂ ±
√

p̂(1− p̂)

n

▶ but when p → 0, 1 CI → ∅ or extends beyond [0, 1]

▶ other methods based on different approximations or

choices, with different properties

▶ e.g. Clopper-Pearson is exact
▶ Jeffrey gives central CIs

▶ “Rule of 3” for p̂ = 0: [0, 3/n] at ≈ 95% CL

(coverage plot from ROOT TEfficiency doc, averaged over efficiencies from 0 to 1)
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Clopper-Pearson intervals (1934)

Combination of exact binomial tail tests:

CI =

{
ϵ
∣∣∣min

(
P(s ≥ nε̂), P(s ≤ nε̂)

)
>

C

2
, s ∼ B(n, ϵ)

}

In terms of the quantile function of the Beta distribution:

CI =

]
Q

(
C

2
; nε̂, n(1− ε̂) + 1

)
,Q

(
1− C

2
; nε̂+ 1, n(1− ε̂)

)[

special case ϵ̂ = 0 ⇒ CI =

]
0, 1−

(
C

2

)1/n
[

Consider ε = min(1/n2, 1− (C/2)1/n). Then:

P(CI ∋ ε) ≥ P(ε̂ = 0) ≈ 1− nε > 1− 1

n
⇒ overcoverage if n >

1

1− C
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Neyman’s confidence belt construction (1937)

Using a single estimator θ̂ and its sampling distribution Ψ:{
θ̂− = min{θ : κ(θ) ≤ Ψ(θ̂; θ) ≤ κ(θ) + C}
θ̂+ = max{θ : κ(θ) ≤ Ψ(θ̂; θ) ≤ κ(θ) + C}

0 10 20 30 40
0

5

10

15

20

25

30

35

obs

+

68% CL( ; = 0)
( ; = 10)
( ; = 20)
( ; = 30)

ordering rule: choice of κ

▶ Upper bound: κ = 1 − C

▶ Lower bound: κ = 0

▶ Symmetric:
κ = Ψ(mode) − C/2

▶ Central: κ = (1 − C)/2

▶ Shortest (Crow-Gardner): κ =

argmin
(
Ψ−1(κ + C) − Ψ−1(κ)

)
▶ . . .

By construction the CI obtained in this way has exact coverage C .
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Hypothesis test inversion

▶ Remember: p-value obtained by shrinking critical region until observed
sample no longer in it

▶ Dual procedure to build a confidence interval:

CI =
{
θ0 ∈ R

∣∣∣ H0 = {θ = θ0}, tobs ∈ C(H0)
}

In practice, often:

▶ the CI is built numerically by scanning different values of θ0

▶ or a better root-finding algorithm, as typically the CI is a simple interval,
proper (measurement) or improper (lower / upper bound)

▶ tobs is recalculated for each iteration if t depends explicitly on θ0

▶ but the heavy operation is the repeated determination of C(H0) as t is
usually not a pivotal quantity
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Spurious rejection

Consider H0 ≈ H1 e.g. testing for the presence of a very weak signal.

1− β = P(t ∈ C|H1) ≈ P(t ∈ C|H0) = α

i.e. we cannot build a powerful test (it’s almost biased).

Nevertheless, there’s a chance α that H0 is rejected, by construction. Often
because of some unfortunate data fluctuation, such that compability with H1 is
equally bad.

This is an acknowledged limitation of the formalism. . .
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The CLs procedure

In short, we want to always avoid spurious exclusion of null hypotheses that
aren’t distinguishable from the alternative.

For that, instead of requiring p < 1− CL, one imposes the stronger condition:

1− CL ≥ CLs :=
P(λ > λobs|H0)

P(λ > λobs|H1)
=

p

pb

Remarks:

▶ CLs isn’t a probability and shouldn’t be interpreted that way

▶ if the sampling distributions under H0 and H1 are well separated then
p ≈ 1− CL ⇔ pb ≈ 1 therefore the power of the test is preserved

▶ this requires calculating the denominator

▶ resulting limits agree with those from a bayesian approach, for X ∼ N or
P and with flat priors

▶ the calculation of pb is made easily by Wald + Asimov dataset

[Read, J. Phys. G 28, 2693 (2002)] [Cowan / ATLAS Stats Forum (2011) pdf]
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Statistical inference with the likelihood function

pilar of frequentist statistics because it provides:

▶ a lower bound on the variance of unbiased estimators

▶ a general method to build estimators for parametric models, with
interesting properties

▶ powerful hypothesis tests based on those estimators

▶ an ordering method for the Neyman CI construction
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Likelihood function L

▶ Joint density interpreted as a function of the model parameters

▶ Conventional notation:

L(θ⃗|x⃗) := ψX⃗ (x⃗ ; θ⃗)

▶ Common models:

▶ s = {x⃗}, the components of x⃗
(features) neither fully independent
nor identically-distributed
⇒ classification, regression

▶ s = {x⃗1, . . . x⃗n}, x⃗j independent &
identically distributed
⇒ inference with unbinned L

▶ s = {h1(x⃗1, . . . x⃗n), . . . hk(x⃗1 . . . x⃗n)},
k ≪ n
⇒ inference with binned L

second layer

first layer (strips)

presampler

third layer hadronic calorimeter

TRT (73 layers)

SCT
pixels

insertable B-layer

beam spot

beam axis

d0

η

φ

∆η×∆φ = 0.0031×0.098

∆η×∆φ = 0.025×0.0245

∆η×∆φ = 0.05×0.0245

electromagnetic 
calorimeter

Schematized signature of high-pT electrons in the
ATLAS detector, Eur. Phys. J. C 79 (2019) 639
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Maximum likelihood estimator

θ̂ := argmaxϑ L(ϑ|X⃗ )

▶ i.e. we choose as estimator the point(s) in model parameter space at
which the observations have the highest probability, according to the
density

▶ since the logarithm is a strictly-increasing function, then:

argmaxϑ L(ϑ|X⃗ ) = argmaxϑ lnL(ϑ|X⃗ )

which often allows convenient simplifications:∏ 1√
2πσ

e−(xk−µ)2/2σ2

−→ − 1

2σ2

∑
(xk − µ)2 − lnσ + constant

▶ lnL concave for many distributions (in particular exponential
families) making search for global maximum easier.
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MLE: main properties

▶ θ̂MLE is consistent, within some regularity conditions for L
▶ equivariance: f̂ (θ)MLE = f (θ̂MLE),

argmaxLX (θ|x⃗) = argmaxLY (θ|y⃗ = g(x⃗)) if g injective

▶ Asymptotic normality:

√
n(θ̂MLE − θ)

n→∞−→ N (0, I (θ)−1)

▶ thus θ̂MLE is asymptotically fully efficient and, asymptotically, the
minimum variance unbiased estimator

▶ however the finite-sample estimators may be biased, though only up
to O(n−1/2) (ref?)

▶ bias-corrected MLE for scalar case up to O(n−1):

θ̂MLE − 1

2n
I (θ)2 E

(
∂

∂θ

(
∂2 lnL
∂θ2

+

(
∂ lnL
∂θ

)2
))
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Score s and Fisher information I

s⃗(θ⃗; x⃗) := ∇⃗θ

(
lnL(θ⃗|x⃗)

)
with sufficient smoothness and if the support of L doesn’t depend on θ⃗:

E(s⃗) = 0⃗ ∀θ⃗ (⋆)

For a single parameter:

I (θ) := Var(s(θ; x⃗))
(⋆)
= −E

(
∂2

∂θ2
lnL(θ|X⃗ )

)

For several parameters, the Fisher information matrix is similarly expressed in
terms of the Hessian of L (with respect to θ⃗):

I (θ⃗) : = Var
(
s⃗(θ⃗; x⃗)

)
= −E (HL)

If joint density factorizes, then I additively-separable.

e.g. normal distribution: I (µ, σ2) = n

(
1/σ2 0
0 1/(2σ4)

)
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Application: Cramér-Rao bound

For any real-valued estimator θ̂ with bias b(θ):

Var(θ̂) ≥ (1 + b′(θ))
2

I (θ)

▶ an unbiased estimator reaching the bound is said to be fully efficient, or
finite-sample efficient estimator

▶ for a biased estimator, b′ < 0 is possible ⇒ may outperform all unbiased
estimators

For several parameters:

Var(θk) ≥
(
I (θ⃗)−1

)
kk
≥ 1

I (θ⃗)kk

(there is a more general statement for any function of the parameters, as well
as non-diagonal elements of the covariance matrix)
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MLE: main properties

▶ θ̂MLE is consistent, within some regularity conditions for L
▶ equivariance: f̂ (θ)MLE = f (θ̂MLE),

argmaxLX (θ|x⃗) = argmaxLY (θ|y⃗ = g(x⃗)) if g injective

▶ Asymptotic normality:

√
n(θ̂MLE − θ)

n→∞−→ N (0, I (θ)−1)

▶ thus θ̂MLE is asymptotically fully efficient and, asymptotically, the
minimum variance unbiased estimator

▶ however the finite-sample estimators may be biased, though only up
to O(n−1/2) (ref?)

▶ bias-corrected MLE for scalar case up to O(n−1):

θ̂MLE − 1

2n
I (θ)2 E

(
∂

∂θ

(
∂2 lnL
∂θ2

+

(
∂ lnL
∂θ

)2
))
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Likelihood ratio test

For simple hypotheses:

Λ(x⃗) =
L(x⃗ |H0)

L(x⃗ |H1)

Neyman-Pearson lemma (1933)
Λ is the universally most powerful test, for simple hypotheses H0 and H1

▶ monotonic transforms of test statistics do not change the size and power
of the test, therefore often convenient to work with λ(x⃗) = −2 ln Λ(x⃗)

▶ problem: we’re often interested in composite hypotheses. . .

▶ Karlin-Rubin theorem goes in that direction (for exponential families,
and a single parameter) but not enough
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Application: binary Bayes classifier

D(m, θ) =
ψK0

L→ππ(m, θ)

ηψK0
L→πℓν(m, θ) + (1− η)ψK0

L→3π(m, θ)

Then reject background events by requiring:

D(m, θ) > ζ

Optimal discrinant thanks to N-P lemma.

Naive Bayes classifier : approximates ψ(m, θ) ≈ ψ(m)ψ(θ)
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Application: Feldman-Cousins intervals (1997)
Choose likelihood ratio as ordering rule for the confidence belt
construction:

κ = min

{
θ̂(x⃗)

∣∣∣ x⃗ ⊆ P, Λ =
L(θ|x⃗)
L(θ̂|x⃗)

≥ Ψ−1
Λ (C )

}

Outside of HEP the CI built in this way is known as a likelihood interval,
the outcome of interval estimation with likelihood-based statistics.

Advantages:

▶ optimality theorems (e.g. Neyman-Pearson)

▶ asymptotics theorems (e.g. Wilks)

▶ combination-prone (product of likelihoods = . . . )

▶ eliminate flip-flopping problem:
▶ natural criterium to transition between finite intervals and

upper/lower limits
▶ CI can never be empty

[Feldman & Cousins, Phys.Rev.D57 (1998)]
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Likelihood ratio test for composite hypotheses

Λ(x⃗) =
supϑ∈H0

L(ϑ|x⃗)
supϑ∈H0∪H1

L(ϑ|x⃗)

note the usage of H0 ∪ H1 rather than H1 at the denominator:

▶ this enforces 0 ≤ Λ ≤ 1

▶ and grants λ some interesting asymptotical properties

▶ also means that both one- and two-sided tests are of the form λ > γ.

This is often written in terms of the maximum likelihood estimators,
respectively constrained to H0 and unconstrained:

Λ(x⃗) =
L(θ̂0|x⃗)
L(θ̂|x⃗)

Λ is known as the profile (or generalized) likelihood ratio.
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Example: normal observation + normal constraint

a model particularly easy to study. . .

L(µ, β|n) = 1

2πσς
e−(n−µ−β)2/2σ2

e−(b−β)2/2ς2

Testing for discovery ⇒ H0 = background-only hypothesis

H0 ∪ H1 ⇒ µ̂ = n − b, β̂ = b

H0 ⇒ µ = 0, ˆ̂β =
nς2 + bσ2

σ2 + ς2

⇒ lnλ =
(n − b)2

σ2 + ς2

i.e. under H0, λ ∼ χ2

⇒ p-value p0 = 1− erf

√
λobs

2
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Wilks theorem (1938)

In order to know the test size or calculate a p-value for simple H0, one needs to
know the sampling distribution of the profile likelihood ratio under H0.
There is a fundamental result asymptotically:

λ := −2 ln Λ n→∞−→ χ2(dim θ)

as long as:

▶ θ0 is in the interior of the parameter space

▶ the support of L does not depend on θ

▶ θ0 is a limit point of H1 (↔ nested models)

▶ L satisfies some regularity conditions

Outside of the regime of application of Wilk’s theorem, in particular for small
samples, the sampling distribution of the PRL is usually calculated by
numerical integration instead.
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Application: likelihood scan for two-sided test

0 2 4 6 8 10 12 14

 (MeV)HΓ
0

5

10
 ln

L
∆

-2
 

Observed
Expected
Observed, 2016+2017
Expected, 2016+2017

 (13 TeV)-1 (8 TeV) + 77.5 fb-1 (7 TeV) + 19.7 fb-15.1 fb

CMS

68% CL

95% CL

(this is an example of hypothesis test inversion)

[CMS, PRD 99(2019)]
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And when Wilks’ theorem assumptions don’t hold. . .

Your Paper
You

February 24, 2025

Abstract
Your abstract.

1 Introduction

g

Z/�⇤

g

g

t

t̄

`+

`�

g

g

g

t̄

t

`+

`�

References

1

3 2 1 0 1 2 3
cte/ 2 [TeV 2]

0.0

0.5

1.0

1.5

2.0

2.5

3.0

3.5

4.0

 ln
(L

)
50%53%

90%93%

ATLAS 
s =  13 TeV, 140 fb 1

Observed
Correction for the 68% Pseud. CI
Correction for the 95% Pseud. CI

dσ ∝ |MSM|2 + |cte |2|Mdim-6|2 + small SM-EFT interf.

Statistical model only identifiable wrt |cte |2, so in the Standard Model-only
hypothesis, θ ∈ ∂Θ ⇒ can’t assume λ ∼ χ2!

[ATLAS, Eur. Phys. J. C 85 (2025) 1434]
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Nuisance parameters

▶ Most often, dealing with several model parameters, but only interested in
hypotheses concerning a single one of them
⇒ both H0 and H1 are composite

▶ Call the parameter of interest µ (often the signal strength) while the

others are the nuisance parameters θ⃗

▶ θ⃗ restricted neither by H0 nor by H1, but will be constrained either by
auxiliary measurements, or by additional factors in the lilkelihood

▶ example: analysis with one single-bin signal region R and one control
region C (Poisson-Poisson model); in this case µ and θ are the expected
number of events in R from signal and background processes, respectively:

L(µ, θ|nR , nC ) = P(nR ;µ+ τθ)P(nC ; θ)
with a known transfer factor τ from C to R.

▶ or to incorporate stat. uncertainties in the background prediction b:

L(µ, θ|nR) = P(nR ;µ+ τθ)P(b
τ
; θ)
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Testing for discovery

For cut-and-count analyses:

L(µ, θ⃗|n⃗) =

 ∏
signal regions

P(ni ;µsi + θ⃗ · b⃗i )

 ∏
control regions

P(n′j ; θ⃗ · b⃗j )

( ∏
constraints

ψk (θk )

)

▶ H0 = {µ = 0}
▶ H1 = {µ ̸= 0} or (LHC) {µ > 0}
▶ model-independent test if only counting observed events in single

unbinned region

▶ model dependent if

▶ dim n⃗ > 1, unless all regions but one are signal-free
▶ signal yields depend non-trivially on model parameter (e.g.

signal-background interference phase)

▶ Often the test statistic for a positive signal is taken as:

q0 =

{
λ if µ̂ ≥ 0
0 if µ̂ < 0
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Testing for exclusion

▶ H0 = {µ = 1} or (LHC) {µ ≥ 1}
▶ H1 = {µ ̸= 1} or (LHC) {0 ≤ µ < 1}
▶ Often the test statistic to exclude a positive signal is taken as:

q1 =


−2 ln L(µ=1,θ̂1)

L(µ=0,θ̂0)
if µ̂ ≤ 0

λ if 0 < µ̂ ≤ 1
0 if µ̂ > 1
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Wald’s theorem (1943)

For H0 = {µ = µ0} and H1 = {µ ̸= µ0}, under any µ = µ̃ hypothesis:

{
µ̂MLE ∼ N (µ̃, σ = 1/I (µ))

λ = 1
σ2 (µ0 − µ̂MLE)

2 +O( 1√
n
)

▶ for composite H0 the distribution is a probability mixture, where the
continuous portion is given by Wald’s theorem

▶ see Cowan et al [EPJC 71(2011)] for classic reference on those ‘mixed’
statistics

▶ Like Wilks’ theorem there is a more general statement for several
parameters.

73 / 84

https://arxiv.org/abs/1007.1727


Asimov dataset (Cowan et al, 2010)

An imaginary sample x⃗A(µ̃) such that for that sample µ̂MLE = µ̃.
For example:

It is very useful because plugging this into the asymptotical expression of λ
gives:

σ2 ≈ (µ0 − µ̃)2

λ(x⃗A(µ̃))
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Barlow-Beeston method (1993): motivation

[CMS, 2024, arXiv:2412.13872]
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When building the likelihood, also need to describe the effect of statistical
uncertainties of the simulated processes

Principle: multiply expected yield in each bin by its own nuisance parameter γ

▶ typical choices are γ ∼ N or γ ∼ P
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Barlow-Beeston method

▶ k processes and q bins ⇐ kq nuisance parameters γij

▶ unless all processes share the same γj =
∑

i γij

▶ which is ok if the relative contributions of different processes don’t change
when moving through the parameter space

▶ so typically tested signal is most susceptible to break this assumption

With this further simplification, since in general

L(µ, θ⃗, γ⃗|n⃗) = P(ni ; γi f (µ, θ⃗))×R(n⃗j ̸=i , µ, θ⃗, γ⃗j ̸=i )× ψ(γi )

each γ̂i can be expressed independently as as a function of µ̂ and
⃗̂
θ by solving:

−f (µ̂, ⃗̂θ) + ni
γ̂i

+
ψ′(γ̂i )

ψ(γ̂i )
= 0

▶ so number of parameters in the full likelihood can be drastically reduced
by substitution, which makes the subsequent maximization easier.

▶ if per-process γij are used, then one has to solve independent systems of k
equations instead
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Approximations for statistical significance
(= two-tailed p-value in units of σ)

No uncertainty, normal (or P asymptotically):

S =
n − b√

b

Uncertainty as sum of normals (σ = systematic uncertainty in the background):

S =
n − b√
b + σ2

Poisson-Poisson model, asymptotically:

S =

√
2n ln

n(b + σ2)

b2 + nσ2
− 2

b2

σ2
ln

(
1 +

(n − b)σ2

b(b + σ2)

)
Poisson-normal model, asymptotically:

S =

√
2n ln

n

b̂0
+ 2(b̂0 − n) +

(b − b̂0)2

σ2
, b̂0 =

1

2

(
b − σ2 +

√
(b − σ2)2 + 4nσ2

)
[ATL-PHYS-PUB-2020-025]
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Meta-analysis
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Look-elsewhere effect
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Should we conclude that the Standard Model-only hypothesis is rejected at 3σ
CL? No, need a procedure to combine a posteriori local p-values into a global
one.

[CMS, search for high-mass ℓ+ℓ− resonances, JHEP 07(2021)]
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Bonferroni correction (1936)
If n hypothesis tests are performed:

αglobal = P
(⋃

H
(i)
0 wrongly rejected

∣∣∣⋃H
(i)
0

)
≤
∑

P
(
H

(i)
0 wrongly rejected

∣∣∣⋃H
(j)
0

)
← (Bonferroni ineq.)

≤
∑

P
(
H

(i)
0 rejected

∣∣∣H(i)
0

) P
(
H

(i)
0

)
P
(⋃

H
(j)
0

)
≤ nα

so individual test size must be reduced accordingly to reach the desired upper
bound on type I errors.

▶ αglobal = family-wise error rate

▶ this also applies to confidence intervals (and their CL)

▶ the bound is (almost) saturated when considering independent tests,
as αglobal = 1− (1− α)n (Dunn-Sidak)

▶ otherwise it may be quite conservative

▶ the derivation proposed here lacks some rigour, as in the frequentist
approach hypotheses don’t have a stochastic nature

80 / 84



Holm’s method (1979)

Order the test results by increasing p-value. Then sequentially:

▶ if p1 > α/n, terminate.

▶ reject H
(1)
0

▶ if p2 > α/(n − 1), terminate.

▶ reject H
(2)
0

. . .
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For independent tests

Hommel’s method (1988): all null hypotheses with p-values smaller than
the following bound can be rejected:

p ≤ α

max
{
i : pn > α, . . . , pn−i+1 >

α
i

}
Fisher (1954): when testing the same null hypothesis,

−2
∑

− ln(pi ) ≈ χ2
2n

⇒ pglobal ≈ 1−Ψχ2
2n

(
−2
∑

− ln(pi )
)
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Software for statistical analysis
▶ Specialized tools in the outside world: R language, JASP, Jamovi. . .

▶ Statistics modules of well-known mathematical computing software (or
office suites)

▶ python ecosystem, in particular the scipy.stats module or the hepstats
package of SciKit-HEP

▶ ROOT ecosystem

▶ RooFit toolkit
▶ RooStats provides hypothesis testing
▶ HistFactory eases likelihood construction out of input histograms

▶ PyHF, a modern ROOT-free replacement of HistFactory

▶ Large experimental collaborations often develop their own wrapper for the
statistical methods they chose to use, hiding the gory details from clients,
in a way that interfaces well with analysis design strategy and upstream
tools; some are publically accessible

▶ ATLAS → TRexFitter, HistFitter [ Eur.Phys.J.C 75 (2015) 153]. . .
▶ CMS → COMBINE [Comp. Softw. Big Sci. 8 (2024) 19]
▶ quick overview

▶ And a broad variety of software and libraries devoted to curve fitting. . .
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https://twiki.cern.ch/twiki/bin/view/RooStats/WebHome
https://cds.cern.ch/record/1456844
https://pyhf.readthedocs.io/en/v0.7.6/
https://gitlab.cern.ch/TRExStats/TRExFitter
https://github.com/histfitter/histfitter
https://arxiv.org/abs/1410.1280
https://cms-analysis.github.io/HiggsAnalysis-CombinedLimit/main
https://cms-results.web.cern.ch/cms-results/public-results/publications/CAT-23-001
https://cds.cern.ch/record/2944794/files/ATL-PHYS-SLIDE-2025-523.pdf


In lieu of conclusion

Since 2025, a Master program in (experimental) High Energy Physics is
organised jointly across four Romanian universities, with strong connections to
the research groups participating to CERN experiments (ATLAS, LHCb,
ALICE, NA62, DRDs. . . ) at national research labs.

We would love to welcome international students in this new program!
More information here, or ask Calin, Dorel, Gabriel, Mihaela, about it!
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Multivariate normal distribution
Joint probability distribution for n random variables:

ψ(x⃗) =

√
|Π|

(2π)n
e−

1
2
(⃗x−µ⃗)T·Π·(⃗x−µ⃗) such that E(X⃗ ) = µ⃗, Cov

(
X⃗
)
= Π−1 =: Σ

Π must therefore be a positive-definite matrix.

▶ if X⃗ is a standard normal random vector ∼ N (0, In), then

A · X⃗ + b⃗ ∼ N (µ⃗ = b⃗, Σ = A · AT)

▶ conversely, diagonalizing the covariance matrix allows to transform a
normal random vector into independent variables

▶ it is possible for X and Y to each follow normal distrs. but not jointly
follow a bivariate normal distr.; if so, the previous equality may not hold

▶ if X and Y follow a bivariate normal distr. and ρXY = 0, they are
independent

▶ Conditional expectation: if (X⃗ , Y⃗ ) is a normal random vector, then:

X⃗ |Y⃗ ∼ N (µ⃗ = E(X⃗ ) + Cov(X⃗ , Y⃗ ) · Cov(Y⃗ )−1 · (Y⃗ − E(Y⃗ )),

Σ = Cov(X⃗ )− Cov(X⃗ , Y⃗ ) · Cov(Y⃗ )−1 · Cov(Y⃗ , X⃗ ))
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Quantiles (multivariate normal)
▶ Isosurfaces {ψ = constant} are hyperellipsoids, tilted wrt cartesian axes if

the r.v.s aren’t independent (i.e. Σ non-diagonal)

▶ For every element Xi of the normal random vector X⃗ , the line
{Xj = µj , j ̸= i} intersects the isosurface Eξ at points µi ± ξσi

▶ But careful: c(ξ, n) := P(X⃗ ∈ Vξ, ∂Vξ = Eξ) < c(ξ, 1) when n > 1
for example c(1, 2) ≈ 39% rather than 68%.
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 (Eur. Phys. J. C 74 (2014) 3046)

(EPJC 84 (2024) 1309 [arXiv])

Wang et al: c(ξ, n) =


erf
(

ξ√
2

)
, n = 1,

1− e−ξ2/2, n = 2,

c(ξ, n − 2)−
(

n−2√
2

)n−2

e−ξ2/2(Γ( n
2
))−1, n > 2.
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Kolmogorov-Smirnov test

Another popular nonparametric goodness-of-fit test.
Remember the definition of the empirical distribution function:

Ψ̂(x) =
∑
k

[Xk ≤ x ]

Then for a hypothetized continuous distribution F , the K-S statistic:

Dn = sup
x

|Ψ̂(x)− F (x)|

scaled by
√
n asymptotically follows a Kolmogorov distribution under

H0 = {ΨX = F}

▶ important: F must be fully determined, no fitted parameters

▶ Two-sample test: Dn = sup |Ψ̂1(x)− Ψ̂2(x)|
▶ other tests exist with less limitations e.g. Anderson-Darling (1952)
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Kolmogorov-Smirnov distribution

P(x ≤ ξ) =

√
2π

x

+∞∑
k=1

e−(2k−1)2π2/(8x2) = ϑ

(
1

2
,
2ix2

π

)
but “easily” improved by small-sample corrections, for example (Vrbik)
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