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H — pp, pulls and global p-value

Rare decays of Higgs bosons to u* u~ pairs (branching ratio 0.22%) were observed in 2021 by the CMS detector
at CERN’s LHC collider. The experimental data[]is as follows:
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(D Calculate the pulls (obs. — exp.)/uncertainty in each of the eight most sensitive bins. Which is the largest?
math.sqrt numpy.pow numpy.sqrt

() The pulls are interpreted as local p-values of two-tailed location tests with normally-distributed observations,
expressed in units of standard deviations (“o”). Express those in terms of probabilities.
math.erfc scipy.special.erfc

(3 The global p-value of the excess should simultaneously account for the eight observed pulls. What would
be a naive way of combining the local p-values? Compare it to Fisher’s method, which proposes pglobal ~
1 — Wy 2016)(—2 > Inp;). Express the latter result in units of .

scipy.stats.chi2.sf scipy.stats.combine_pvalues scipy.special.erfinv

a running, y? test and least squares
The OPAL experiment at CERN’s LEP eTe™ collider measured in 2006 the evolution of the fine-structure

constant « with the energy scale of the interaction, an effect predicted by perturbative QED, using small-angle
Bhabha scattering.

'HEPData repository ins1815813| slightly adapted


https://www.hepdata.net/record/ins1815813
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[OPAL Collaboration, Eur. Phys. J. C 45 (2006) 1-21, arXiv:hep-ex/0505072|

(@) With the help of a x? test, determine whether there is evidence for the running of a at a confidence level of
at least 5o, assuming that the reported observations are independent normal variates.
scipy.stats.chi2.sf scipy.special.erfinv scipy.stats.chisquared

(® The evolution is first modelled with an affine dependency r(t) = —at + b. Estimate a,b with ordinary least
squares. You are encouraged to implement the explicit solution (which only involves some linear algebra), and
compare it to builtin implementations of the method.

numpy .matvec numpy.linalg.matmul numpy.linalg.inv scipy.special.pinvh
scipy.stats.linregress (OLS only) scipy.optimize.curve_fit (non-linear)

(6) Calculate the variance o2 of the slope estimator 4. Comment on the value of the ratio a/o with respect to
the outcome of the initial x2 test.

(D Assume momentarily that the measurements of 7(t) at various t aren’t independent, such that all pairs of
distinct measurements exhibit a Pearson correlation coefficient p = 0.7. Construct the corresponding noise
covariance matrix, and redo the estimate.

scipy.linalg.cholesky scipy.linalg.solve_triangular

QED theory rather predictsﬂ a dependency of the form r(t) = aln(—t) 4+ b, as shown on the figure. Use
linearization to obtain once again estimators for a and b via ordinary least squares. Compare this result to a
builtin implementation of nonlinear least squares.

math.log numpy.log scipy.optimize.curve_fit

Majorana neutrinos, Poisson hypothesis tests

The LEGEND-200 experiment probes the Majorana nature of the neutrino by searching for the hypothetical
neutrinoless double-3 decay of "°Ge nuclei, characterized by the emission of an eTe™ pair with total energy
Qs = 2039.06 keV.
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[Phys. Rev. Lett. 136, 022701 (2026), arXiv:2505.10440]

Near QQgp, one event is observed, with an expected background of 0.15 events (uncertainties being ignored),
The statistical model is thus a simple Poisson distribution family with A = Ag,gs + 0.15.

2see e.g. Denner & Dittmaier, Physics Reports 864 (2020) 1-163, arXivi1912.06823


https://arxiv.org/abs/hep-ex/0505072
https://arxiv.org/abs/2505.10440
https://arxiv.org/abs/1912.06823

(9 Consider testing for discovery, i.e. Hy = background-only hypothesis. What is the p-value? What could
explain finding a smaller value than in the published results?
scipy.stats.poisson.sf

@0 Conversely, determine an upper limit at 95% confidence level on the number of 0v3/3 decaysﬂ

Resonance mass, unbinned likelihood

In the ultrarelativistic approximation, the inelastic scattering cross-section near a narrow isolated resonance X
is adequatelyﬂ described by a Cauchy distributiorﬂ
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A sample of the invariant mass (in GeV) of n = 8 dielectron pairs observed 44 years ag(ﬂ in pp collisions at
CERN is provided:

{90.7, 95.2,89.7,89.1,94.0,89.3, 83.2, 88.3}

@ Construct the (log) likelihood jointly describing the n observations.
scipy.stats.cauchy.logpdf

@2 Determine numerically the maximum likelihood estimator for the resonance mass mx with the given sample.
Do you recognize this resonance?
math.log scipy.optimize.minimize

@3 In fact the purity of the sample is not perfect: 10% of the events are expected to originate from background
processesﬂ uniformly distributed in the interval 80 < m < 100 GeV. Modify the likelihood accordingly and
obtain mx again.

@@ Perform a on-dimensional likelihood scan to build a 68% CL confidence interval for mx, fixing the width of
the resonancd to 2.5 GeV.
pyplot.plot scipy.optimize.bisect

3which, accounting for detection efficiency and exposure time, would then be translated into a lower bound on the lifetime for
this disintegration mode of "6Ge

4ignoring finite detector resolution, interference effects, higher-order contributions. . .

5see the famous Breit-Wigner formula in Particle Data Group, Int. J. Mod. Phys. A 41, 2630011 (2026), section 51, pdf

6UA2 Collaboration, Phys. Lett. B 129 (1983) 130-140

"exagerated for this exercise; in the real UA2 analysis the background level was 20 times lower, and decreases with mee

Shttps://pdg.lbl.gov /2026 /tables /rpp2026-sum-gauge-higgs-bosons.pdf


https://pdg.lbl.gov/2026/reviews/rpp2026-rev-cross-section-formulae.pdf
https://pdg.lbl.gov/2026/tables/rpp2026-sum-gauge-higgs-bosons.pdf

Dark Matter, multibin signal region and upper limits

The LUX-ZEPLIN experiment searches for Dark Matter candidates in the form of weakly interacting particles:
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[LZ Collaboration, arXiv:2512.08065; schematic from lz.ac.uk]

Although the LZ statistical analysis relies upon an unbinned likelihood, for this exercise the 19 observed
events are aggregated into two orthogonal regions (X and Y). It is assumed that the photon counts Se =
(S1ic, Sac¢) restricted to the quadrant (S1c > 2, S2¢ > 100) follow jointly bivariate normal distributions A (f, X)
with the following parameters, conditionally to the event originating from signal (s) or background (b) processes

respectively:

R 2.5 . 3 ) .
Hs = (200> fip = (300) ¥, = diag (1.5%,75%) %, = diag (2°,175°)

The two regions are then defined by:

(Sic —2.5)%  (Sac — 200)2

152 ) <1 (for X)or >1 (for Y)

Sic > 2, Sec > 100,

with:
Region X Region Y

Observed nx ny =19 —nx
Expected signal sx(pu) = px P(S e X|sig.) | sy(u) =pxP(S € Y|bkg.)
Expected background | bx (8) = 8 x P(S € X|sig.) | by (8) = 8 x P(S € Y|bkg.)

@ Determine ny, ny using the published dataﬂ (or counting from the figure!), and sx y (1), bx v (8) by Monte

Carlo sampling of the joint distribution for S
scipy.stats.norm.rvs

@6 Construct the profile likelihood ratio corresponding to Hy = { =0, 8> 0} and H; = {u > 0, § > 0}, to
test for the presence of a Dark Matter signal.

@7 Determine its sampling distribution under Hy, using Monte Carlo sampling.
scipy.stat.norm.rvs pyplot.plot

@8 Use it to determine the p-value for the background-only hypothesis; can a discovery be claimed?

@9 Optional: repeat these constructions for Hy = {u > po, 8 > 0}, Hy = {1 < po, B > 0}, with the goal of
setting an upper limit on p via hypothesis test inversion.

9HEPData record ins3091049.


https://arxiv.org/abs/2512.08065
https://lz.ac.uk/lz-experiment/how-it-works
last table in the https://www.hepdata.net/record/ins3091049

Solutions of the exercises
Common imports

from numpy import abs, array, column_stack, diag, linspace, \
log , matvec, pow, prod, sqrt, sum

from numpy.linalg import inv

from scipy.optimize import curve_fit , bisect , minimize

from scipy.special import erfc, erfinv

from scipy.stats import cauchy, chi2, poisson

Exercise 1

obs = array ((252.4, 238.4, etc))
obs_err = array ((1.9, 1.7, etc))
exp = array ((251.8, 238.2, etc))
exp_err = array ((0.5, 0.5, etc))

pulls = (obs — exp) / sqrt(pow(obs_err, 2) + pow(exp_err, 2))
pval = erfc(abs(pulls) / sqrt(2))

pval_fisher = chi2.sf(sum(—2«log(pval)), df=2«len(pval))

z = sqrt(2) x erfinv(l — pval_fisher)

The largest pull (third bin) is then 2.03, corresponding to a p-value of 4.2%. The global p-value with Fisher’s
method is 26.8% aka 1.110.

Exercise 2

scale = array ((2.05, 2.65, etc))

ratio = array ((0.9972, 0.9986, etc))
ratio_err = array ((0.0005, 0.0005, etc))
chi2test = sum((alpha — 1)*%2 / alpha_err*x*2)
pval = chi2.sf(chi2test , df=len(ratio))

z = sqrt(2) = erfinv(l—pval)

def _chi2fit (mode):

if mode in (”simple”, "nonlinear”):

_scale = log(scale) if mode[0] = ’'n’ else scale

w = diag(l. / ratio_err)

X, y = matvec(w, _scale), matvec(w, ratio)

xx = matmul (w, column_stack ((-scale, [1.]xlen(_scale))))
elif mode == ”correlated”:

W= diag(ratio_err xx2)

W[O0][1] = 0.7 % sqrt (W[O][0]*W[1][1])
W[1][0] =W[0][1]

w = cholesky (W, lower=False)

x = solve_triangular (w, scale, lower=False)

y = solve_triangular(w, ratio, lower=False)

xx = solve_triangular (w, column_stack ((scale, [l.]xlen(scale))))
coeffs = matvec(pinv(xx), y)
variance = diag(inv (matmul(xx.T, xx)))

_chi2fit (" simple”)

_chi2fit (” correlated”)

_chi2fit (" nonlinear”)

# compare with Levenberg—Marquardt as the problem is unconstrained

coeffs , covar = curve_fit ((lambda x,a,b: axlog(x)+b), scale,
ratio, sigma=ratio_err , method="Ilm”)

var = diag(covar)

For the XgAtest, the realized test statistic is 68.0, i.e. a p-value of 2.6 x 107'3 aka 7.30. The fitted slope &
and intercept b are:

e G = 0.00225 + 0.00029, b = 0.9927 £ 0.0009, with a/o(a) ~ 7.5, quite comparable with the outcome of the
hypothesis test for a # 0.



e a = 0.00223 £ 0.00032, b = 0.9928 & 0.0010 when adding correlations
e a = 0.0073 £ 0.0009, b =0.9917 & 0.0010 for the nonlinear parameterisation.

The solution obtained with the Levenberg-Marquardt algorithm (curve_fit) is very close, though the reported
uncertainties are = 15% smaller.

Exercise 3

pval = poisson.sf(1, 0.15)
upper_limit = bisect (lambda mu: poisson.cdf(1l, 0.154mu) — 0.05, 1, 10)

which gives a p-value of 1.0% and a confidence interval 0 < p < 4.6 at 95% CL.

Exercise 4

masses = array ((90.7, 95.2, etc))

r = minimize (lambda pars: —sum(cauchy.logpdf(masses, pars[0], pars[1l])),
x0=[90, 1.], bounds=((80, 100), (0.1, 5)))

print (f”Fitted mass and width {r.x}"”)

def _neg_llh(pars):

r =20
for m in masses:
r += log(
0.9 / (pi * pars[l] % (1 4+ ((m-pars[0])/pars[1l])*x2))
+ 0.1 / 20
)

return —r

r = minimize(_neg_11h , x0=[90, 1.], bounds=((80, 100), (0.1, 5)))
print (f”Fitted mass and width (w/ background) {r X}”)

_Ilh = lambda _: 2 % sum(cauchy.logpdf(data, _, 5))

r = minimize (lambda _: —_1lh (_), x0=[90.], bounds—((SO, 100),))
lmax = _1lh (r.x[0])

CI.min = bisect (lambda _: _1lh(-) — (lmax—1), r.x[0]—2, r.x[0] —0.05)
Cl.max = bisect (lambda _: _l1lh(-) — (lmax—1), r.x[0]4+0.05, r.x[0]+2)

The fitted mass and width are 89.5 GeV and 1.2 GeV respectively, becoming 89.4GeV and 0.79 GeV when
the small background component is included in the likelihood. The 68% CL confidence interval is 88.8 < mx <
90.7 GeV.



