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INTRO METHOD TRAINING RESULTS SUMMARYINTRODUCTION

WHAT IS SND@LHC?

I Scattering and Neutrino Detector: compact
detector in the TI18 tunnel, 480 m downstream
of the ATLAS interaction point

I Studies neutrinos of all flavours produced in
LHC collisions (7.2 < η < 8.4), an energy range
never explored before

I High-energy muons from IP1 are the dominant
background — and a key tool for calibration
and alignment

SND@LHC detector in the TI18 tunnel
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INTRO METHOD TRAINING RESULTS SUMMARYINTRODUCTION

MOTIVATION

The Motivation: MC muon data is limited and
takes a considerable amount of computational
cost and time. So we propose a Normalizing
Flow generator that can instantly reproduces
passing muons for further background analysis.

SND@LHC detector in the TI18 tunnel

Muons dist. at Scoring plane from pp col 2025
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INTRO METHOD TRAINING RESULTS SUMMARYNORMALIZING FLOW

WHAT IS IT?

A generative model that transforms a simple base

distribution into the data distribution through an

invertible map f , with latent space

z ∼ N (0, Id), z = f (x).

WHY THIS ML?

Exact likelihood from the change of variables

— trained by maximizing:

log pX (x) = log pZ
(
f (x)

)
+ log |det Jf (x)|

triangular Jacobian (det = diagonal
product), invertible by construction.
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AFFINE COUPLING LAYERS

Suppose we have 8 features:
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AFFINE COUPLING LAYERS

Split features x = (x1, x2); transform one half conditioned on the other:
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AFFINE COUPLING LAYERS

⇒ Chain L layers: f = fL ◦ · · · ◦ f1 to capture correlations between energy, position and momentum.
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TRAINING SETUP

I Minimize NLL; split 70 / 15 / 15 (train / val / eval)

I Gradient clipping + ReduceLROnPlateau

OPTIMIZATION

From hyperparameterization . Best: 10 Flow layers ×
16 hidden units. Overfit it the loss diverge

Optimal training curve
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FLUKA VS Normalizing Flow
KS W1 evaluation

Validated with KS test & Wasserstein-1

permutation test (α = 0.05): all features in the

Good tier (W1 < 10−2), t Excellent.
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Conclusion
Normalizing Flows has produced prominent rapid passing muons. Further optimization still required
before real integration.
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BACKUP: DATA PREPARATION

DATA PREPARATION

FLUKA passing-muon sim at the scoring plane, 4

run years (2022–2025, different crossing angles ⇒
trained per year). 9 features:

x = (x , y , z , px , py , pz ,E , t,w) ∈ R9

I x , y , z: logit + log (bounded → unbounded)

I E , pz : Box–Cox (λ ∈ [0.5, 0.8], heavy tails)

I px , py : signed log(1 + |x |) (keeps sign)

I w : conditional model p(k,w) = p(k) p(w | k)
I All features standardized to µ = 0, σ = 1
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BACKUP: WHY NORMALIZING FLOWS?

I Exact log-likelihood: trained by direct NLL minimization — one interpretable
convergence curve, and per-event densities available afterwards (reweighting, coverage
checks)

I GANs: adversarial minimax training is unstable and mode-collapses — can silently drop
phase-space regions (e.g. the high-weight tail); no likelihood to quantify coverage

I VAEs: optimize only a lower bound (ELBO); Gaussian decoder smears sharp features like
the px ≈ 0 spike and the E threshold peak

I Diffusion: comparable quality, but sampling needs hundreds of denoising steps — a flow
samples in a single forward pass

I Maximum likelihood is mass-covering: penalized wherever data has support but the
model doesn’t — exactly what background simulation needs
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BACKUP: WHY NOT A GNN OR
TRANSFORMER?

I Architectures, not generative frameworks: they compute functions, not densities — to
generate they must sit inside a GAN/VAE/ diffusion wrapper, inheriting its drawbacks

I Wrong inductive bias: GNNs need relational structure over variable-size sets (jet
constituents, shower hits); Transformers need sequences of many tokens. One muon =
one fixed 9-vector — attention over ≤ 9 unordered tokens degenerates into an expensive
fully-connected layer

I Scale: winning flow is 10 layers × 16 hidden units (O(104) parameters), samples ∼ 106

muons in seconds; a minimal Transformer generator starts at 106–107 parameters for no
gain at d = 9

I Fair caveat: for showers / full events with hundreds of particles and irregular geometry,
graph and attention models are competitive — not the regime of this task
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BACKUP: ARCHITECTURE &
HYPERPARAMETERS

Parameter Value

Flow type Affine coupling (RealNVP-style)
Best configuration Conditional 8 + 1, 10 layers, 16 hidden units
Weight model p(k,w) = p(k) p(w | k)
Optimizer Adam + ReduceLROnPlateau (0.5, patience 5)
Gradient clipping max norm = 1.0
Split 70 / 15 / 15
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BACKUP: EVENT WEIGHT MODELLING

I Weight w is hard to model: sharp peak near zero + far outlier bump

I Three approaches compared:

◦ 9-feature joint flow: weight competes with kinematics — both learned poorly
◦ Weight split (w1,w2) at 90th percentile: good w , worse kinematics (fake zeros; log1p +

arcsinh transforms)
◦ Conditional 8 + 1 (chosen): kinematics and p(w | k) learned independently
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