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APACHE ARROW BACKEND FOR PODIO

Adding an Arrow representation to PODIO extends it beyond ROOT/SIO backends, keeping the generated C++ 

EDM model while exposing Frame data in a columnar format suitable for analytics and future Parquet support.
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BACKGROUND

PODIO Refresher
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– PODIO generates C++ datamodel code from YAML 

schema definitions

– At runtime, data lives in a podio::Frame, which owns 

named collections and frame parameters

– Existing backends are ROOT and SIO

– This work adds an interface for exchanging podio::Frame 

data with Apache Arrow using an in-memory columnar 

format. 

YAML Schema

PODIO Generator

Generated C++ EDM Model

podio::Frame  (collections + parameters)

ROOT SIO Arrow (new)



RATIONALE

Why Arrow?
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≡

Standard columnar format
An industry standard in-memory 

representation for tabular and nested 

data

⌘

Selective access

Read individual collections or fields 

without loading a full event

⇄

Interoperability

Plays naturally with the broader 

columnar analytics ecosystem

▢

Future Parquet support

Arrow tables provide a direct path to 

on-disk Parquet persistence

THE HARD PART

Preserving full PODIO semantics, not just raw values , through the Arrow representation:

Collections Vector members Relations Subset collections Links Parameters

Collection IDs Schema versions



ARCHITECTURE

Current Backend Architecture
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podio::Frame arrow::Table

podio::Frame → arrow::Table

arrow::Table → podio::Frame

– Each Frame becomes one row in an Arrow table

– Each PODIO collection in a Frame becomes one Arrow column

– Frame parameters are stored in a separate frame_parameters column



TYPE MAPPING

Data Layout in Arrow
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Collections are represented as nested Arrow arrays, one Frame row can contain a full variable-length collection inside a column.

PODIO CONSTRUCT ARROW REPRESENTATION

PODIO collection Arrow list of structs

Scalar member Primitive Arrow field

Component Struct field

std::array<T, N> Fixed-size list

VectorMember<T> List

GenericParameters Struct of typed maps



ENCODING REFERENCES

Relations, Subsets, and Links

PODIO → Apache Arrow Backend 8

PODIO relations cannot be serialized as C++ object references. 

The backend stores them as persistent object coordinates:

struct object_ref {

  uint32_t collectionID;

  int32_t  index;

};

Subset collections are stored as references to existing objects, rather than 

duplicating payload data.

THIS ENCODING SUPPORTS

→
One-to-one relations

A single referenced object per field

→
One-to-many relations

A collection of referenced objects

→
Subset collections

Views over existing collection data

→
Link collections

from, to, and weight fields



CODE GENERATION

Generated Arrow Registration
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The datamodel generator now emits Arrow mapper code, which registers:

1
Arrow types

for PODIO value types

2
Collection converters

collection-to-Arrow conversion logic

3
Arrow-to-buffer readers

reconstruct PODIO buffers from Arrow

Core backend stays datamodel-independent

The core Arrow backend does not need to know about EDM4hep, EDM4eic, or any specific datamodel. Those details are supplied through   
generated registration code. So the design remains experiment-agnostic, following the same philosophy as the existing PODIO code generation 
model. 



Frame-to-Table Conversion
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Table-to-Frame Conversion
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ArrowFrameData and Conversion
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Arrow Table

(one row)

ArrowFrameData
– Reads the Arrow table row

– Reconstructs the collection ID table

– Exposes available collections

– Restores frame parameters

– Produces CollectionReadBuffers via registered readers

podio::Frame

THE KEY PIECE

ArrowFrameData is what makes Arrow-backed data look like a normal PODIO frame again and  downstream code reads it exactly as it would 

any other podio::Frame.



TESTING

Round-Trip Validation
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Frame Arrow Table Frame

✓ Scalar members ✓ Vector members

✓ Arrays ✓ Components

✓ One-to-one relations ✓ One-to-many relations

✓ Subset collections ✓ Link collections

✓ Frame parameters ✓ Multi-row tables / non-zero row index

 Comprehensive Coverage (100% Validated): The roundtrip process guarantees perfect data integrity by rigorously testing every structural component of the Event 
Data Model, including:



BUILD SYSTEM

Downstream Datamodel Integration
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Arrow support is enabled through the PODIO_ADD_ARROW CMake Macro. 

KEY POINT

Like the existing ROOT and SIO backends, Arrow support is generated for each 

datamodel. 



ROADMAP

Benchmarking & Optimization of the Arrow Backend
Profiling the pipeline
Benchmarking evaluates the Arrow backend against existing PODIO I/O paths by isolating every stage of the data path. A single end-to-end timing hides 
bottlenecks, so the tool measures each stage separately . The bytes were streamed directly through a UNIX pipe.

ROOT read ➔ Frame → Table ➔       IPC write / read ➔    Materialization

26.8 MB/s

Arrow IPC stream rate

18.1 frames/s

EIC dataset, 363 collections/event

PER-FRAME TIMING BREAKDOWN

Frame ➔ Arrow (serialization) 0.039 s

Arrow IPC (write + read) 0.040 s
Arrow ➔ C++ materialization 0.015 s 

Key optimizations discovered via perf

Memory allocation. Profiling exposed massive sysmalloc overhead 
from C++ vector resizing. Added .reserve() capacities based on Arrow 
array lengths.
O(N) string lookups. Arrow schema string searches (GetFieldByName ) 
were running inside the per-element loops. Hoisting them to O(1) per 
collection dropped materialization time by more than 10%.

Both of those optimizations directly improved the Materialization (Arrow ➔ 
C++) stage! 
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Frame → Arrow ➔



ROADMAP

Parquet Conversion: Choosing a Layout

THE CORE CONSTRAINT
Apache Arrow tables strictly require all columns to have the exact same length. HEP data categories occur at vastly different frequencies  
millions of Events versus a few dozen Runs.

1 Monolithic “Wide Schema” - Single file

The Parquet limitation: to fit everything into one Parquet file, we are forced 
to pad the shorter categories (like Runs) with millions of nulls to match the 
Event row count.

Why not Union types? Arrow’s in-memory format supports Unions, which 
could intersperse Event and Run rows without padding — but Parquet does 
not support Unions, leaving null-padding as the only single-file option.

WEAKNESS Extreme storage and memory bloat.

SELECTED

2 One file per category

Concept: Separate files for each category — events.parquet, runs.parquet.

Strengths: bypasses the length constraint entirely. Each file is 100% dense, 
naturally tabular, and requires zero null-padding. The only practical way to 
keep dense data without abandoning Parquet and  it eliminates the null 
overhead entirely.

Weaknesses: Directory & Metadata Overhead.  Distributing the dataset 
requires a whole dedicated directory, often necessitating a metadata file to 
describe the categories and validate internal consistency across the disjointed 
files.

Not supporting unbalanced writing: Frameworks like EICrecon process all 
Event frames first, then dump Metadata/Run frames at the end. A single 
file would require buffering the whole dataset in memory; separate files 
support this natively.
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ROADMAP

Parquet Conversion: Choosing a Layout
Monolithic “Wide Schema” - Single file

PODIO → Apache Arrow Backend 12

Row ID Category Type events.Jets events.Electrons runs.RunNumber runs.Conditions metadata.Config

0 Event [Jet1, Jet2] [Elec1] null null null

1 Event [Jet3] [] null null null

2 Run null null 4092 "calib_v2" null

3 Metadata null null null null "cfg_v1.0"

4 Event [Jet4] [Elec2, Elec3] null null null

Row ID Jets Electrons

0 [Jet1, Jet2] [Elec1]

1 [Jet3] []

2 [Jet4] [Elec2, Elec3]

Row ID RunNumber Conditions

0 4092 "calib_v2"

Row ID Config

0 "cfg_v1.0"

One file per category

events.parquet runs.parquet metadata.parquet



SUMMARY

MAIN ACCOMPLISHMENTS

– Added code-generation for Arrow mapping layer for PODIO datamodels

– Implemented both ways of conversion between Frame and Table

– Preserved Relations, subset collections, links, frame metadata during 

conversion

– Rebuilt PODIO frames from Arrow data using ArrowFrameData. 

– Verified correctness through round-trip testing

– Integrated Arrow support into the generated EDM4hep build system. 

– Investigating performance bottlenecks and optimizations.

NEXT STEPS

– Parquet conversion

This extends the current 

round-trip-validated backend towards 

being usable with the standard interface 

for on-disk storage in PODIO.
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THANK YOU!
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