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• Our goal: Create a library in the spirit of RooFit which allows non-GPU

coders to parallelise their fits.

• Maximum-likelihood fits over physics data are very suitable for parallelisation,

because the probability of each event is independent of that of every other

event - complete data parallelism.

• Interesting physics fits can already take two weeks on a single CPU, or

overnight if parallelised with (eg) MPI to ∼20 CPUs.

• With enormous expected datasets from the next generation of experiments,

we need to get faster!
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Transforming the event loop

• We have some event measurements ~x, which we attempt to explain by a model

P with adjustable parameters ~a.

• We want to maximise the joint probability

P =
∏

i

P (xi;~a)

or equivalently

log P =
∑

i

log P (xi;~a).

• We need to calculate this probability for several hundred, or several thousand,

different parameter values ~a. Looping over the whole data set every time!

(Plus calculating normalisation integrals.)

• Two opportunities for parallelisation:

– Numerical calculation of normalisation integrals - each GPU thread handles

one point in the integral.

– Probability calculation - each thread handles one event.

• We take both these options.
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User-level code

• Minimal example:

Variable* xvar = new Variable("xvar", -10, 10);
Variable* mean = new Variable("mean", 0, -1, 1);
Variable* sigm = new Variable("sigm", 1, 0.5, 1.5);
GaussianThrustFunctor gauss("gauss", xvar, mean, sigm);
vector<map<Variable*, double> > data;
TRandom donram(42);
for (int i = 0; i < 10000; ++i) {

map<Variable*, double> curr;
curr[xvar] = donram.Gaus(0.2, 1.1);
data.push_back(curr);

}
gauss.setData(data);
PdfFunctor fitter(&gauss);
fitter.fit();

• That’s it! PDF evaluation will be done on the GPU.

• For very simple fits like this one we get speedups in the range of a factor

∼200.
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General structure

• User creates a GPU method taking a data event and some parameters and

returning the PDF value of the event.

• Wrap the method in a class descending from ThrustPdfFunctor.

• Make an instance of the class, and send it to PdfFunctor which will talk to

Minuit and create the variables.

• Tell Minuit to call PdfFunctor to get the NLL at every iteration.

• PdfFunctor invokes ThrustPdfFunctor::calculateNLL, which

– Copies Minuit parameters to GPU constant memory.

– Normalises PDF, analytically if such a function exists, otherwise numeri-

cally by evaluating a grid over each observable.

– ‘Loops’ over events by telling the GPU to evaluate one thread per event

with the user’s method.

• Not in principle different from RooFit - the problem is only to make it work

on the GPU.

• Programming paradigm is very different: GPU-side code is much more C-like.
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System requirements

• CUDA-capable GPU supporting compute capability 2.0

• CUDA SDK including nvcc compiler 4.0 or higher, and Thrust library

• ROOT library (for Minuit)

• That’s it!

• Note on speed comparisons: Fermi GPU vs AMD 2600 CPU, clock speed 1.6

GHz, 8 Gb memory.
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Realistic example: Time-dependent Dalitz-plot fit

• Consider decay D0 → π+π−π0.

• Observe four variables m2
+, m2

−, t, σt.

• Model Dalitz-plot distribution as sum of intermediate two-body resonances.

• End up with fit of more than thirty parameters.

• Results on toy MC are encouraging: Speedup is in the region of 1200.

• This is unexpectedly fast!

• In this case the algorithm makes heavy use of caching: The fifteen intermediate-

resonance complex numbers for each event are all cached, since they do not

change between iterations. The GPU has 6 memory banks, so it does very

well on this memory-bound part of the problem.
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More on Dalitz-plot fits

• The Dalitz-plot calculation is ‘large’ in the sense of taking many registers;

these are a sharply limited resource. Consequently we get low occupancy:

Each core handles only one thread at a time.

• Integration over the Dalitz plot is numerical, over time is analytic.

• Code is not limited to the case of D0 → π+π−π0. Any three-body decay

describable by relativistic Breit-Wigner functions can be handled:

DecayInfo dtop0pp;
dtop0pp.motherMass = _mD0;
dtop0pp.daug1Mass = 0.1349766;
dtop0pp.daug2Mass = 0.13957018;
dtop0pp.daug3Mass = 0.13957018;
dtop0pp.meson_radius = 1.5;
ResonanceInfo* rho0 = new ResonanceInfo();
rho0->amp_real = new Variable("rho0_amp_real", 0.565, 0.001, 0, 0);
rho0->amp_imag = new Variable("rho0_amp_imag", 0.164, 0.1, 0, 0);
rho0->mass = new Variable("rho0_mass", 0.7758);
rho0->width = new Variable("rho0_width", 0.1503);
rho0->spin = 1; rho0->cyclic_index = PAIR_23;
rho0->eval_type = RBW; rho0->resonance_type = CP_ODD;
// ...
dtop0pp.resonances.push_back(rho0);
TruthResolution truth;
TddpThrustFunctor mix("mix", dtime, sigma, m12, m13, &dtop0pp, &truth);
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Another realistic example: D∗+ width measurement

• Look at decay D∗+ → D0π+, D0 → Kπ.

• Fit mass difference ∆m = m(D∗) − m(D0).

• Extract natural line width of D∗.

• Fit requires convolution of underlying Breit-Wigner distribution with a com-

plicated resolution function involving three Gaussians and a threshold func-

tion.

• Convolution is done numerically by simply looping over the range.

• In this case we only get a speedup of a factor ∼50. Not fully understood.
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Thanks to Zach Huard for the plots.
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Some technical points

• Precision: In principle we would like to use float precision in evaluation,

and accumulate in double. This would allow tighter packing of events onto

processors.

• In tests on very simple calculations (addition, trig functions, exponentials) we

get speedups in the range 1.7-1.9 when using floats; theoretical maximum is

2.

• On actual fits, Minuit fails to converge when we use floats. We don’t under-

stand this.

• The code relies on function pointers, and therefore can’t be run on any old

CUDA-capable device - at least compute capability 2.0 is needed.

• Internally we have several layers of abstraction: PDF layer, Thrust library

layer, function-pointer layer. This makes the code slightly opaque.

• We find it hard to understand internal details of performance - profiler tools

are somewhat coarse-grained.
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Outlook and TODO

• Speedups ranging from 50 to 1200

• Instrumenting code

• Float/double optimisation

• Extend to multiple GPUs

• Better understand the D∗ width fit
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