
In the ATLAS experiment, the calibration of the 
precision tracking chambers of the muon detector is 
very demanding, since the rate of muon tracks required 
to get a complete calibration in homogeneous 
conditions and to feed prompt reconstruction with fresh 
constants is very high (several hundreds Hz for 8-10 
hours runs). The calculation of calibration constants is 
highly CPU consuming. In order to fulfill the 
requirement of completing the cycle and having the final 
constants available within 24 hours, distributed 
resources at three Tier-2 centers have been allocated. At 
these calibration centers, data are split per trigger tower 
and distributed to computing nodes for concurrent 
processing (~250 cores are currently used at each 
center). The architecture and performance of this 
system during the 2011-2012 data taking will be 
presented. 

1.	  Introduc,on	  

The Level-2 trigger algorithms runs in a farm of 500 
processors, divided in 20 racks. 31 nodes in a rack are 
booted from a local disk/file server, out of which 1 is for 
services and the rest is running the Processing Units. 
Each node runs 8 to 12 Level-2 Processing Units. 
Data pertaining to a region around a muon candidate, 
identified by the Level-1 trigger, are prepared by the 
Level-2 and sent to a collector in the local file server, 
then sent to a global collector and written to disk. Data 
is then sent to remote calibration farms (Tier 2 in the 
LHC computing model) for processing. 
This muon calibration data stream is the only source of 
candidate muon tracks, spanning over the entire muon 
detector at a sufficient rate to allow fast end efficient 
online data monitoring. Thus, it is the main source of 
data quality information for the MDT detector. 

The precision chambers of the ATLAS Muon 
Spectrometer are built with the Monitored Drift Tube 
(MDT) technology. The requirement of high accuracy 
and low systematic error can only be accomplished if 
the calibrations are known with an accuracy of some 
tens of microns. The relation between the drift path and 
the measured time (the so called r-t relation) depends 
on many parameters, like temperature, hit rate, gas 
composition, etc., varying with time. It has to be 
measured from the data without the use of an external 
detector, using the autocalibration technique. It relies on 
an iterative procedure applied to the same data sample, 
starting from a preliminary set of constants. 
The required precision requires a large amount of non-
parallel tracks crossing a region, called calibration 
region, which is the region of the MDT chamber sharing 
the same r-t relation. 

2.	  The	  MDT	  calibra,on	  

5.	  Online	  data	  extrac,on	  

7.	  Evolu,on	  
The availability of Wide Area Network bandwidth is 
already much larger than needed for this task and the 
CPU power can be increased according to our needs, 
just adding computing nodes to the calibration farms, 
while the online part will evolve with the ATLAS TDAQ 
architecture. The typical bandwidth needed is of the 
order of up to 100 Mbps to download the streams to the 
remote centers and a few Mbps to upload the calibration 
constants. 
The current model foresees the use of a common TDAQ 
data collection mechanism to collect muon calibration 
data. 

6.	  Remote	  data	  processing	  
A two-stage processing is performed, the first stage 
reconstructing tracks and creating ntuples, the second 
one calculating constants. The calibration parameters 
are then stored in the local calibration database and 
replicated to the main condition database at CERN, 
which makes them available for data analysis within 24 
hours from data extraction. The whole system is 
supervised via an automated tool called Local 
Calibration Data Splitter (LCDS), running at each 
calibration site. This system will evolve in the near 
future to comply with the new stringent requirements of 
the LHC and ATLAS upgrade. 
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3.	  Workflow	  
Data are extracted from the second level trigger, where 
the pre-selection of data sitting in a limited region by the 
first level trigger via the Region of Interest mechanism 
allows selecting all the hits from a single track in a 
limited region of the detector. Online data extraction 
allows calibration data collection without performing 
special runs. Small event pseudo-fragments (about 0.5 
kB) built at the muon level-1 rate (2-3 kHz at the 
beginning of 2012 run, to become 10-12 kHz at 
maximum LHC luminosity) are then collected in parallel 
by a dedicated system, without affecting the main data 
taking, and sent to the Tier-0 computing center at CERN. 
The computing resources needed to calculate the 
calibration constants are distributed through three 
calibration centers (Rome, Munich, Ann Arbor) for the 
tracking device and one (Napoli) for the trigger 
chambers. From Tier-0, files are directly sent to the 
calibration centers through the ATLAS Data Distribution 
Manager. At the calibration centers, data are split per 
trigger tower and distributed to computing nodes for 
concurrent processing 
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The	  LCDS	  Architecture	  

Calibrations must be available after 24 hours from data 
taking. 
Data for calibrations must be selected online, without 
any impact on the DAQ/Trigger system 
High granularity: 
•  1200 chambers 
•  2 Multilayers                   1600 regions 
•  4 wire segments 
Each muon track crosses 6 regions 
•  3 chambers * 2 Multilayers 
•  1600 calibration towers 
 
•  10k to 100k events/region 
•  1600 towers 
•  15 h of data taking 

(1 LHC fill) 
                                                                 

4.	  Requirements	  

required rate is 
300 Hz to 3 kHz 
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8.	  Conclusions	  
The calibration system has been proven to be robust, 
reliable and performing well for the calibration 
requirements of 24/48 hours. 
The calibration centers were very stable during the data 
taking and the total average latency was well below the 
24 hours, allowing fast calibration turnaround, while still 
having room for improvements.  

Dataset	  transfer	  latency:	  ,me	  needed	  	  for	  the	  calibra,on	  stream	  to	  reach	  the	  remote	  sites.	  
The	  bulk	  of	  transfers	  are	  completed	  within	  2	  hours	  from	  the	  data	  extrac,on,	  allowing	  a	  fast	  turnaround.	   Ntuple	  crea,on	  ,me:	  ,me	  to	  create	  the	  ntuples	  since	  the	  data	  arrives	  

to	  the	  remote	  centers.	  The	  average	  ,me	  is	  <	  1h,	  fast	  enough	  to	  cope	  
with	  the	  calibra,on	  requirements.	  

Fit	  ,mes:	  ,me	  to	  fit	  the	  data	  coming	  from	  the	  ntuple	  produc,on.	  
Although	  the	  fit	  is	  the	  slowest	  process	  in	  the	  chain,	  the	  average	  fit	  
,mes	  are	  <2	  h,	  although	  in	  some	  cases	  it	  may	  take	  up	  to	  8	  hours.	  
In	  any	  case,	  the	  overall	  process	  is	  not	  exceeding	  the	  required	  24h.	  
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