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OSG Summer School Ô10

Outline
‣ The IceCube Observatory

‣ Computing resources and needs of the IceCube collaboration.

‣ The IceProd frame work.

‣ DAGs in IceProd

‣ Applications of DAGs GPUs

‣ Limitations of cluster managed workflow management.

‣ IceProdDAG

‣ Performance

‣ Status and future work
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IceCube

Trigger rate:
– ~100 neutrinos

– 1.7x108 muons per day
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Amundsen-Scott South Pole station

South Pole

IceCube
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IceCube IceCube detects light generated by secondary 
particles as they travel through ice
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2$

38$Ins;tu;ons$
~220$collaborators$

42 Institutions
~300 collaborators
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IceCube Computing Resources

Tokio
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Motivation
IceCube collaboration needs to produce large volumes of CPU-intensive 
simulation and process event reconstructions on detector data.

Processing of simulations/reconstructions needs to be coordinated and 
simulation/reconstruciton parameters as well as use need to recorded and 
documented for every dataset.

Collaboration members have access to a variety of computing resources 
distributed accross the world.

Different batch-systems/middleware

Different operating systems/platforms

In many cases, computing resources are not administered by the local 
IceCube group.

IceCube is a large experiment by (university standards) but it is not LHC and 
does not have an infrastructure like CERN.
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IceProd

‣ IceCube’s computing resources are heterogeneous and distributed over many 
institutions.

‣ The IceProd framework is designed to distributedly manage production across 
multiple sites.

‣ IceProd runs at user level on top of other middleware.

‣ It provides a simple solution to manage and monitor distributed large datasets 
and allows for an easy way to integrate multiple clusters and grids with distinct 
protocols.

‣ It makes use of existing technology and protocols for security and data integrity.
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Why not use existing middleware solutions?

IceProd is designed to use software and protocols available on most systems. 
As such it requires minimal effort to setup and there is typically no need for 
opening special ports on firewalls.

In many cases, computing resources are not administered by the local 
IceCube group making it difficult to integrate into a large grid by means of 
Globus Toolkit or similar middleware.

In addition to managing and monitoring job submission, IceProd provides a 
detailed record of configured parameters, software versions used, RNG seeds, 
etc. that are necessary to guarantee reproducibility.
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IceProd

Operating System

Condor/PBS/SGE

Globus/Grid Middleware

Condor/gLite/Edg

IceProd

IceProd is a software package based on Python, XMLRPC and GridFTP. It is 
driven by a central database in order to coordinate, administer and drive 
production of simulations and processing of data.

It is not a replacement for batch queuing systems or grid middleware.

IceProd runs as a separate layer on top of other middleware and can take 
advantage of a variety of computing resources including grids and batch 
systems such as CREAM, Condor, NorduGrid, PBS and SGE
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soaptray listens for incoming 
requests from client

soapqueue checks queue for jobs to 
process

soapmon receives monitoring 
updates from jobs

soapdh handles data movement 
when jobs complete

soaphisto merges and displays 
verification histograms

DaemonsIceProd Server

Grid

Grid 
Submit Node

Production
Database

soaptray
(iceprod-server)

iceprod-client

soapqueue
(iceprod-server)

Cluster

soapmon
(iceprod-server)

XMLRPC
Database Protocol
Batch Sys. Protocol
GridFTP

Cluster 
Submit Node

GridFTP Storage
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‣Plugins provide an way to abstract the 
details of job submission for different 
batch systems

‣Derived class
‣Overload commands for specific batch 

system:
‣queueing
‣check job status
‣remove/cancel job

IceProd Plugins
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IceProd Modules

•modules: modular objects that perform specific 
computational/IO tasks

•tray: groups of modules associated to a general task
•Define an environment (shell, software versions, etc)
•can be run as for loops

•built-in set of modules for performing common tasks
•repository-based module for running external custom 
modules from SVN repository. tray1

loop through 
n-iterations

tray0

module0

module5

module1

module2

module3

module4
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Job Excecution Pilot (JEP)

• Determine platform

• Parse input xml steering 

• Download software and file dependencies (HTTP, GridFTP, CVMFS)

• Setup environment 

• Update status on server through XMLRPC

• Transfer output files (GridFTP)

• Update status on server through XMLRPC

• Clean up working directory
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Job Management

‣Job goes through series of states with 
configurable timeouts in case 
communication is dropped.

‣Job is automatically resubmitted if it 
encounters an error 

‣If max_failures is reached, job is set 
to FAILED

‣If DEBUG is turned on job is set to 
SUSPENDED after any failures. COPIED

failed

0 9
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Load Balancing
¥ Rather than placing the burden of load balancing on a master process, 

each grid-site acts as a consumer of jobs.

¥ A soapqueue deamon contacts the central database and checks for 
pending jobs

¥ Sites essentially compete for jobs on a Þrst-come-Þrst-served basis.

¥ Sites that consume jobs faster are therefore automatically assigned more 
work.

¥ This avoids situations in which sites are starved of work while others 
might be overburdened.
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Fault Tolerance

¥ A main daemon thread continuously monitors the state of other 
daemons and reports to the database.

¥ If a daemon fails the main daemon will attempt to restart it and will notify 
the administrator after a predeÞned number of failures.

¥ Jobs are continuously monitored and will get reprocessed if a timeout is 
exceeded. 

¥ A failed job will be resubmitted until it succeeds or until a maximum 
allowed number of failures is reached.

18



IceProd Client

¥Graphical User Interface
¥CMD line interface
¥Shell interface
¥Editor of XML IceProd/IceTray 

steering files
¥XMLRPC interface to daemons
¥Job submission/control
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¥ jobs update status via XMLRPC
¥ error messages are stored on DB
¥ unified monitoring for multiple clusters

Monitoring

20



Web Interface

¥catalog of datasets

¥grid site/dataset/job monitoring

¥grid site/dataset/job control

¥search engine for production db
¥dataset/grid statistics
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Web Interface

¥catalog of datasets

¥grid site/dataset/job monitoring

¥grid site/dataset/job control

¥search engine for production db
¥dataset/grid statistics
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Web Interface

¥catalog of datasets

¥grid site/dataset/job monitoring

¥grid site/dataset/job control

¥search engine for production db
¥dataset/grid statistics
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DAG (Directed Acyclical Graph) -based 
simulation

¥Separate simulation segments into tasks

¥Assign task to a node in DAG

¥Different tasks can have specific 

hardware or software requirements 
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PARTICLE PROPAGATION

MMC/
PROPOSAL

 BG/Signal Generation

CORSIKA

NuGen

MUONGUN

GENIE

PHOTON PROPAGATION

HitMaker 
(Spline tab.)PPC (GPU)

ClSim HYBRID

Detector (electronics+trigger)

Diplopia
(Coincidences)

Vuvuzela Noise

PMT DomLauncher

TriggerSim

IceCube Simulation Chain

23

23



Direct photon propagation on GPU

Photon Propagation
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Photon tracking for Cherenkov emission by muon.
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Photon Propagation

µ energy lost + cascades ➙ photons ➙ p.e.
photon propagation : ice properties + PMT response + DOM glass/gel
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PARTICLE PROPAGATION
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 BG/Signal Generation
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PARTICLE PROPAGATION

MMC/
PROPOSAL

 BG/Signal Generation

CORSIKA

NuGen

MUONGUN

GENIE
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HitMaker 
(Spline tab.)PPC (GPU)
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GPU-based
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GPU-based Production

¥DAGs allow for optimal usage of specialized 

computing resources such as GPUs.

¥GPU nodes can be fully dedicated to GPU-tasks.

¥Optimal DAG differ depending on the speciÞc 

application.

GPU/PPC production

‣ Current configurations for IC79

‣ standard simulation with PPC

‣ coincident signal-bg

5

martes 5 de julio de 2011

GPU/PPC production

‣ Current configurations for IC79

‣ standard simulation with PPC

‣ coincident signal-bg

5

martes 5 de julio de 2011

GPU/PPC production

‣ Current configurations for IC79

‣ standard simulation with PPC

‣ coincident signal-bg

5

martes 5 de julio de 2011 28



GPU resources

• University of Wisconsin GZK9000:  48 Tesla M2070 GPUs (shared with CHTC @ 30%).

• University of Wisconsin NPX4:

• 8 servers with 4x Nvidia GTX 690 cards (dedicated)

• 8 servers with 4x AMD Radeon 7970 cards (dedicated)

• NERSC Dirac: 44 NVIDIA Tesla C2050 (code named Fermi) GPU with 3GB of memory (shared)

• University of Maryland: making a large purchase,

• University of Alberta: 60 special 12-core nodes that have 3 general-purpose GPUs each (shared), 

• RWTH Aachen: 58 Tesla GPUs (shared), 

• DESY-Zeuthen: 40 Kepler 820 GPUs,

• TU Dortmund: 10 Tesla 2070/2095 GPUs.

GZK9000
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GPU usage
¥ Optimal usage of GPUs depend on the type 

of simulations and the DAG topology. 
¥ If you are limited to a single cluster more 

GPUs ! more throughput.
¥ You can starve the GPU’s if you don’t have 

enough CPUs to generate input and 
consume output of GPU.

¥ Pooling collaboration resources results in 
more efficient use.

Type Average	
  no.	
  of	
  CPUs/GPU
IC79
NuMu	
  events

200000 31.50
CORSIKA	
  polygonato

25000000 6.97
IC86.1
NuMu	
  events

200000 20.85
NuMu	
  E^-­‐1	
  Hybrid

5000 0.91
NuE	
  events

200000 7.74
CORSIKA	
  polygonato

25000000 5.93
CORSIKA	
  LE	
  5-­‐comp

10000000 7.93
CORSIKA	
  HE	
  5-­‐comp

30000 11.51

30

30



Distributed DAGs in the 
IceProd Frame Work
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Disadvantages of batch-system-based DAGs:

" Simulation DAGs limited job to clusters with GPUs.
" An entire DAG job is restricted to run on a specific site.
" Cluster don’t all have same resources available. One may want to run specific 

tasks on one cluster (e.g. GPUs) and others on an entirely separate cluster.
" Support for DAGs varies across batch systems and is non-existent for some.
" Ratio of available CPUs (or GPUs) is not always ideal (or constant on 

opportunistic environments).
" In order to optimize usage of GPUs, it is necessary to have an appropiate 

balance of hardware (CPU/GPU).
" This can be achieved by pooling more resources.

IceProd DAGs
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IceProd with batch system DAG: run DAGs in 
separate clusters

‣ IceProd DAG: run tasks in separate grids.
‣ IceProdDAG allow DAGs to be truly distributed.
‣ Distributed workflow diagram (DAG) support in production 

system facilitates optimal usage of resources.

‣ Support added through IceProd plugins:
‣ IceProdDAG (master):

‣ Resolves dependencies between 
vertices and exposes task to 
salve.

‣ TaskQ (slave):
‣ Treats tasks a regular jobs (does 

not care about hierarchy)
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¥ plugin classes are 
automatically generated 
using Python 
inheritance magic.

¥ Adding a TaskQ version 
of a plugin is as simple 
as conÞguring an 
existing plugin.

Automatic Support for Existing Plugin
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¥ plugin classes are 
automatically generated 
using Python 
inheritance magic.

[queue]
batchsys = pbs.Pbs
batchsys = pbs.Torque
batchsys = condor.Condor
batchsys = sge.SGE¥ Adding a TaskQ version 

of a plugin is as simple 
as conÞguring an 
existing plugin.

Automatic Support for Existing Plugin
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¥ plugin classes are 
automatically generated 
using Python 
inheritance magic.

[queue]
batchsys = pbs.Pbs
batchsys = pbs.Torque
batchsys = condor.Condor
batchsys = sge.SGE

[queue]
batchsys = pbs.Pbs::TaskQ
batchsys = pbs.Torque::TaskQ
batchsys = condor.Condor::TaskQ
batchsys = sge.SGE::TaskQ

¥ Adding a TaskQ version 
of a plugin is as simple 
as conÞguring an 
existing plugin.

Automatic Support for Existing Plugin
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¥ Similar syntax as HTCondor ClassAds but applied at 
site-level rather than host-level.

¥ Set in iceprod.cfg.
¥ Allows arithmetic and boolean expressions.

Site Attributes
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•Task goes through series of states in a similar way as job.
¥IceProdDAG (master) ignores tasks whose state is not IDLE allowing 

for TaskQ to clean up task before resubmission.

WAITING QUEUEING

RESET

QUEUED

PROCESSING

True

False

ok?
True

Move intermediate data to temporary storage

False
reset job

ok?

ERROR

COPYINGOUTPUTOK

Submit

Max. time
 reached

SUSPENDED

CLEANING

Start

COPYINGINPUT

ok?

ok?

False

True

True

False

IDLE
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Intermediate Storage

¥ Each site is configured with a temporary 
storage URL

¥ For distributed DAGs you need to configure all 
sites to with common set of URLs

¥ It may be inefficient for tasks to use a remote 
storage element when a near one is available.

¥ Ideally you want to schedule tasks near the 
data (move the job to the data rather than the 
data to the job).

background
OK

ppc_bg
OK

ic86det0
OK

level2
OK

trashcan
OK

corsika
OK

ppc
OK
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Optimal distribution of work loads

R̄
gpu

=
(t̃

corsika+background

)
(t̃

ppc+ppc bg

)
+

(t̃
ic86det0 + t̃

level2)
(t̃

ppc+ppc bg

)
⇡ 6.65

38



OSG Summer School Ô10

Status and future work
‣ There is active development on IceProd and IceProdDAGs to include new features 

and general improvements to performance.

‣ A new design is under development that includes a distributed database and allows 
users to setup private instances with SQLite.

‣ IceProd has recently been adopted through an MoU by the High Altitude Cherenkov 
(HAWC) gamma-ray observatory for mass processing of event reconstructions from 
data.

-
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Summary
‣ IceCube’s computing resources are heterogeneous and distributed over many 

institutions.

‣ The IceProd framework is designed to distributedly manage production across 
multiple sites.

‣ IceProd runs at user level on top of other middleware.

‣ It provides a simple solution to manage and monitor distributed large datasets and 
allows for an easy way to integrate multiple clusters and grids with distinct 
protocols.

‣ It makes use of existing technology and protocols for security and data integrity.

‣ DAGs provide an efficient way to break a job into separate and parallelizable tasks 
that can be allocated to targeted resources.

-
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OSG Summer School Ô10

Summary
‣ IceProdDAG provides a way to easily expand the scope of DAGs to different grids 

and clusters through the IceProd frame work.

‣ There is active development on IceProd and IceProdDAGs to include new features 
and general improvements to performance.

‣ IceProd has already recently been adopted through an MoU by the High Altitude 
Cherenkov (HAWC) gamma-ray observatory for mass processing of event 
reconstructions from data.

-
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IceCube as well as much of this work was made possible by funding from the 
following agencies:

U.S. National Science Foundation-OfÞce of Polar Programs, U.S. National Science Foundation-
Physics Division, University of Wisconsin Alumni Research Foundation, the Grid Laboratory Of 
Wisconsin (GLOW) grid infrastructure at the University of Wisconsin - Madison, the Open 
Science Grid (OSG) grid infrastructure; U.S. Department of Energy, and National Energy 
Research ScientiÞc Computing Center, the Louisiana Optical Network Initiative (LONI) grid 
computing resources; National Science and Engineering Research Council of Canada; Swedish 
Research Council, Swedish Polar Research Secretariat, Swedish National Infrastructure for 
Computing (SNIC), and Knut and Alice Wallenberg Foundation, Sweden; German Ministry for 
Education and Research (BMBF), Deutsche Forschungsgemeinschaft (DFG), Research 
Department of Plasmas with Complex Interactions (Bochum), Germany; Fund for ScientiÞc 
Research (FNRS-FWO), FWO Odysseus programme, Flanders Institute to encourage scientiÞc 
and technological research in industry (IWT), Belgian Federal Science Policy OfÞce (Belspo); 
University of Oxford, United Kingdom; Marsden Fund, New Zealand; Japan Society for 
Promotion of Science (JSPS); the Swiss National Science Foundation (SNSF), Switzerland; This 
research has been enabled by the use of computing re- sources provided by WestGrid and 
Compute/Calcul Canada
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Backup Slides

43
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IceCube Computing Resources

Aachen (Germany) Mainz (Germany) NPX4 - Madison (USA)

WestGrid - Alberta 
(Canada) OSG (USA) Ghent (Belgium)

Bartol (USA) PSU - Pennsylvania 
(USA) EGI (Germany)

Brussels (Belgium) SweGrid  (Sweden) UC-Irvine (USA)

DESY (Germany) Tokyo (Japan) Bochum (Germany)

Dortmund (Germany) UMD - Maryland (USA) Wuppertal (Germany)

LONI  - Southern U. 
(USA)

CHTC/GLOW/
GZK9000 UW-
Madison (USA)

PDSF/Carver/Dirac
LBNL (USA)

44



45

Data Processing Demands

FilterLevel livetime runtime (2.6 GHz)

L1 ~8 hrs/run 2 CPU-hr/min

L2 19.7 CPU-hr/min

L3 (µ) 0.031 CPU-hr/min

L3(cscd) 0.021 CPU-hr/min

Bulk of data filtering is performed at South Pole before 
satellite transfer on 300 cores

IceCube Lab
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Simulation Demands

simulation livetime runtime (2.6 GHz CPU)

single shower ~10 sec 3.5 h/core

signal νµ (E-1)* 9.4 sec/event

signal νµ (E-2) 5.5 sec/event

signal νe (E-1) 12.7 sec/event

signal νe (E-2) 5.3 sec/event

*) estimated : runtime depends on configuration

Volume of data storage: ~10 TB/week
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Intermediate Storage

¥ For this we define a distance metric that uses 
the transfer speed to a storage element as a 
factor in calculating task priorities.

¥ For a given site, priority is given to tasks whose 
input data has a high transfer speed (small 
distance) or no input data (e.g. root vertices)

¥ For storage elements that are inaccessible by a 
site you define the speed equal to zero (infinite 
distance).

background
OK

ppc_bg
OK

ic86det0
OK

level2
OK

trashcan
OK

corsika
OK

ppc
OK
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speed metric

x̄i =
x̄i�1 + wxi

w + 1

• As a further optimization we 
allow the speed metric to vary 
with time in response to network 
changes. 

• This is an area for further 
research and possible 
improvements.
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Best case scenario

• In the best-case scenario, each 
vertex has at most 1 parent 
and a time complexity of

task0

task1 task2 task3 task4 task5 task6 task7 task8 task9

task0

task1

task2

task3

task4

task0

task1 task2

task3 task4 task5 task7

T (n) = ⇥(n)
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Worst case scenario

• The worst case scenario is a 
maximally connected DAG with 
the larges number of parent 
edges at each vertex and a 
time complexity of

task0

task1

task2

task3

task4

task5

task6

task7

task8

task9

T (n) = ⇥(n(n� 1)/2)
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Time complexity

T (n) = O(n(n ! 1)/2)

T (n) = ⇥(n)

T (n) = ⇥(n(n� 1)/2)

51



Job Steering Structure
A job executes instructions based on the following set of directives 

<configuration>
    <steering> 
       </parameter>         <!-- user defined global variables -->
    </steering>
    <tray iter=n>             <!-- software environment instance -->
         <module>             <!-- configurable module to perform arb. task -->
             <parameter/>    <!-- module parameters -->
         </module>
    </tray>
</configuration>

tray instances and contain an arbitrary number of modules and can loop over 
a specified number of iterations using a common software environment.

module instances can be from a set of predefined modules or a user-defined 
script to perform an arbitrary task.
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IceProd XML Expressions
¥ In order to give XML configurations a certain amount of flexibility based on 

input parameters, has a scriptable pseudo language:
¥ Comand line options:

$args(procnum), $args(nproc), etc  - is replaced by value passed 

via  options --procnum= , --nproc= , etc.

¥ Steering parameters as variables:
    $steering(<varname>) - is replaced by steering parameter

¥ Python expressions:
    $eval(<expr>) - restricted python expressions

¥ String formatting:
     $sprintf(Ò %s %d %f Ò, <expr1>, <expr2>, <expr3>)

¥ System-specific variables:
    $system(photontablesdir)

¥ Recursive expresion evaluation.
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Security and Data 
Integrity

¥ Integrates LDAP authentication and 
SSL encryption.

¥ Jobs are assigned a randomly 
generated temporary passkey.

¥ This passkey is used to authenticate 
when sending updates to 
monitoring server

¥ Data transfers are done via 
GridFTP using grid certiÞcate 
proxies signed by a CA.

¥ MD5Sum of each Þle is generated 
on completion of job and stored in 
database

54


