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Interface between OSG and ALCF 
responsible for: 
  retrieving job descriptions and 
inputs from OSG 
  polling available resources for 
estimates of job completion time  
  scoring resources and scheduling 
jobs on best-fit resource 
  transferring output to OSG 

Interface between DataStager 
and ALCF responsible for: 
  estimating job completion 
times for DataStager, to aid in 
metascheduling 
  retrieving job descriptions 
from DataStager for jobs that are 
ready to execute 
  notifying DataStager of 
changes in job state  
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The Daemon manages job execution 
on ALCF resources: 
  transfers data inputs from 
DataStager 
  interacts with the Cobalt 
scheduler to submit and monitor 
jobs 
  transfers output to DataStager 

Mira 
IBM BlueGene/Q with 768,432 
PowerPC A2 cores, 1 GB of 
memory per core, and a peak 
performance of 10 petaflops  

Intrepid 
IBM BlueGene/P with 163,840 
PowerPC 450 cores, 512 MB of 
memory per core, and a peak 
performance of 557 teraflops  

Alpgen 
Alpgen	  is	  the	  generator	  we	  have	  used	  most	  
extensively.	  It’s	  wri@en	  in	  a	  reasonably	  
portable	  dialect	  of	  FORTRAN	  and	  compiles	  
using	  either	  the	  Gnu	  or	  IBM	  compiler.	  It	  runs	  
on	  both	  the	  BG/P	  and	  BG/Q	  systems	  with	  no	  
changes	  to	  either	  the	  code	  itself	  or	  the	  build	  
environment.	  It's	  normally	  run	  with	  a	  slight	  
modificaMon	  so	  that	  the	  random	  number	  seed	  
is	  dependent	  on	  the	  MPI	  rank	  (the	  only	  use	  of	  
MPI);	  otherwise	  each	  core	  would	  generate	  
idenMcal	  events.	  	  	  

Cobalt Scheduler 
  Open-source scheduler 
developed at ALCF 
  Allows scheduler-level 
monitoring and customization for 
applications (such as ours) 
  Interfaces directly with Blue 
Gene system management 
interfaces (and with commodity 
clusters) 

  jobs can be decomposed into work 
packages that fit in available blocks 
  two scenarios 

  queue gaps that arise from 
job granularity 
  temporal gaps that arise due 
to queue draining  

  Balsam daemon will manage 
submission of work packages through 
completion of entire job 

At ALCF we have generated over 81 million Alpgen events on Intrepid and 
delivered them to ATLAS. These were a mix of Balsam and non-Balsam jobs. 
These events are presently undergoing validation, however we expect no 
problems as samples of order 100,000 events are bit-for-bit identical to ones 
produced on an x86. Additionally, we have run 750,000 CPU-hours of Root on 
Intrepid, primarily limit setting with the Bayesian Analysis Toolkit. As is typical of 
HEP computing, this job can be divided into subtasks that naturally fit within the 
512 node and 6 hour limits of a short job on Intrepid, which in turn allows Cobalt 
to schedule these jobs opportunistically: at times we were running more jobs 
than the policy strictly allowed, so that the scheduler could keep the machine 
busy. The key to doing this efficiently is to be able to ”reshape” a job: adjust the 
duration and the number of nodes to be able to fit into an opportune opening.  

Scheduling 

How can ATLAS leverage HPC systems to accelerate event generation, simulation, and analysis? 

We are examining this question by porting ATLAS codes to supercomputing platforms at the Argonne Leadership 
Computing Facility (ALCF), and adapting compute jobs to run opportunistically, exploiting available compute 
blocks that arise from varying task granularity  

MCFM and Sherpa 
MCFM	  and	  Sherpa	  both	  run	  on	  the	  
BG/Q	  systems;	  memory	  issues	  

prevent	  them	  from	  running	  on	  the	  
BG/P.	  	  With	  MCFM	  the	  generated	  
code	  is	  too	  large	  for	  24-‐bit	  relaMve	  
jumps	  to	  reach	  from	  some	  branch	  
sites.	  For	  Sherpa	  the	  total	  memory	  
footprint	  is	  too	  large.	  	  Sherpa's	  
integraMon	  stage	  as	  well	  as	  its	  
event	  generaMon	  phase	  can	  be	  

parallelized	  via	  MPI.	  

Root 
Root	  runs	  on	  the	  BG/
P.	  Executables	  on	  both	  
the	  BG/P	  and	  BG/Q	  
need	  to	  be	  staMcally	  
linked.	  	  Not	  every	  
staMc	  library	  that	  is	  
needed	  is	  presently	  
installed	  on	  the	  BG/Q.	  

Geant4 
Geant4	  runs	  on	  the	  BG/P	  
systems	  without	  
modificaMon.	  	  The	  build	  
environment	  however	  
needs	  to	  be	  substanMally	  
modified	  to	  handle	  cross-‐
compilaMon	  for	  the	  
worker	  nodes.	  	  Similar	  
modificaMons	  are	  in	  
progress	  for	  the	  BG/Q.	  

Coupling the ATLAS Production System to ALCF resources 
We	  have	  designed	  an	  OSG-‐like	  adapter,	  called	  the	  DataStager,	  to	  interact	  with	  the	  ATLAS	  ProducMon	  System	  to	  retrieve	  job	  
descripMons	  and	  deliver	  results.	  The	  DataStager	  brings	  jobs	  from	  OSG	  to	  the	  local	  system,	  schedules	  the	  job	  onto	  the	  opMmal	  
system,	  where	  its	  execuMon	  is	  managed	  by	  the	  Balsam	  Service	  and	  Daemon.	  The	  DataStager	  then	  returns	  the	  results	  to	  OSG.	  
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