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Motivation and Desiderata (1)

There are several examples of (approximate) simple vs. simple testing in HEP:
Is the electric charge of the top quark +2/3 or −4/3?, Is the observed Higgs-
like particle a scalar or a pseudoscalar?, What is the spin of a newly observed
resonance?, . . .
One would think that this type of problem is easy to solve, so we might start
with a wish list of features the solution should provide:

1 Choice of null hypothesis
In some cases the null hypothesis H0 is obvious, as when testing a
standard model prediction versus a new physics one. But what about
testing two possible characteristics of a new phenomenon against each
other?

2 Measurement sensitivity
One should not be led to draw conclusions that are not warranted by the
sensitivity of one’s instruments.

3 Error rates versus measures of evidence
Do we want to report both? Can we report a single number that
incorporates the merits of both?
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Motivation and Desiderata (2)

4 Choice of rejection threshold
Is there a reasoned way to arrive at a choice of rejection threshold that
takes into account experimental conditions and prior beliefs?

5 Conditional relevance
What is the best way to quantify the observed evidence in favor of either
hypothesis? If we report an error rate for example, can we make that
error rate relevant for the data actually observed?

6 Subsequent inference
Can we use the same data to choose a hypothesis and to make
inferences conditional on the truth of that hypothesis?

7 Consistency
How do we want the test to behave with increasing sample size? Do we
want the probability of selecting the correct hypothesis to go to 1?
Bernardo argues that you never want to be in a situation where you
accept a precise hypothesis with 100% confidence.

For further reflections on some of these issues see for example R. Cousins et
al., “Spin discrimination of new heavy resonances at the LHC,” JHEP 11, 046
(2005).
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Practical Implementation of Simple Hypothesis Testing

In the case of the top quark electric charge, the parameter of interest can only
take on two values, θ = 2/3 and θ = −4/3. However the test is not performed
on θ directly. Instead, the following procedure is used:

1 Collect a sample of top quark “candidates”;

2 Estimate θ for each candidate;

3 Define µ as the fraction of candidates with θ = 2/3;

4 Test H0 : µ = 1 versus H1 : µ = 0.

So, although we are still testing simple hypotheses on µ, we could in principle
consider values of µ between 0 and 1 and compute an interval.
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List of Methods

1 Standard frequentist (Neyman-Pearson) testing;

2 Minimax;

3 Multiple testing;

4 Using CLS-values instead of p-values;

5 Bayes;

6 Unified Bayesian/conditional frequentist testing;

7 Inverting intervals.
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Standard Frequentist Testing: Basic Framework

Assume that we measure X , with distribution f (x | µ), and wish to test

H0 : µ = µ0 versus H1 : µ = µ1,

where µ0 > µ1. Then:

p0= P(X ≤ xobs | H0)

=

Z xobs

−∞
f (x | µ0) dx = F (xobs | µ0),

α= P(X ≤ xα | H0) = F (xα | µ0),

β(α)= P(X > xα | H1) = 1 − F (xα | µ1),

p1= P(X > xobs | H1) = 1 − F (xobs | µ1).

Procedure: Choose α, adjust the critical region to minimize β,
then reject H0 if xobs ≤ xα or p0 ≤ α, and accept otherwise.
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Standard Frequentist Testing: Choice of Null Hypothesis

The choice of null hypothesis is driven by two considerations:

• Explanatory power asymmetry
When one hypothesis (say “background-only”) requires fewer
assumptions or fewer parameters than the other (say
“background+signal”), then that hypothesis also has more explanatory
power, and by Ockham’s razor it should be favored a priori.

• Error control asymmetry
Two types of error can be made in simple vs. simple testing, but only one
error rate can be directly controlled by the experimenter. Once this is
done, the other error rate is constrained by the measurement resolution.

Therefore, assuming that one would want to control the probability of the worse
error, and that the worse error is to reject incorrectly the more parsimonious
hypothesis, the latter must be chosen as null hypothesis.
Lehmann points out that if the measurement resolution is very high, or the
sample size very large, the Type-II error probability will inevitably fall below
any Type-I error probability chosen by convention, a situation that “is inconsis-
tent with the assumed relative importance of the two errors.” (E. L. Lehmann,
“Significance level and power,” Ann. Math. Statist. 29, 1167 (1958).)
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Standard Frequentist Testing: Choice of Rejection Threshold

Suppose we use the likelihood ratio B01 in favor of H0 to discriminate between
the two hypotheses. How should we choose the threshold c such that we
reject H0 if and only if B01 ≤ c?

Let Gi(y) be the cumulative probability distributions of B01 under Hi , and gi(y)
the corresponding densities. The Type-I and Type-II errors of the test are then
given by:

α = G0(c) and β = 1−G1(c).

Let `i be the loss for incorrectly rejecting Hi . The Bayesian risk of an incorrect
decision is then:

R(c) = `0απ0 + `1βπ1 = `0G0(c)π0 + `1 [1−G1(c)] π1,

where πi is the prior probability of Hi . Minimizing this risk with respect to c
leads to:

c =
`1

`0

π1

π0
.
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Standard Frequentist Testing: Confidence Levels

The error probabilities α and β correspond to confidence levels 1−α and 1−β.
To illustrate this, suppose that the result of a test is to accept H0. Then:

1 If H0 is true, the probability of making the right decision is 1− α, the
acceptance confidence level.

2 If H0 is false, the probability of accepting H0 is β. Since this would be the
wrong decision, our confidence in our rejection of H1 is 1− β, the
exclusion confidence level.

A similar description can be given in the case that H1 is accepted.

It is somewhat unsatisfactory that standard frequentist testing results in two
confidence levels rather than one, but one could argue that one of these confi-
dence levels is more important than the other. Suppose again that we are led
to accept H0. Then this only constitutes positive evidence in favor of H0 if there
is a substantial probability 1 − β of rejecting H0 when H1 is true. Of course
if we were led to accept H1 instead, the corresponding probability would be
1− α. Hence it is the exclusion confidence level that is relevant (note: not the
power!).
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Standard Frequentist Testing: Summary

1 Choice of α.
This can be done very neatly within a Bayesian framework, using prior
beliefs in H0 and H1, and loss functions. The problem is to agree
amongst ourselves on the prior beliefs and on the loss functions.

2 Standard frequentist testing always leads to a decision.
Either we reject or we accept H0. If the measurement resolution is low,
and we protect H0 with a suitably low α, it is unlikely that we will reject
H0; if we then accept H0, our exclusion confidence level 1− β will be
low. Hence the test does take measurement sensitivity into account.

3 The reported confidence levels are unconditional.
They do not reflect the strength of evidence exhibited by the observed
data.

4 The test is inconsistent.
That is, if we keep α independent of sample size. As noted before, it
may be a good thing that we never accept a simple hypothesis with
100% confidence.
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Minimax Testing: Basic Framework

Procedure: Compute p0 = P(X ≤ xobs | H0) and p1 = P(X > xobs | H1),
then reject the hypothesis with the smaller p-value and accept the other one.

This procedure implies equal Type-I and Type-II error rates (α = β) for contin-
uous test statistics, and is therefore called equal-tailed. It can also be derived
by minimizing the maximum probability of error, max{α, β}, from which it gets
the name minimax.

The minimax formulation can be generalized by introducing a loss function.
Let `i be the loss incurred by incorrectly rejecting Hi . Then the risk, or ex-
pected loss, is `0α when rejecting H0 and `1β when rejecting H1. Minimiz-
ing the maximum expected loss max{`0α, `1β} yields the rejection threshold
α = (`1/`0) β. In general this is no longer equal-tailed. In terms of p-values
the procedure is to reject the Hi with the smaller `ipi and accept the other one.
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Minimax Testing: Summary

Minimax testing solves the problem of choosing a rejection threshold α, and
does so in a way that takes into account measurement resolution and sample
size. If the measurement resolution is improved, both α and β get reduced.

In the limit of a large sample size, the probability of selecting the correct hy-
pothesis goes to 1.

In the equal-tailed case there is only one confidence level to report.

The reported confidence level is still unconditional and does not reflect the
evidence contained in the data.
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Multiple Testing: the Procedure

Procedure: Choose α0 and α1 (e.g. α0 = 2.87× 10−7, α1 = 0.05),
and compute p0 = P(X ≤ xobs | H0) and p1 = P(X > xobs | H1).
Then:
1. Reject only H0 if p0 ≤ α0 and p1 > α1,
2. Reject only H1 if p0 > α0 and p1 ≤ α1,
3. Reject both H0 and H1 if p0 ≤ α0 and p1 ≤ α1, and
4. Fail to reject either H0 or H1 if p0 > α0 and p1 > α1.

Case 4 corresponds to a “no-decision region” in sample space. In HEP this
procedure was formally described for the first time by L. Lyons a few years
ago. In the statistics literature it was studied by E. L. Lehmann in 1957 (E. L.
Lehmann, “A theory of some multiple decision problems,” Ann. Math. Statist.
28, 1 (1957); ibid. 28, 547 (1957).)
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Multiple Testing: Loss Structure

To study the properties of the multiple testing procedure, introduce a loss func-
tion for each individual test. With `(H, d) representing the loss incurred when
hypothesis H is true and decision d is taken, set:

`
`
Hi , Reject Hi

´
= ai ,

`
`
¬Hi , Reject Hi

´
= bi , where Reject ≡ “Fail to reject”,

and let the loss be zero in all other cases. Supposing that losses are additive
when combining tests, the loss function for the multiple-decision procedure is
then given by:

Decision

H0 : Reject Reject Reject Reject
H1 : Reject Reject Reject Reject

µ : 6= 1 6= 0 ∈ [0, 1] ∈ ]0, 1[

Tr
ue

S
ta

te

H0 : µ = 1 a0 + b1 0 b1 a0

H1 : µ = 0 0 b0 + a1 b0 a1

H̄0 ∩ H̄1 : 0 < µ < 1 b1 b0 b0 + b1 0
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Multiple Testing: Optimality

Lehmann defines a decision procedure δ(X ) as unbiased if

EH

h
`
`
H ′, δ(X )

´i
≥ EH

h
`
`
H, δ(X )

´i
.

Roughly, a decision procedure is unbiased if on average the actual decision
is closer to the correct one than to any false one (E. L. Lehmann, “A general
concept of unbiasedness,” Ann. Math. Statist. 22, 587 (1951).)

He then shows that, when combining two or more tests in the way described
here, the resulting multiple-decision procedure uniformly minimizes the risk

R(δ, H) ≡ EH

h
`
`
H, δ(X )

´i
.

among all unbiased procedures.
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Multiple Testing: Effect of Measurement Sensitivity

As the measurement resolution goes to zero, the upper boundary of the no-
decision region approaches 1− α1 (left) and 1− α0 (right).
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Multiple Testing: Summary

In contrast with the standard frequentist procedure, here the user gets to
choose the confidence level to report when excluding either hypothesis.

The price for this additional degree of freedom is the appearance of a no-
decision region (NDR), which corresponds to the failure to reject both H0 and
H1. The size of the NDR depends on the measurement resolution. At high res-
olution the NDR is replaced by a region in which both hypotheses are rejected:
one must be ready for this possibility!

The confidence levels 1−α0 and 1−α1 are unconditional and do not take into
account the evidence contained in the data.

In principle one could easily extend this framework to more than two hypothe-
ses.
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P-Values and CLS-Values

Using CLS instead of p1 in the multiple-testing procedure allows to close a gap
in the no-decision region at zero sensitivity between p0 = 1− α1 and p0 = 1.
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Bayes Testing

Procedure: Assign prior probabilities π0 to H0 and π1 = 1− π0 to H1, compute
the posterior probabilities

p(H0 | xobs) =
π0 f (xobs | µ0)

π0 f (xobs | µ0) + π1 f (xobs | µ1)
=

π0 B01

π0 B01 + π1
,

p(H1 | xobs) =
π1 f (xobs | µ1)

π0 f (xobs | µ0) + π1 f (xobs | µ1)
=

π1

π0 B01 + π1
,

where B01 is the Bayes factor in favor of H0, then reject the hypothesis with
the smaller posterior probability and accept the other one.

In this procedure the posterior hypothesis probabilities are at the same time
error probabilities: If we reject H0, then p(H0 | xobs) is the probability that we
made a mistake.

The posterior probabilities take into account prior beliefs, measurement reso-
lution, and observed data. They are measures of evidence.

As pointed out previously, the problems of selecting α in a frequentist proce-
dure and of selecting π0 here are in mathematical correspondence.
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Unified Bayesian/Conditional Frequentist Testing (1)

Jim Berger has shown that it is possible to construct a frequentist test that has
a Bayesian interpretation. The idea is to condition the frequentist error rates
on a statistic Q that represents the strength of evidence in the data:

Q ≡ min


1− p0

1− α
,

1− p1

1− β

ff
.

Next, a frequentist/Bayes matching condition is needed:

1− β

1− α
=

π0

π1

The test procedure is then:8>>><>>>:
If B01 ≤ r , reject H0 and report conditional error probability α̃(q) = p(H0 | x);

If r < B01 < a, make no decision;

If B01 ≥ a, accept H0 and report conditional error probability β̃(q) = p(H1 | x);

where r and a are constants that depend on the distributions of X under H0

and H1, and on the choice of α (J. O. Berger, L. D. Brown, and R. L. Wolpert,
“A unified conditional frequentist and Bayesian test for fixed and sequential
simple hypothesis testing,” Ann. Statist. 22, 1787 (1994).)
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Unified Bayesian/Conditional Frequentist Testing (2)

Here is what this procedure looks like in the plane of p-value versus measure-
ment resolution, with contours of constant conditional error probability (CEP):
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Unified Bayesian/Conditional Frequentist Testing (3)

Some notable feature of the method:

• The frequentist/Bayes matching condition is different from the one
obtained by minimizing Bayes risk;

• The no-decision region has a nice shape as a function of measurement
sensitivity;

• The method does not generalize easily to situations involving nuisance
parameters.
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Inverting Intervals (1)

Usually we invert tests to construct intervals, but one can also do the opposite:

1 To test H0 : µ = µ0 versus H1 : µ = µ1, use the Neyman construction to
construct an “interval” in the set {µ0, µ1}.

2 Whenever the interval contains the entire set, the corresponding test
has a no-decision region.

3 Since the set is discrete, the interval construction may overcover, and
the Type-I error of the test may be smaller than nominal.

4 This procedure allows to enforce the ordering rule while controlling the
Type-I error. Some ordering rules give meaningless results (e.g. central
ordering) while others are potentially interesting (e.g. likelihood ratio,
posterior odds).
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Inverting Intervals (2)
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Final Remarks

1 There are many methods, none is fully satisfactory.

2 To be relevant in practice, a method should be able to handle unknown
nuisance parameters (“simple hypothesis” → “precise hypothesis”). This
is usually a problem for frequentist methods.

3 The no-decision region, although disliked by some statisticians, can be
useful if it helps model the measurement sensitivity. Plots of p0 versus
∆µ/σ help study this.

4 Inference after testing is a subtle issue that requires more
understanding, see for instance C. Chatfield, “Model uncertainty, data
mining and statistical inference,” J. R. Statist. Soc. A 158, 419 (1995),
and D. Draper, “Assessment and propagation of model uncertainty,” J. R.
Statist. Soc. B 57, 45 (1995).
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