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Bunch Crossing! 4 107 Hz

7x1012 eV ! Beam Energy
1034 cm-2 s-1 ! Luminosity
2835 ! Bunches/Beam 
1011 ! Protons/Bunch

7 TeV Proton Proton 
colliding beams 

Proton Collisions! 109 Hz

Parton Collisions 

New Particle Production ! 10-5  Hz 
(Higgs, SUSY, ....)!

p pH

µ+

µ-

µ+

µ-

Z

Z
p p

e- νe

µ+

µ−

q

q

q

q
χ1

-

g~

~

χ2
0~

q~

χ1
0~

Selection of 1 event in 10,000,000,000,000

7.5 m  (25 ns)

Collisions	  at	  the	  LHC:	  summary	  
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Detector	  “onion”	  structure	  
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to open the image, or the image may have 
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The image cannot be displayed. Your computer may not 
have enough memory to open the image, or the image 
may have been corrupted. Restart your computer, and 
then open the file again. If the red x still appears, you 
may have to delete the image and then insert it again.
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Overall length : 21.6 m	
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The image cannot be displayed. Your computer may not have enough memory to open the 
image, or the image may have been corrupted. Restart your computer, and then open the file 
again. If the red x still appears, you may have to delete the image and then insert it again.

The image cannot be displayed. Your 
computer may not have enough 
memory to open the image, or the 
image may have been corrupted. 
Restart your computer, and then open 
the file again. If the red x still appears, 
you may have to delete the image and 
then insert it again.

An	  experiment:	  CMS	  
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Data	  and	  Algorithms	  
•  HEP	  main	  data	  are	  organized	  in	  Events	  (par%cle	  collisions)	  
•  Simula%on,	  Reconstruc%on	  and	  Analysis	  programs	  process	  

“one	  Event	  at	  the	  %me”	  	  
–  Events	  are	  fairly	  independent	  of	  each	  other	  
–  Trivial	  parallel	  processing	  

•  Event	  processing	  programs	  are	  composed	  of	  a	  number	  of	  
Algorithms	  selec%ng	  and	  transforming	  “raw”	  Event	  data	  
into	  “processed”	  (reconstructed)	  Event	  data	  and	  sta%s%cs	  
–  Algorithms	  are	  mainly	  developed	  by	  “Physicists”	  
–  Algorithms	  may	  require	  addi%onal	  “detector	  condi%ons”	  data	  
(e.g.	  calibra%ons,	  geometry,	  	  environmental	  parameters,	  etc.	  )	  

–  Sta%s%cal	  data	  (histograms,	  distribu%ons,	  etc.)	  are	  typically	  the	  
final	  data	  processing	  results	  
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High	  Energy	  Analysis	  Model	  
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Analogies	  with	  Industry	  
•  Signal/image	  processing	  

– DAC	  (including	  calibra%ons)	  
–  PaZern	  recogni%on,	  “clustering”	  

•  Topological	  problems	  
–  Closest	  neighbor,	  minimum	  path,	  space	  par%%oning	  

•  Gaming	  (our	  main	  source	  of	  inspira.on!)	  

–  “walk-‐through”	  complex	  3D	  geometries	  
– Detec%on	  of	  “collisions”	  

•  Naviga%on/Avionics	  (Kalman	  filtering)	  
–  Tracking	  in	  a	  force	  field	  in	  presence	  of	  “noise”	  
–  Trajectory	  iden%fica%on	  and	  predic%on	  
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Accuracy,	  Precision	  
•  Measurement	  themselves	  require	  a	  modest	  
precision	  (16,24	  bits)	  

•  Geometry/Materials	  oaen	  known	  at	  per-‐cent	  level	  
•  Dynamic	  range,	  when	  converted	  in	  natural	  units,	  
oaen	  requires	  a	  high	  precision	  FP	  representa%on	  
–  Enengy	  range	  >109	  	  
–  Posi%on:	  micron	  over	  20m	  

•  Many	  conversions	  back	  and	  forth	  various	  
coordinate/measurement	  systems	  

•  Error	  manipula%on	  (including	  correla%ons)	  
–  Squared	  quan%%es:	  each	  transforma%on	  requires	  two	  
matrix	  mul%plica%ons	  	  
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FP	  opera%ons	  in	  reconstruc%on	  	  
•  Signal	  calibra%on	  

–  Ideal	  for	  vectoriza%on	  
•  (if	  was	  not	  that	  calib	  requires	  lookup!)	  
•  Calib-‐params	  may	  depend	  on	  “reconstructed	  quan%%es”	  

•  “Geometry”	  transforma%on	  
– Trigonometry	  (also	  log/exp!)	  
– Small	  matrices	  (max	  5x5,	  6x6)	  

•  Many	  logs,	  exp	  coming	  from	  parameteriza%ons	  
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Vectoriza%on?	  
•  Current	  code	  design	  and	  implementa%on	  oaen	  hinder	  

vectoriza%on	  
–  High	  granularity	  “naïve”	  object	  model	  

•  Innermost	  loop	  oaen	  not	  the	  longest!	  
–  Fragmenta%on	  in	  several	  libraries	  (plugin	  model)	  

•  	  lto	  will	  not	  help	  
–  “Linear	  thinking”	  condi%onal	  code	  

•  Only	  a	  massive	  redesign	  of	  data-‐structures	  and	  algorithms	  
will	  make	  vectoriza%on	  effec%ve	  
–  Not	  alone:	  see	  

•  hZp://research.scee.net/files/presenta%ons/gcapaustralia09/
Pikalls_of_Object_Oriented_Programming_GCAP_09.pdf	  

•  hZp://www.slideshare.net/DICEStudio/introduc%on-‐to-‐data-‐oriented-‐
design	  
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Typical	  Profile	  (today)	  
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	  CPI	  (cycle	  per	  instruc1on):	  0.964	  
	  	  	  	  	  	  	  	  	  	  	  	  load	  instruc%ons	  %:	  30.58%	  
	  	  	  	  	  	  	  	  	  	  	  store	  instruc%ons	  %:	  13.74%	  

	  	  load	  and	  store	  instruc%ons	  %:	  44.31%	  
	  	  resource	  stalls	  %	  (of	  cycles):	  30.63%	  

	  branch	  instruc%ons	  %	  (approx):	  17.06%	  
%	  of	  branch	  instr.	  mispredicted:	  2.25%	  

	  	  	  	  	  	  	  	  	  	  	  %	  of	  L3	  loads	  missed:	  2.09%	  
	  	  	  	  	  computa%onal	  x87	  instr.	  %:	  0.038%	  

Div.	  Busy:	  	  	  5.30%	  

	  %	  of	  SIMD	  in	  all	  uops:	  19.22%	  	  
%	  of	  comp.	  SIMD	  in	  all	  uops:	  10.17%	  	  

	  
breakdown:	  %of	  all	  uops	  	  	  %	  of	  all	  SIMD	  

PACKED_DOUBLE:	  	  	  	  	  	  	  	  	  	  0.663%	  	  	  	  	  3.449%	  
PACKED_SINGLE:	  	  	  	  	  	  	  	  	  0.613%	  	  	  	  	  	  3.190%	  
SCALAR_DOUBLE:	  	  	  	  	  	  	  13.485%	  	  	  70.159%	  
SCALAR_SINGLE:	  	  	  	  	  	  	  	  	  4.038%	  	  	  21.010%	  

VECTOR_INTEGER:	  	  	  	  	  	  	  	  	  	  0.421%	  	  	  	  2.192%	  

More	  details	  (see	  next	  page):	  
Func%on	  where	  %me	  is	  spent	  most	  
•  No	  hot-‐spot:	  top	  30	  each	  between	  2.5%	  and	  0.5%	  of	  total	  
•  Trig/trans	  func%ons	  
•  div/sqrt	  latency	  
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Cost of  operations (in cpu cycles) 
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op	   instruc1on	   sse	  s	   sse	  d	   avx	  s	   avx	  d	  

+,-‐	   ADD,SUB	   3	   3	   3	   3	  

==	  
<	  >	  

COMISS	  CMP..	   2,3	  	  	  	  	  	  	  	  	  	  	  	  	  	  2,3	   2,3	   2,3	  

f=d	  
d=f	  

CVT..	   3	   3	   4	   4	  

|,&,^	   AND,OR	   1	   1	   1	   1	  

*	   MUL	   5	   5	   5	   5	  

/,sqrt	   DIV,	  SQRT	   10-‐14	   10-‐22	   21-‐29	   21-‐45	  

1.f/	  ,	  	  	  
1.f/sqrt	  	  	  	  	  	  	  	  

RCP,	  RSQRT	   5	   7	  

=	   MOV	   1,3,…	   1,3,…	   1,4,….	   1,4,…	  



Cost of  functions (in cpu cycles  i7sb) 
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Gnu	  libm	  	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
s	  	  	  	  	  	  	  	  	  	  d	  

Cephes	  	  
scalar	  	  	  
	  s	  	  	  	  	  	  	  	  d	  

Cephes	  
autovect	  
	  s	  	  	  	  	  	  	  	  	  	  d	  

Cephes	  
handvect	  	  
s	  

Approx	  
(16bits)	  

Intel	  
svml	  	  	  	  
	  s	  	  	  	  	  	  	  	  	  d	  

Amd	  
libm	  	  	  	  	  	  	  
s	  	  	  	  	  	  	  	  d	  

sin,cos	  	  
large	  x	  	  	  	  

55	  	  	  	  390	  
>500	  	  	  	  	  	  

	  30	  	  	  	  	  50	   11	  	  	  	  	  	  	  	  	  	  30	   20	   12	  	  	  30	   25	  	  	  	  	  45	  

sincos	   80	   40	   15	   22	   50	  

atan2	   54	  	  	  	  120	   30	   13	   17	  	  	  52	   67	  	  	  	  	  87	  

exp	   47	  	  	  	  370	   42	  	  	  	  	  55	   10	  	  	  	  	  	  	  	  23	   27	   12	  	  	  26	   16	  	  	  	  	  36	  

log	   57	  	  	  	  120	   37	  	  	  	  	  42	   11	  	  	  	  	  	  	  	  28	   24	   12	   12	  	  	  30	   27	  	  	  	  	  59	  

feraiseexcept	  



Where/how	  can	  we	  improve?	  
1)	  std	  math	  lib	  

•  Cost	  of	  a	  sin/cos/exp	  close	  to	  div/sqrt	  and	  to	  
the	  overhead	  of	  an	  indirect	  func%on	  call	  
–  Inline	  math	  func1ons	  

•  Help	  autovectoriza%on	  too	  
•  math-‐funs	  spend	  not	  negligible	  %me	  in	  range	  
reduc%ons	  and	  limit/excep%ons	  checking/
sesng	  
– Our	  angles	  are	  ALL	  in	  [-‐pi,pi]	  range	  (some%me	  less)	  
– Arguments	  of	  log/exp	  oaen	  in	  a	  limited	  range	  

•  Special	  version	  for	  reduced	  ranges	  
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Where/how	  can	  we	  improve?	  
2)	  Precision,	  accuracy	  

•  Double	  precision	  oaen	  required	  to	  keep	  under	  
control	  coordinate	  system	  transforma%ons	  (in	  
par%cular	  for	  the	  error	  matrices)	  
– Develop	  more	  robust	  algorithms	  
–  avoid	  back&forth	  
–  Choose	  (dynamically?)	  units	  (metrics)	  to	  avoid	  too	  large	  
dynamic-‐ranges	  

•  Tune	  precision	  to	  the	  required	  accuracy	  in	  
parameteriza%on	  
– Use	  a	  math-‐lib	  allowing	  control	  of	  precision	  

•  rsqrt/rcp	  (+	  “tunable”	  Newton-‐Raphson)	  	  
–  C-‐implementa%on	  in	  double	  precision	  faster	  than	  sse!	  
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Example:	  mul%ple	  scaZering	  
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double ms(double radLen, double m2, double p2) {  
  constexpr double amscon = 1.8496e-4;    // (13.6MeV)**2 
  double e2     = p2 + m2; 
  double beta2  = p2/e2; 
  double fact = 1.f + 0.038f*log(radLen);  fact *=fact; 
  double a = fact/(beta2*p2); 
  return amscon*radLen*a; 
} 

Already	  an	  	  
approxima%on	  

Material	  density,	  	  
thickness,	  track	  angle	  
Known	  at	  percent?	  

float msf(float radLen, float m2, float p2) {  
  constexpr float amscon = 1.8496e-4;    // (13.6MeV)**2 
  float e2     = p2 + m2; 
   
  float fact = 1.f + 0.038f*dirtylogf<2>(radLen); fact /= p2; 
  fact *=fact; 
  float a = e2*fact; 
  return amscon*radLen*a; 
} 

2nd	  order	  polynomial	  by	  
FdD	  



Verify accuracy of  approximation 
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float ref = ms(rl,m2,p2); 
float rp = ms(rl*1.001,m2,p2);   // 0.1% positive 
float rm = ms(rl*0.999,m2,p2);  // 0.1% negative 
float apx = msf(rl,m2,p2);   // fast approximation 
 
// look if approximation inside uncertainty-interval 
int dd = std::min(abs(diff(rm,ref)),abs(diff(rp,ref))); 
dd -= abs(diff(apx,ref)); // negative if apx-ref is larger than the uncer-interval 
dm = std::min(dm,dd); 
 
da = std::max(da,abs(diff(apx,ref)));  // maximum “error” by approx 
di = std::max(di,abs(diff(rp,ref))); 
di = std::max(di,abs(diff(rm,ref)));    // maximum uncertantly 
// ditto for minimum 

diff is in “bits” 

•  0.1% accuracy corresponds to a difference of 13-14 bits 
•  Maximum error of the approximation is ~12 bits 
•  “dm” always positive 

ref rm rp 

apx 



Cash-‐Karp	  Runge-‐KuZa	  Step	  
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0.9*step/pow(err/eps,0.2)	  

//	  From	  hZp://mar%n.ankerl.com/2012/01/25/op%mized-‐
approxima%ve-‐pow-‐in-‐c-‐and-‐cpp/	  

//	  good	  at	  10%	  
inline	  double	  fastPow(double	  a,	  double	  b)	  {	  
	  	  	  	  union	  {	  double	  d;	  int	  x[2];	  }	  u	  =	  {	  a	  };	  
	  	  	  	  u.x[1]	  =	  (int)(b	  *	  (u.x[1]	  -‐	  1072632447)	  	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  +	  1072632447);	  
	  	  	  	  u.x[0]	  =	  0;	  
	  	  	  	  return	  u.d;	  
	  }	  



One	  More	  example	  
•  Vavilov	  distribu%on	  is	  used	  for	  precise	  modeling	  of	  energy	  loss	  
•  In	  CMS	  it	  is	  used	  to	  compute	  the	  probability	  of	  a	  cluster	  in	  a	  Silicon	  

Detector	  to	  come	  from	  a	  minimum	  ionizing	  par%cle	  
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•  It	  is	  then	  encoded	  in	  an	  8-‐bit	  
quality	  word	  

•  Precision	  tuned-‐down	  while	  
verifying	  that	  the	  final	  result	  (the	  
8-‐bits!)	  	  do	  not	  change	  
•  Speed	  up	  of	  a	  factor	  3…	  
•  More	  is	  surely	  possible	  	  

	  



Moderniza%on!	  

•  Many	  algorithms	  coded	  in	  
the	  `80	  (even	  `70)	  

•  Programmer’s	  heuris%cs	  
s%ll	  based	  on	  x87	  math	  
and	  sequen%al	  processing	  

•  Advent	  of	  “extreme”	  
architectures	  (GPUs	  etc)	  is	  
an	  opportunity	  to	  
modernize	  algorithms	  for	  
ALL	  architectures!	  	  
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Summary	  
•  FP	  accounts	  for	  ~20%	  of	  HEP	  reconstruc%on	  

–  Mostly	  double	  (for	  no	  good	  reason?)	  
–  Not	  easy	  to	  vectorize	  as	  it	  stands	  
–  Large	  use	  of	  std	  math-‐func%on	  

•  glibm:	  excellent	  full-‐precision	  reference	  
–  An	  overkill	  for	  any	  prac%cal	  applica%on	  

•  Opportuni%es	  for	  improvements	  
–  Move	  to	  Data-‐oriented-‐Design	  
–  Reduce	  branches	  and	  indirect-‐calls	  
–  Use	  polynomial	  Parameteriza%on	  also	  for	  non-‐elementary	  func%ons	  	  
–  Use	  fast	  (less	  precise,	  limited-‐range)	  math-‐fun	  
–  Use	  metrics	  that	  will	  allow	  the	  use	  of	  floats	  
–  Systema%cally	  verify	  required	  accuracy	  
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