Optimisation of MAPCLASS

Diana-Andreea Popescu
Rogelio Tomas Garcia

10.07.2013

Bt

ECOLE POLYTECHNIQUE
FEDERALE DE LAUSANNE




Outline

0 Mapclass on multicore
@ Mapclass
@ C++ implementation
@ Parallelization on multicore machines

e Multivariate Polynomial Multiplication on GPU
@ Nvidia GPU Architecture
@ Multivariate Polynomial Multiplication on GPU
@ Integration with Mapclass

Diana-Andreea Popescu Rogelio Tomas Garcia Optimisation of MAPCLASS



Mapclass on multicore Mapclass
C++ implementation
Parallelization on multicore machines

Outline

0 Mapclass on multicore
@ Mapclass




Mapclass on multicore Mapclass
C++ implementation
Parallelization on multicore machines

Mapclass Library

@ Mapclass allows the user to operate directly on a beamline
or on its transfer map

@ A transfer map is a polynomial representation of the
transformation done over the particle coordinates from one
point to another along the beamline

@ Optimisation operation - changing the parameters of
certain elements and recomputing the final map
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Map construction - serial
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Initial Python implementation running times

Final Focus System with 210 elements on quad core Intel(R)
Core(TM) i3-2100 CPU @ 3.10GHz
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Library modules
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C++/Python comparison - serial
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C++ - serial
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High level parallelization

Q000000

@ Problem: in serial version we have composition between a
map and a small one, here we will have composition
between 2 large maps in phase 2

@ Problem: load imbalance on cores depending on input
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H igh level parallelization

Intel VTune Amplifier - Concurrency analysis for phase 1

O I T O . L SThrend
Ak rrerectre rrebreireren A

S walks

<] itk CPU TIme
21+ Transitions

=1 CPU Usage
ik CPUITImE
= Thread Concur..
ek Cancurre.

cruusage | SN

Thread con.

ea Popescu Rogelio as Garcia Optimisation of MAPCLASS



Mapclass on multicore
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Mapclass
C++ implementation

Parallelization on multicore machines

Final Focus System on with 210 elements on quad core Intel(R)
Core(TM) i3-2100 CPU @ 3.10GHz

Running time (seconds)
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High level parallelization

@ The performance depends on the input

@ The operation is not commutative — cannot use OpenMP
dynamic schedule

@ New formula for multipoles reduces the load imbalance
@ Less need of parallelization (lower running times)
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Speedup phase 1 (order 9) - less load imbalance

2 X Intel Xeon 2.7Ghz, 20M Cache, 32 hardware threads
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Fine grained parallelization

@ Map construction in parallel only for results of phase 1
@ To be used in the second phase of the computation

@ Compute the polynomial composition for each variable
separately on one core

@ Each core has its hashtable or they access concurrently a
global one
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Composition - current algorithm

@ Data: pol A and pols for each variable
@ Result: Polynomial composition

@ Step: for each term, if subproduct of term (x * y) not found
in the hashtable, compute polynomial multiplication of two
pols (we replace the variables with the given pols) store
the subproduct in the hashtable

@ Step: Add the new term to the previous result
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Nvidia Tesla K20c

@ Specifications

13 Multiprocessors x 192 Cuda cores/MP = 2496 cores
Global Memory = 5GB

GPU clock rate = 706 MHz Ghz

Memory Clock rate = 2600 Mhz

L2 cache = 1310720 bytes

Total amount of shared memory per block = 49152 bytes
Warp size = 32

Maximum threads per multiprocessor = 2048

Maximum threads per block = 1024
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Computational Grid

Computational Grid
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Multivariate Polynomial Multiplication on GPU
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A simple example - Polynomial Multiplication
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A simple example - Polynomial Multiplication
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Polynomial representation in memory for GPU

@ X2 4 y2 +2xyz,32% + x® + y?
@ achieves memory coalescing
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Proposed Algorithm implemented with CUDA

@ Data:pol A and pol B
@ Input: multiplication result

@ Kernel:each thread computes the product of two terms
(one from pol A and one from pol B); each thread
computes a key based on the exponents for the resulted
term;

@ Kernel:sort the result based on the computed key;

@ Kernel:reduce by key (add the terms which have the same
exponents for all variables)

@ Kernel:get exponents of terms from keys
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First kernel on GPU
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First kernel on GPU - Arbitray long input
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Algorithm considerations

@ Key computation: need compacting of exponents for all the
variables

@ If not working on GPU, easy to use the exponents as they
are

@ Current mapping example: for x3yz?, if we consider that
the exponents are maximum 99, we get
2 x 10000+ 1 x 100+ 3 =20103

@ Limits the number of variables and the exponents

@ For 64 bit integers, maximum 6 variables with maximum
exponent 999

@ maximum 10 variables with exponent 99
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Running time - different polynom sizes
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Running time - Comparison to serial on GPU
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Integration with Mapclass

@ Another kernel used for truncation

@ Serial polynomial multiplication takes less time with
truncation

@ Composition mostly serial

@ Hybrid approach: phase 1 using multicores, phase 2 with
GPU multiplication
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Final map composition

Using GPU multiplication in composition for order 12 speedup

of aprox 2x
Order
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Integration with Mapclass
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Composition on GPU

@ Cannot use a hashtable to keep subproducts
@ Do all the multiplications

@ Each term’s multiplications done in a separate CUDA
stream

Diana-Andreea Popescu Rogelio Tomas Garcia Optimisation of MAPCLASS



Summary

Summary

@ Implementation in C++ of the initial library with Python
interface

@ Multicore - load imbalance and structure of problem
@ Multivariate Polynomial Multiplication on GPU
@ GPU - high orders and data parallelism
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