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Introduction 
The raw data from the PMTs consist of a continuous series of hits. In order to efficiently process 
these data, the hits should be organised in frames. In this, each hit corresponds to a digitised 
analogue pulse of a signal that passed a preset threshold. The threshold is typically set at 0.3 p.e. The 
digital data correspond to the timestamp and length of the time-over-threshold signal that is 
produced by the active base of each PMT. The timestamp corresponds to the leading edge of the 
time-over-threshold signal and the pulse length to the time difference between the leading and 
trailing edge. Each frame should then be preceded by a header containing the necessary information 
to process the data and to verify the integrity of the data. 

Hit 
A hit is a small data structure that should store the following information. 

name length unit comment 
header 1 B  PMT identifier 
timestamp 4 B 1 ns time of leading edge 
pulse length 1 B 1 ns time duration of pulse 

Table 1: Hit data structure. 

The header of each hit corresponds to the identifier of the PMT in the optical module. As each 
module will consist of 31 small PMTs, the value should range from 0 to 30. The quoted unit of the 
timestamp corresponds to the least significant bit. The time resolution is then 1

12
ns . The time of the 

leading edge is with respect to the frame time. The dynamic range of the timestamp should therefore 
cover the duration of the frame time (see below). The endianness is specified so to minimise the 
overhead of the online data filter. It may change, depending on the final choice of the architecture of 
the online data filter. The length of the analogue pulse typically ranges from 20 ns to 200 ns. Hence, a 
1 B word with a least significant bit corresponding to 1 ns is adequate. The size of a hit amounts to 
6 B. 

The timestamp should be reset after a predefined period which should be less than the dynamic 
range of the timestamp and more than (or equal to) the time duration of a frame (see below). The 
reset of the timestamps should be synchronous. 

Frame 
In general, a frame consists of a header followed by a number of items with the same data type. For 
PMT data, the items are hits. The number of items is determined by the time duration of the data 
frame (and the singles rates of the PMTs). The time duration can be considered as a fixed parameter 
of the DAQ system. It is a priori set to a value between 10 ms and 100 ms. The dynamic range of the 
timestamp should cover this time period (i.e. no return to zero within a data frame). The hits from 
different PMTs inside the same optical module are stored in a single frame. Hence, the header of the 
hit is required to determine the origin of the hit. The header of the frame should store the following 
information. 

 



name length comment 
size 4 B total length of data frame 
data type 4 B unique data type identifier 
run number 4 B data taking run 
frame index 4 B counter since start of run 
super time 8 B time since start of run 
optical module 4 B optical module identifier 
status 4 B to be defined 
number of items 4 B number of hits 

Table 2: Frame header. 

The frame size corresponds to the total number of bytes of this frame. The data type should be a 
unique identifier for the type of data inside the frame (e.g. PMT hits). The run number is set by the 
central run control system at the start of each data taking run. The current value is distributed to all 
clients prior to the start of data taking. The frame index corresponds to a counter that is reset at the 
start of each data talking run. The reset of the counters should be synchronous. The combination of 
the frame index and the timestamp of a hit yields a time with ns accuracy and a dynamic range that 
covers a data taking run. As each optical module has a clock that is synchronised to GPS, the start of a 
data taking run can be triggered by a preset UTC. The duration of a data taking run is typically 2‒8 
hours. The super time corresponds to a clock value that should be reset at the start of each data 
taking run. The least significant bit should correspond to the same value as the timestamp of the hits 
(i.e. 1 ns). The dynamic range should cover a whole data taking run. This super time can be used to 
verify the consistency between frame index and actual time. The optical module refers to the source 
of the data. Each optical module should thus have a unique identifier. The combination of the optical 
module identifier and the header of a hit should be unique for the complete detector. The status 
word allows for some versioning or quality control. The endianness of the data fields of the frame 
header can be either big or little endian. 

  



Discussion 
The timestamp of the PMT data should be corrected for a time offset. This offset depends on the 
PMT. In order to apply this correction efficiently, the number of necessary operations should be 
minimised. For example, a simple linear equation could be applied. 

0[ ] [ ] [ID]t i timestamp i c t= × +  

where the index i refers to the position of the hit in the data frame, c is some universal constant, t0 is 
the time offset and ID is the unique identifier of the PMT in the optical module. The optical module 
identifier can be used to prepare the time calibration data. For this, the values of the PMT identifiers 
should range from 0 to 30. A similar approach should apply to the pulse length information. 

The value of the time period for the partitioning of the PMT data is the result of a compromise 
between data transmission efficiency and memory management. For an optical module with 31 small 
PMTs, a time period of 100 ms and an assumed singles rate of 5 kHz, the number of hits amounts to 
about 15,000 and the frame length to 90 kB. To process the PMT data, all frames corresponding to 
the same time period should be sent to one of the nodes in the data filter farm. The RAM of each 
node should match the size of these data, with sufficient room for the buffering of the data to 
accommodate the expected latency of the data. 

In order to efficiently process the data, the frame index should be associated to an IP address of a 
node in the data filter farm. The data can then be routed by a level 2 Ethernet switch fabric. The 
association of an IP address to a frame should be configured before the start of a data taking run. As 
the time duration of a frame is defined a priori, the start and end of a frame and the destination can 
be based on the UTC. 

  



Data types 
The various data types should be catalogued, e.g. as follows. 

Name Type 
PMT 1 
SummaryFrame 2 
Acoustic piezo 12 
Acoustic hydrophone 13 
nano-beacon 14 
compass 15 
tilt meter 16 
power board 17 
temperature 18 
ADCP 19 
etc.  

Table 3: Data types. 

The data types of container objects, such as a frame or a time slice, should follow the general rule: 

+= +i 1data type container 10 data type content  

In this, the index i refers to the level in the hierarchy. For a frame i = 1 and for a time slice i = 2.  

   



Data formats 
The data formats should be defined in C++ classes. The disk I/O will be based on ROOT. The data 
transfers through the network require I/O with a byte array for the underlying data storage. For this, 
some high-level programming language (such as Java) or frameworks (such as ICE) provide an 
implementation. But in general, I/O drivers for byte arrays should be developed. As a consequence, 
all data structures that will be used for I/O should have the following member methods: 

void read(..) 
void write(..) 
void Streamer(TBuffer&) 

Table 4: Required member methods for I/O. 

The arguments to the read() and write() methods are implementation dependent. For optimal I/O 
performance, a custom made implementation should be provided for the Streamer() method of the 
low-level hit data structure. As a consequence, ROOT will not provide version management for the 
hit data structure. All other data structures should have Streamer() methods generated by rootcint. 
In addition, each data structure that will be used as a single entity for any kind of I/O should have the 
following data types as its first two fields. 

int length 
short type 

Table 5: Required fields for I/O. 

For consistency checks and mapping between data type and I/O methods, the following static 
methods are required for each data structure: 

int Length() 
short Type() 

Table 6: Required static methods. 

The methods Length() and Type() return the length (number of bytes) and type of the object (see 
Table 3), respectively.  

  



Hit 
The data structure of a hit is defined as follows: 

Hit 
PMT_ID unsigned char 8 b 
timeStamp int 32 b 
pulseLength unsigned char 8 b 

 

In order to minimise overhead, the data fields specified in Table 5 do not apply to a hit. Instead, they 
will be required for a frame with hits. The implementation of the static methods as specified in Table 
6 should yield the following return values. 

Length() 6 
Type() 1 

 

  



General header 
All data structures that will be written to disk as a single entity should have a common general 
header: 

GeneralHeader 
length int 32 b 
type short 16 b 
runNumber int 32 b 
frameIndex int 32 b 
superTime long long int 64 b 
status int 32 b 
spare int 32 b 

 

The length and type correspond to the necessary fields as specified in Table 5. The data fields 
runNumber, frameIndex and superTime refer to the required information as specified in Table 2. 

  



Frame 
The data structure for a frame consists of an extension of the general header followed by an array of 
hits.  

FrameHeader 
GeneralHeader  
opticalModuleID int 32 b 
numberOfItems int 32 b 
numberOfCounts int 32 b 

 

The implementation of the static methods as specified in Table 6 should provide for the following 
return values. 

Length() 46 
Type() 101 

 

The total length specified in the header should correspond to the sum of the lengths of the frame 
header and the data, i.e:  

= + ×length FrameHeader ::Length() numberOfItems Hit :: Length()  

It should e noted that there are two fields for the number of items. The numberOfItems refers to the 
number of hits that is actually contained in this frame and the numberOfCounts to the number of 
counts recorded (but not necessarily included in the data). This allows for some flexibility in the data 
transmission without loss of the count rate information (e.g. high-rate veto).  

For the raw data, the hits are appended to the FrameHeader as an array of bytes. For higher level 
software applications, the byte array is replaced by a (template) container, e.g. STD vector<>. The 
header should be identical. 

 

  



Summary Frame 
The summary frame can be used to monitor the count rates of each PMT in the detector. The data 
structure for a summary frame consists of the following fields.  

SummaryFrame 
opticalModuleID int 32 b 
PMT_ID unsigned char 8 b 
numberOfItems unsigned char 8 b 
numberOfCounts unsigned char 8 b 

 

The opticalModuleId and PMT_ID refer to the same data as in the FrameHeader and Hit data 
structures, respectively. In order to reduce the overhead, the size of a summery frame should be 
minimised. The data type for the count rate is therefore specified as one 8 bit word. The actual count 
rates should thus be divided by a constant factor (e.g. 8)to fit the dynamic range in to a 8 bit word.  

=
=





SummaryFrame::numberOfItems Frame::numberOfItems 3
SummaryFrame::numberOfCounts Frame::numberOfCounts 3

 

The implementation of the static methods as specified in Table 6 should provide for the following 
return values. 

Length() 7 
Type() 102 

 

 

  



Time Slice 
The data structure for a time slice consists of an extension of the general header followed by an array 
of frames.  

TimeSliceHeader 
GeneralHeader  
processID int 32 b 
numberOfItems int 32 b 

 

The processID refers to the process that created the object. For instance, this can be used to identify 
which process in the data filter farm that triggered the event (i.e. the index in the list of data filter 
processes). The numberOfItems refers to the number of frames that are part of this time slice. In the 
case of PMT data, the implementation of the static methods as specified in Table 6 should provide 
for the following return values. 

Length() 38 
Type() 1001 

 

The total length specified in the header should correspond to the sum of the lengths of the time slice 
header and the data, i.e:  

For the raw data, the frames are appended to the TimeSliceHeader as arrays of bytes. For higher 
level software applications, the byte arrays are replaced by a (template) container, e.g. STD 
vector< vector<> >. The header should be identical. 

 

Summary Time Slice 
The SummaryTimeSlice is a data structurethat can be used for the monitoring of the count rates of all 
PMTs in the detector. It consists of a TimeSliceHeader and an array of SummaryFrames. The total 
length specified in the header should correspond to the sum of the lengths of the time slice header 
and the data, i.e:  

 

In this case, the implementation of the static methods as specified in Table 6 should provide for the 
following return values. 

Length() 38 
Type() 1002 

 

 

= +

+ ×∑ i
i

length TimeSliceHeader ::Length()

FrameHeader ::Length() numberOfItems Hit :: Length()

= +
×

length TimeSliceHeader ::Length()
numberOfItems SummaryFrame::Length()
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