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n  I moved from Cornell to CERN in the summer of 1977  
n  The 70’s were a heyday of field theory with many things 

going on.  I worked with Veneziano and Konishi on 
perturbative QCD (Jet Calculus) 

Winter of 1977/1978
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n  I moved from Cornell to CERN in the summer of 1977  
n  The 70’s were a heyday of field theory with many things 

going on.  I worked with Veneziano and Konishi on 
perturbative QCD (Jet Calculus) 

n  I think I first met Martin Luescher at a CERN TH seminar 
in the fall or winter of 1977-1978.  

n  Martin was talking about 1/N solution of the 2d CPN 
model.  The science was very neat and clear of course.   

n  On top of that, I vividly remember that Martin looked 
very smart and stylish with a long woolen scarf draping 
down from around his neck…. 

Winter of 1977/1978
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Kenneth G. Wilson (1936 – 2013)
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n  PhD 1961 Caltech (M. Gell-Mann) 
n  Cornell University since 1963 
n  Major work 

n  Operator product expansion (1969) 
n  Phase transition through RG (1971) 
n  Lattice QCD (1974)  
n  Monte Carlo simulation of lattice QCD 

(1979)  
n  Nobel Prize in physics (1982) 	

He deeply influenced my later career, but I did not 
interact very much with him while at Cornell, which I 
still regret today….. 



Lattice QCD

- 4 - 	4 

 
  

Physics 

Algorithms  Machines 



contents

v  Langevin, hybrid, and HMC 

v QCD machines 

v An ultimate full QCD algorithm 

v An “ultimate” QCD machine? 

v Thoughts for the future  

5	



Langevin, hybrid, and HMC 
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Full QCD algorithm in the 1980’s

1981 pseudo-fermion  Fucito-Marinari-Parisi-Rebbi 
 Langevin quantization Parisi-Wu (theory) 

1983 micro-canonical  Polonyi-Wyld 
 complex Langevin  Parisi(theory) 

1985 Langevin    Ukawa-Fukugita 
     Batrouni-Katz-Kronfeld-Lepage- 
     Svetitsky-Wilson  

1985 hybrid MD   Duane-Kogut 
1986 hybrid R/Φ   Gottlieb-Liu-Toussaint-Renken- 

     Sugar 
1987 hybrid Monte Carlo(HMC)   Duane-Kennedy-Pendleton  
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n  Effective action 

 
n  Langevin equation 

−iU τ( )−1 d
dτ
U τ( ) = ∇Seff U τ( ),Y τ( )( )+η τ( )

d
dτ
Ys τ( ) = D−1 U τ( )( )ss 'Ys ' τ( )+ξs τ( )

Langevin algorithm(I)

n  an elegant method for including quark effects 
n  superceded by hybrid Monte Carlo(1987) because of 

n  (step-size dependent) systematic error in the limiting distribution 
n  slower decay of auto-correlation　
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and y satisfy
p= 2~ +A7p( y = 2~ +~&yt.

(10)

and if the Gaussian noise q((") = t'q('(") is renormal-
ized by

")„',("') =2(1—a —,
' c,)n,a"a" '

In Fig. 1 we plot by filled circles the Wilson-loop
averages from the second-order algorithm [(9)—(11)]
with 5r =0.01 and Pt=yt= cg24. The very nice
agreement with the Monte Carlo results demonstrates
the effectiveness of this algorithm. With b, r=0.01,
the systematic error is reduced by two orders of magni-
tude by repeating essentially twice the first-order algo-
rithm and hence by using only twice the computer
time. (We also carried out runs with A7 up to 0.1.
The systematic error exhibited a quadratic dependence
for large hr as expected for the second-order algo-
rithm. No noticeable deviation from the Monte Carlo
values is found up to Ar —0.05.)
We now describe the extension of the method to full

QCD. The effect of vacuum quark loops arises from
the determinant detD(U). If D(U) is positive defi-
nite, detD (U) equals the Gaussian integral of a
complex scalar field Y, on site s with the action
S~(U, Y) = Y, D '(U), Y,. Thus, one may take
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with two flavors (D =DpDp). In Fig. 2(a) we show
the K dependence of the Wilson loop and in 2(b)
(Ic(I[I) at p=4/gp ——2.0 on a 4 lattice, the latter being
calculated by the identity (Ic(ICI) = —(tr(D 'YY D
x Dp )). At each K, we carried out 2500 second-order
iterations using the last 1500 iterations for the average
(6v = 0.01).
The dynamical quark loops make the gauge config-

uration more ordered than in the pure gauge case.
This is clearly visible in Fig. 2(a) beyond K—0.12.
(The points at K =0 are the Monte Carlo results for
the pure gauge system. ) The 44 lattice is probably too
small to observe the effects of quark-pair creation in
the static potential. It is nonetheless suggestive that
the Wilson loop at K & 0.15 plotted against area exhi-
bits a concave shape in contrast to an exponential de-
crease for K & 0.12. The loop effect is also apparent
in the chiral order parameter [Fig. 2(b)] which devi-
ates from the quenched value (cross) from K—0.12.

S,ff(U, Y) =Sf(U, Y) + S(U) (12) 2x2

as the effective action for the full QCD.7 The
Langevin equation

—(U((r) U((~)d7

( 7(S ff(U(7 ), Y(r ) ) + 'I)((r ), (13)
0.01

0.05
I I I I I ] I I I I
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Y, (r) = —D-'(U(r)), , Y,(.)+g, (.), (14)

with q( and (, the Gaussian noise generates the distri-
bution exp( —S,ff) as r
In discretizing (13) and (14), a second-order algo-

rithm is certainly needed to avoid systematic error.
Using the Fokker-Planck equation, we found that the

(n) (n') ~standard Runge-Kutta algorithm with ((,(")((," ) )
=25, ,5"" for (14), together with the discretization
procedure [(9)-(11)]for (13) (with S S,«), gives
the limiting distribution that deviates only by terms of
O(47 ) from exp( —S,ff). Compared with the pure
gauge case, the additional complication is the calcula-
tion of D ' Yfrom Ywhich could be handled by stand-
ard methods such as conjugate gradient.
We have tested the above framework for SU(2) us-

ing Wilson's fermion action
Dp= 1—K [X(1—y„)U(+ (1+y ) U, ,

)4
4I

X
4I

7.0-
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FIG. 2 (a) Wilson loop for full SU(2) theory with Wilson
fermion (two flavors) at p=2.0 on 44 lattice. (b) (I((I(() at
P = 2.0 on 44 lattice. Crosses represent the quenched value.

Quark effects	

Gaussian noise	

Seff U,Y( ) = Sgluon U( )+Y +D−1 U( )Y

A. Ukawa, M. Fukugita, PRL 55, 1854 (1985) 	



Langevin algorithm(II)
n  discretized equation, e.g., for the pure gluon case, 
 
 
n  discrete Fokker-Planck equation 

n  limiting distribution and systematic error 

 

n  Severe quark mass dependence of systematic error for 
full QCD
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U
n+1( ) = U

n( ) ⋅exp iΔτX U
n( ),η n( )( )( )

X U
n( ),η n( )( ) = ∇Sgluon U

n( )( )+ Δτ η
n( )

ρ n+1( ) U( )− ρ n( ) U( )
Δτ

= − ∇ ∇ +∇Sgluon U( )( )


∑ ρ n( ) U( )−Δτ D1ρ
n( ) U( )+O Δτ 2( )

ρ ∞( ) U( ) = exp Sgluon U( )+ΔτS1 U( )+O Δτ 2( )( )
S1 U( ) = 1

2
∇
2Sgluon U( )+ c2

12
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Recollections
n  Winter 1983 : recognized that Parisi-Wu’s Langevin 

quantization（1981） can be used for full QCD simulation 

n  Spring 1984 – 1985 
n  Developed basic methodology 
n  Test calculation (44, SU(2)) on a main frame computer for KEK 

experiments 

n  April 1985: submitted a letter 
“Langevin simulation including dynamical quark loops”,   
A. Ukawa and M. Fukugita, Phys. Rev. Lett. 55, 1854 (1985).  

n  June 1985: KEK installed HITAC S810/10 supercomputer 
for lattice QCD (315Mflops) 
n  Hadron spectrum calculation (93x18, SU(3), Wilson) 
n  Finite temperature phase transition (83x4, SU(3), staggered/

Wilson) - 10 - 	



ILUCR for Wilson-Dirac inversion(1986)

n  CG was intolerably slow even with S810/10  
n  Pioneering application of pre-conditioner in lattice QCD
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D =1−K 1−γµ( )Unµ + 1+γµ( )U+
n−µ̂,µ

"# $%
µ

∑ , L =1−K 1−γµ( )Unµ
µ

∑ , U =1−K 1+γµ( )U+
n−µ̂,µ

µ

∑

Yoshio Oyanagi	

Incomplete LU preconditioned CR	

Standard CG/CR	

Acceleration by 0(20)	

Fukugita-Oyanagi-Ukawa, PRL57, 953 (1986)	



My second long stay at CERN and HMC

n  January 1988 – January 1989 as a visitor 
n  Division Head: John Ellis 
n  LEP construction close to completion 
n  CRAY XMP just installed in the Computer Division 

n  4 CPU’s with 16MB of memory 
n  200Mflops/CPU 

n  Only a small number of (theory) users (Karsch, Patel, Gavai, 
Ukawa) 

n  Hybrid Monte Carlo simulation with Wilson fermion 
A. Ukawa, Nucl. Phys B(Proc. Suppl) 9, 463 (1989) 
 

n  This work converted me to HMC(!). 

n  The Wilson HMC code I wrote at CERN formed the basis 
of our CP-PACS work in the 1990’s
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QCD machines 
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QCD and parallelism

n  QCD is a local field theory; only nearest neighbor 
interactions 

n  Intensive computation and communication/node   

n  An ideal case for massively parallel architecture 
15	

Space-time continuum  Space-time lattice 
quark fields on 
lattice sites 

nq

µnU
gluon fields 
on lattice links 

PU1 PU2 

PU3 PU4 

Processor array 

K. G. Wilson 1974 



Microprocessors in the 70’s

n  1971  Intel 4004  4 bit  $60/chip 

n  1972  Intel 8008  8 bit  $120 

n  1974  Intel 8080  8 bit    

n  1974  Motorola 6800  8 bit  $360 

n  1978  Intel 8086  16 bit $320 

n  1979  Motorola 68000 32 bit 
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In the 70’s, the key element for a parallel 
system became affordable for a reasonable 
price even for academics! 	

pictures from Wikipedia	



Parallel QCD machines in the 80’s

PAX-32*  1980  Hoshino-Kawai    M6800       AM9511   0.5MF 
Columbia  1984  Christ-Terrano      PDP11       TRW 16MPY 
Columbia-16  1985  Christ et al       Intel 80286    TRW   0.25GF 
GF11   1985  Weingarten       PC/AT       Weitek 1032/33  11GF 
APE1   1987  Cabibbo-Parisi      3081/E       Weitek   1GF 
Columbia-64  1987  Christ et al       Intel 80286    Weitek   1GF 
QCDPAX  1989  Iwasaki-Hoshino  M68020       LSI-logic 64133  14GF 
Columbia-256 1988  Christ et al       M68020       Weitek 3332  16GF    
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CPU	 FPU	 peak	

n  Parallel array of (commodity CPU + custom made FPU) 
n  More or less hand-made by academics 
n  Overtook vector machines in speed in the late 80’s

* not for QCD	
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Lattice QCD machines and  
 the supercomputer development  

APE100（Italy）	

GF11(USA) 

QCDPAX（JPN）	

QCDSP(USA）	

QCDOC(USA) 

PACS-CS(JPN）	

BlueGene/L,P 

CP-PACS（JPN） 

BlueGene/Q 

JPN project machines	

Vector machines	

Vector parallel machines	

Parallel machines	

QCD machines	



QCD machines in the 90’s and later

CP-PAX  1996  Iwasaki et al       PA-RISC   Hitachi  0.6TF 
QCSP   1998  Christ et al       TI DSP     --   0.6TF 
APEmille  2000  APE Coll       custom    --   0.8TF 
QCDOC  2005  Christ et al       PPC-based  IBM(BG/L)  10TF 
PACS-CS  2006  Ukawa et al       Xeon    Hitachi  14TF  
QCDCQ  2011  Christ et al       PPC-based   IBM(BG/Q)  0.5PF 
QPACE  2012  Wettig et al       PowerXCell    --   0.2PF 
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CPU	 vendor	 peak	

n  Big success continued, with increasing involvement of big 
vendors (Hitachi, IBM) to secure necessary technology 

  
n  Gradual loss of control as the HPC market whole 

heartedly embraced the parallel paradigm  



Major physics advances in the 90’s
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n  Quenched hadron spectrum  
 (1997) 

n  Determination with a few % error 
revealed a definite discrepancy with 
experiment 

n  Signaled the end of “quenched” era 
 

n  Big shift to full QCD  
 （late 90’s to early 00’s） 

n  MILC (staggered) 
n  CP-PACS (Wilson-clover) 
n  RBRC (domain-wall) 
n  ….. 



An ultimate full QCD algorithm 
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Panel Discussion at Lattice 2001 in Berlin

n  Topic: cost of dynamical quark simulations 

n  Panelists: C. Bernard, N. Christ, S. Gottlieb, K. Jansen, 
R.Kenway(chair), T. Lippert, M. Luescher, P. Mackenzie, F. 
Niedermeyer, S. Sharpe, F. Tripicione, A. Ukawa, H. Wittig 

n  Statements: 
n  N. Christ   domain wall fermions 
n  S. Gottlieb   staggered fermions 
n  K. Jansen   Ginsperg-Wilson fermions 
n  T. Lippert   standard Wilson fermions 
n  A. Ukawa   RG-improved fermions 
n  H. Wittig,   O(a)-improved fermions 
n  F. Niedermeyer  perfect fermions 
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PROCEEDINGS 
SUPPLEMENTS 
www.elsevier.«om/lc, cate/n~ 

Computational cost of full QCD simulations experienced by CP-PACS 
and JLQCD Collaborations 
A. Ukawa a for the CP-PACS and JLQCD Collaborations 

~Center for Computational Physics and Institute of Physics, 
University of Tsukuba, Tsukuba, Ibaraki 305-8577, Japan 

W e  s u m m a r i z e  t h e  e x p e r i e n c e  of  t h e  C P - P A C S  a n d  J L Q C D  C o l l a b o r a t i o n s  on  t h e  c o m p u t a t i o n M  cos t  o f  two-  
flavor full QCD simulations with improved gauge and Wilson-type quark actions. Based on the experience, 
estimates are made on the Tflops-years necessary for advancing full QCD studies. 

1. T h e  C P - P A C S  a n d  J L Q C D  NS = 2 R u n s  

The CP-PACS N! = 2 full QCD simulation was 
carried out from the fall 1997 to spring 199911]. 
It used an RG-improved glue and a tadpole- 
improved clover quark actions, and explored the 
coarse lattice spacings of a-1 ~ 1 - 2  GeV. The 
JLQCD Collaboration started an N] = 2 simu- 
lation in the spring of 2000 using the plaquette 
glue and the fully O(a)-improved clover quark ac- 
tions[2]. It has concentrated on a single lattice 
spacing a - 1 ~ 2  GeV so rar. In Table 1 we list an 
overview of the two runs. 

The CP-PACS run employed the standard 
HMC algorithm with the BiCGStab algorithm for 
the quark matr ix inversion. The number of float- 
ing point operations per unit t rajectory equals 

( 1 )  10_12 ( A + B x N i n v )  X ~ x V x  (1) 

in units of Tflops-sec/trajeetory, where V = L 3. T 
is the lattiee volume, A = 456000, B = 8800, 
and A is large beeause of the use of an improved 
leap-frog integration seheme. 

The number of inversions of the BiCGStab al- 
gorithm is well fitted by Nin,,~.31+ll/(mqa) for 
our stopping condition (e.g., Irl 2 < 10 -12 on a 
243x 48 lattiee), where mqa = (1/x - 1/~«)/2 is 
the bare quark mass. 

The tuning of the step size to keep a fixed ae- 
ceptanee is not a well-understood subjeet. An 
empirieal expression for 80% aeeeptanee whieh 
fits our parameters well is a polynomial rather 
than a power law[3]: Av ~ (0.22m«--0.62m~) • 

Table 1 
Overview of CP-PACS and JLQCD simulations 

CP-PACS JLQCD 
aetion RG+clover plaq+clover 
cs~o tadpole NP 
a - l (GeV)  1.0 - 2.0 2.0 
L(fm) 2.4 1.2 - 2.0 
max size 243 × 48 203 x 48 
m~/mp 0.8 - 0.6 0.8 - 0.6 
trajectories 7 0 0 0 -  4000 6000 
#indep.  confi ~ 100 ~ 100 
machine CP-PACS SR8000/F1 
peak(Tflops) 0.6 1.2 
sustained(Tflops) 0.2 0.4 
CPU time (days)* 236 75 
* for configuration generation at full saturation 

24/V 1/4 with mq given in units of GeV. 
The auto-eorrelation time of HMC evolution is 

another uncertain feature. We adopt an empirical 
expression, ~n t  ~ 0.6/(mqa). 

We combine the equations above and convert 
mq to mTr/mp using an approximate relation 
m~/mp = 3 . 4 v / ~ / ( 1  + 6.1inc - 8.7m~). Tak- 
ing the leading terms, we obtain the following 
parametrization for the computational tost of the 
CP-PACS run in units of Tflops.years: 

[#«oùq -° ~ °  
[2GeVJ (2) 

where C ~ 2.8. 
The JLQCD run differs in algorithmic details. 

Characteristics of the computational cost, how- 

0920-5632/02/$ - see front matter © 2002 Published by Elsevier Science B.V. 
Pl! S0920-5632(01)01662-0 
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0920-5632/02/$ - see front matter © 2002 Published by Elsevier Science B.V. 
Pl! S0920-5632(01)01662-0 

Critical slowing down 
for small quark masses!	



Martin’s comments 

- 25 - 	

C. Bernard et al./Nuclear Physics B (Proc. Suppl.) 106 (2002) 199-205 201 

good and bad about improved staggered fermions. 
From the numbers Steven Gottl ieb presented [2], 
compared with the others, it is clear tha t  im- 
proved staggered is the cheapest, in some sense - 
we're already running at m ~ / m p  of 0.4 on a lat- 
tice spacing less than 0.1 fm. The negative side 
is tha t  they are not improved that  rauch if you 
look at flavour breaking, which is still significant 
at 0.13 fm. Because of flavour breaking, quanti- 
ties which are sensitive to chiral loops, where all 
the flavours can come in, have at present 5% er- 
rors typically. So we may need the cheapness of 
these fermions to go to very small lattice spac- 
ings. It is likely that  we haven't  yet seen the final 
form of improved staggered fermions and further 
work will lead to improved staggered fermions 
with smaller flavour breaking. 

L ü s c h e r :  My conclusion from the presenta- 
tions is tha t  we need to get smarter. In this sense, 
I agree with Paul Mackenzie. Out  goal must not 
be the maximisation o f  teraflops. Clearly, it is 
important  to get very big computers. But the 
problem we have is how to approach dynamical 
quarks, and I don' t  think the pr imary problem is 
with the computers. Recall Akira Ukawa's plots 
of the pion-mass dependence of the performance 
of out algorithms [5]. They show a very steep 
behaviour. One thing which could be done is to 
analyse the reasons for this, to see whether, at 
tha t  point, we could do something. Of course, we 
should not give up the idea of finding other formu- 
lations of dynamical quarks. This is an old topic 
and you may be discouraged from searching for 
new algorithms. If you are discouraged from the 
beginning, then surely you won't find anything. 
The first step to solving a difficult problem is to 
believe that  you can solve it. 

Tripiccione: There are two opposite ways of 
approaching the question. One is the 'American 
dream', which goes back to Giorgio Parisi, who 
says 'give me ten times more flops than I have 
today and I will solve everything'. This is wrong, 
but it gets things moving. Then there is the oppo- 
site comment, which I a t t r ibute to Ken Wilson in 
1989, who says ' there's no point in doing anything 
unless you have ten to the infinity flops', which 
at that  t ime was quoted to be 100 teraflops, a 
big enough number to be taken as infinity. The 

point is that  neither is true - we are right in the 
middle. If we had ten times more flops than to- 
day and could use them ten times better,  then we 
would be able to solve problems which a r e a  bit 
more complicated. But 'heaven' is still rar away 
and, at some point, people get discouraged. So I 
haven't  given any answers, hut this is how I see 
the issue. 

2. Q u e s t i o n s  a n d  c o m m e n t s  f r o m  t h e  aud i -  
e n c e  

Kenway: I would like to open the discussion 
to the audience and invite any questions or com- 
ments. 

Question: Is there anything preventing us do- 
ing something like SETI has done, say, creating a 
screen saver tha t  could be run on a million PCs, 
talking to a central database? Tha t  might be a 
cheap way of getting our 100 Tflops in a year or 
two. 

Christ: One problem is how large a volume 
you want to work on. It would take a big PC, 
even with only the screen saver running, to do 
a lattice of an interesting size. Passing around 
pieces of the problem would be very inemcient. 
It is not a type of parallelism that  is so easily 
used by lattice gauge theory. Better  for looking 
for extraterrestrials! 

Di  P i e r r o :  Estia Eichten and I have been 
working on this idea. It is possible to attack the 
problem with a screen saver if the lattice is very 
small. On the other side, you can have so many 
gange configurations that  you can go to very light 
dynamical quarks. Estia's parallel session talk 
has more information about how to download the 
screen saver. 

Question: Is the lattice community able to 
make its work sumciently interesting to the gen- 
eral public to get a large take-up of a screen saver? 

Tripiccione: If we produced a useful screen 
saver it would automatically be interesting. 

G o t t l i e b :  I think this approach might be prac- 
tical if we used SETI~home  to find the extrater- 
restrials who would then provide us with the 
multi-hundred teraßops computers! 

Joó: I 'd like to agree with Paul Mackenzie that  
teraflops machines need people to drive them and 
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good and bad about improved staggered fermions. 
From the numbers Steven Gottl ieb presented [2], 
compared with the others, it is clear tha t  im- 
proved staggered is the cheapest, in some sense - 
we're already running at m ~ / m p  of 0.4 on a lat- 
tice spacing less than 0.1 fm. The negative side 
is tha t  they are not improved that  rauch if you 
look at flavour breaking, which is still significant 
at 0.13 fm. Because of flavour breaking, quanti- 
ties which are sensitive to chiral loops, where all 
the flavours can come in, have at present 5% er- 
rors typically. So we may need the cheapness of 
these fermions to go to very small lattice spac- 
ings. It is likely that  we haven't  yet seen the final 
form of improved staggered fermions and further 
work will lead to improved staggered fermions 
with smaller flavour breaking. 

L ü s c h e r :  My conclusion from the presenta- 
tions is tha t  we need to get smarter. In this sense, 
I agree with Paul Mackenzie. Out  goal must not 
be the maximisation o f  teraflops. Clearly, it is 
important  to get very big computers. But the 
problem we have is how to approach dynamical 
quarks, and I don' t  think the pr imary problem is 
with the computers. Recall Akira Ukawa's plots 
of the pion-mass dependence of the performance 
of out algorithms [5]. They show a very steep 
behaviour. One thing which could be done is to 
analyse the reasons for this, to see whether, at 
tha t  point, we could do something. Of course, we 
should not give up the idea of finding other formu- 
lations of dynamical quarks. This is an old topic 
and you may be discouraged from searching for 
new algorithms. If you are discouraged from the 
beginning, then surely you won't find anything. 
The first step to solving a difficult problem is to 
believe that  you can solve it. 

Tripiccione: There are two opposite ways of 
approaching the question. One is the 'American 
dream', which goes back to Giorgio Parisi, who 
says 'give me ten times more flops than I have 
today and I will solve everything'. This is wrong, 
but it gets things moving. Then there is the oppo- 
site comment, which I a t t r ibute to Ken Wilson in 
1989, who says ' there's no point in doing anything 
unless you have ten to the infinity flops', which 
at that  t ime was quoted to be 100 teraflops, a 
big enough number to be taken as infinity. The 

point is that  neither is true - we are right in the 
middle. If we had ten times more flops than to- 
day and could use them ten times better,  then we 
would be able to solve problems which a r e a  bit 
more complicated. But 'heaven' is still rar away 
and, at some point, people get discouraged. So I 
haven't  given any answers, hut this is how I see 
the issue. 

2. Q u e s t i o n s  a n d  c o m m e n t s  f r o m  t h e  aud i -  
e n c e  

Kenway: I would like to open the discussion 
to the audience and invite any questions or com- 
ments. 

Question: Is there anything preventing us do- 
ing something like SETI has done, say, creating a 
screen saver tha t  could be run on a million PCs, 
talking to a central database? Tha t  might be a 
cheap way of getting our 100 Tflops in a year or 
two. 

Christ: One problem is how large a volume 
you want to work on. It would take a big PC, 
even with only the screen saver running, to do 
a lattice of an interesting size. Passing around 
pieces of the problem would be very inemcient. 
It is not a type of parallelism that  is so easily 
used by lattice gauge theory. Better  for looking 
for extraterrestrials! 

Di  P i e r r o :  Estia Eichten and I have been 
working on this idea. It is possible to attack the 
problem with a screen saver if the lattice is very 
small. On the other side, you can have so many 
gange configurations that  you can go to very light 
dynamical quarks. Estia's parallel session talk 
has more information about how to download the 
screen saver. 

Question: Is the lattice community able to 
make its work sumciently interesting to the gen- 
eral public to get a large take-up of a screen saver? 

Tripiccione: If we produced a useful screen 
saver it would automatically be interesting. 

G o t t l i e b :  I think this approach might be prac- 
tical if we used SETI~home  to find the extrater- 
restrials who would then provide us with the 
multi-hundred teraßops computers! 

Joó: I 'd like to agree with Paul Mackenzie that  
teraflops machines need people to drive them and 
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people to make them, and this should be a signif- 
icant factor in any costing. 

C h a n d r a s e k h a r a n :  In all the algorithmic 
scaling formulae we have seen, it seems impos- 
sible to go to massless quarks. In order to make 
progress with a critical theory, you need an al- 
gorithm that  works at the critical point. This 
means we really need new ways of thinking about 
dynamical fermions. 

B r o w e r :  Continuing the question of many 
actions and Shailesh Chandrasekharan's remark, 
there is an action which, if you add an irrelevant 
dimension-six four-fermi operator,  enables you to 
work exactly at zero quark mass. I called this 'chi- 
tal QCD'. This hasn' t  been pursued rauch, except 
by Kogut et al. in the staggered case. Now, there 
is a sensible way of pursuing it with domain wall 
fermions, becanse we can have Wilson fermions 
that  are chiral. This is just one example of work- 
ing in a very different part  of phase space, and I 
recommend we start  to look at that.  

Bor ic i :  I would like to ask Martin Lüscher 
what strategies you think are worth exploring for 
algorithms? 

Lüsche r :  I know some methods, but I won't 
disclose them here! Obviously, one should start  
to look at the quark-mass dependence of the algo- 
rithms to see whether there is any way to factor 
out the small-mass behaviour from the fermion 
determinant, for example. There are some other 
totally different formulations, such as the one 
Richard Brower mentioned, or a quantum link 
model. We should all go home and think of other 
possibilities. Right now I wouldn't  want to rec- 
ommend any particular direction. 

Q u e s t i o n :  Regarding the autocorrelation 
time, what are the hopes or prospects for reduc- 
ing this by, say, an order of magnitude, becanse it 
is clear from all the formulae that  this is a critical 
parameter? Is 40, say, something there's no hope 
of improving on? Is there hope for an improved 
cluster algorithm ä la Swendsen-Wang for spin 
models that  would work also for gange theories? 

J a n s e n :  All the algorithms on the market for 
dynamical fermions basically rely on the same 
idea, ie that  of the hybrid Monte Carlo algo- 
rithm. The problem is that  we have a non-local 
determinant to simulate, and so I don' t  see any 

hope of decreasing the autocorrelation t ime sig- 
nificantly with these sorts of algorithms. Unfor- 
tunately, Martin Lüscher's multiboson algorithm 
has turned out to have an additional autocorrela- 
tion time factor. So someone has to come up with 
an even cleverer idea than Martin had. It will 
be very difficult to beat the autocorrelation time. 
We even have the problem that  we do not under- 
stand the autocorrelation t ime behaviour in many 
applications, as we have learnt from the presenta- 
tions here. I would like to add something, which 
is not directly related to the question. I sym- 
pathise with Mike Peardon's proposal to find a 
benchmark point, and I think finally we should 
do this. Practitioners who develop a new algo- 
r i thm and go to the l i terature to find a point to 
compare with, do not find all the necessary in- 
formation. Everywhere there is a piece missing. 
So I want to urge all the big collaborations to 
publish all the necessary data, so that  the practi- 
tioners working on algorithms can compare with 
very solid numbers. 

Mawhinney: Two comments. The first is 
that  the standards of the community are evolving 
upwards somewhat, in tha t  the improved actions, 
at least in the context of the domain wall, over- 
lap, and perfect actions, have gotten us to the 
point where we're having to grapple with hav- 
ing good chiral symmetry on the lattice. Stag- 
gered fermions are being improved so that  we 
don' t  have the flavour-symmetry breaking prob- 
lem. So, becanse of the major  theoretical ad- 
vances in the fermion formulations, we're now 
facing higher standards for what we do. That  
has driven us to even more computing power, just 
for the quenched simulations that  are underway. 
So here's an example where an advance in the 
formulation hasn' t  made the computing any less 
intensive. It's actually made it somewhat more 
intensive. The discussion of algorithms concerns 
evolution algorithms and in  order to invent and 
test algorithms takes machines of a certain size. 
We have to keep in mind that  it has taken 10 
- 100 Gflops machines to just ger baseline auto- 
correlation results, and get to light enough quark 
masses where one can begin to see these effects 
turn on. Possibly someone will be able to figure 
out a new algorithm strictly from a theoretical 
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Removing the critical slowing down(I)
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n  Molecular dynamics equation of HMC algorithm 

 
 
n  crucial point: 

n  Non-local quark force is a sum of “short-distance”(UV) and “long-
distance”(IR) contributions. 

n  “long-distance”(IR) contribution is the most difficult to calculate, 
e.g., requires a large number of iterations in solving  

n  Separating UV and IR contributions should be half way to 
the solution of the problem 

d
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Domain decomposition
n  An exact identity
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M. Luscher,  
JHEP 0305, 052 (2003); CPC 156, 209 (2004)  	
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A key observation
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n  Clean separation of scales 
 
n  Inverse order of step sizes, 

n  O(50) less frequent 
computation of IR quark force 

n  O(50) reduction in computing 
time! 

Fgluon

δτ gluon :δτ quark
UV :δτ quark

IR ≈ 0.1:1: 5

gδτ
UVδτ
IRδτ

MD evolution 

M. Luescher、Comput.Phys.Commun. 165 (2005) 199 

This is acceleration based 
on physics!	

Fquark
UV

Fquark
IR

Fgluon :Fquark
UV :Fquark

IR ≈ 5 :1: 0.1



consequence
n  Significant reduction in computer time!
n  Opened the way to “physical point simulation”
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Reachable with 
O(10)Tflops machines 

O(50) improvement   

Physical point  
i.e., mπ=135MeV 



A very timely development for us
n  PACS-CS computer(2006) turned out ideal for DD-HMC 
n  Nf=2+1 physical point calculation on a 3fm lattice, 

though at a single lattice spacing. 
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PACS-CS Collaboration (2007) Phys. Rev. D79 034504 (2008) 

n  2560 nodes with Intel Xeon 
(5.6Gflops) CPU (14.3Tflops) 

n  16x16x10 3d hyper-crossbar 
network(0.75GB/sec/node) 

n  Built by Hitachi Ltd. 



Removing the critical slowing down (II)

n  HMC requires solving the lattice Dirac operator 

 
n  iterative solvers slows down toward light quark 

masses 

 
n  Significant advance in mid 90’s to accelerate 

convergence,  
 e.g., application of BiCGStab by Frommer et al (1994),  

   but not able to remove the slowing down.  
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Recent advances
n  Deflation acceleration 

n  Dirac low modes are not smooth, 
but locally coherent 

n  Approximate treatment of low 
modes possible using domain 
decomposition 

n  Adaptive multi-grid  
n  Adaptively generate approximate 

null space on coarse grid 
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M. Luscher, JHEP 0707, 081 (2007)	

R. Babichi et al, PRL 105, 201602 (2010) 
A. Frommer et al, arXiv:1303.1377(2013)	
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Fig. 3. Average execution time t needed for the solution of the lattice Dirac equation

on the 64!323 lattice as a function of the bare valence quark mass mval given in units

of the lattice spacing a. The lattice, algorithm and test parameters are as specified in

subsects. 2.1 and 6.3. Dotted lines are drawn to guide the eye.

As is evident from the test results quoted in table 1, low-mode deflation signifi-
cantly reduces both the solver iteration numbers and the time needed to solve the
Dirac equation to a specified precision. Particularly impressive is the fact, illustrated
in fig. 3, that the deflated algorithm has a flat scaling behaviour with respect to the
quark mass. Moreover, the solver iteration numbers on the two lattices are nearly
the same, which is very much in line with the expectation that the e!ciency of the
domain-decomposed deflation subspaces is independent of the lattice volume and
that they provide a solution to the V 2–problem.

Contrary to the solver iteration numbers, the timings quoted in the last column of
table 1 are sensitive to the time required for the application of the deflation projector
PL and thus to the average time needed for the solution of the little Dirac equation
(see appendix A). The application of the projector actually consumed as much as
25% of the total time on the small lattice and up to 30% on the big lattice.
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To sum up the progress
n  Cost of dynamical full QCD calculation  

n  With HMC 

n  With UV/IR separation 

n  With deflation/multi-grid 
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State of the art physics calculation

n  Isospin breaking effects in hadron masses 
n  Not a minor detail, but very important for our 

understanding of Nature 
e.g., neutron-proton mass difference is crucial for Big Bang nucleo-
synthesis / stability of nuclei 
 
 

n  History 
n  Pioneering study in the middle of 90’s 

Duncan-Eichten-Thacker, PRL76, 3894(1996) 
n  Revisited and expanded by RBC/UKQCD since the middle of 00’s 

n  Blum et al, PRD82, 094508 (2010) 
n  Recently pushed to a great extent by BMWc 

n  Sz. Borsanyi et al, arXiv:1406.4088 (June 2014)  
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Mn −Mp =1.2933322(4) MeV PDG(2013)
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From Plenary talk by A. Portelli at 
Lattice 2014	

Mn −Mp =1.2933322(4) MeV PDG(2013)



An “ultimate” QCD machine? 

38



Trends in machine making
n  More and more in the hands of big makers, less and less 

by researchers except for limited cases (e.g., QPACE) 
n  Reasons 

n  Rapidly advancing semi-conductor technologies 
n  Need for increasingly larger funding  

n  Unwelcome aspects   
n  Machines not necessarily effective for lattice QCD type 

calculations 
n  Enormous amount of flop capability/chip, but increasingly narrower 

memory band width 
n  Increasing gap between flop capability/node and communication 

throughout between nodes 

 “Is it possible to think of a more QCD-oriented 
 machine exploiting the latest technologies?” 
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QCD computation
n  Massive SIMD operation on a regular 4D mesh 

n  computation requires 
 high memory throughput (about 2Byte/Flop) 
 but only small memory (about 2kB) / lattice point 

n  Communication requires  
 high throughput (about 0.5B/Flop) / lattice link  
 but not so much for block sublattices (domain decomposition) 

n  Explore the possibility of an extreme SIMD accelerator 
attached to a general purpose CPU 
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PACS-G system view
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n  A heterogenous system consisting of  
n  Large number of nodes connected by a system 

network 
n  Each node has a general purpose processor 

and one or more PACS-G co-processor 
n  A group of 4096 PACS-G co-processors has its 

own network (co-processor network) 



PACS-G co-processor architecture

n  84=4096 PE(core)s on a chip; 
PEs are controlled in SIMD 

n  each PE has 
n 2FMA x 0.75GHz (3Gflops) 
n small local memory (LM) with 

high throughput (4Byte/Flop) 
n  PEs are connected by  

n 4D mesh on-chip network 
n High throughput/link (6GByte/s) 

and low latency 

n  estimated  
n 20mmx20mm die size with 10nm 

technology(2020) 
n Low power 50GFlops/W  

 i.e, 20kW/Pflops
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Cf. O(1MW)/Pflops with current systems	



System parameters

n  Group 
n  2048 PACS-G co-processors 

n  12.3Tflops x 2048 = 25.2Pflops 
n  83x4 4D torus co-processor 

network 
n  20GByte/link for 4D torus 
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n  Co-processor 
n  4096 PE 

n  3Gflops x 4096 = 12.3Tflops 
n  64kByte x 4096=256MByte LM 

n  84 4D mesh on-chip network 
n  6GB/s/link & 100ns latency
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QCD benchmark

n  BiCGStab with R/B preconditioner 
n  1284 physical lattice 
n  23x4(PE) ・ 83x8(co-proc) ・ 83x4(group) 
n  Estimation method 

n  Count up #flop and #cycles from assembly level programming 
of core kernel (dslush) 

n  Communication timing included 

n  Result 
n  Single precision: 24.6% of peak (6.05Tflops/co-processor) 
n  Double precision: 14.2% of peak (1.75Tflops/co-processor) 
n  1.17 sec for convergence with 104 iterations  
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Thoughts for the future 
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Lattice QCD today
n  40 years since Wilson’s seminal paper (12 June 

1974) !
n  Amazing progress in physics, algorithms, machines!
n  Has matured as particle theory!

n  Direct calculation at the physical quark masses on large 
lattices (L〜4-5fm) and small lattice spacings (a〜0.1fm or 
less)!

n  Many important single hadron properties now calculated 
(hadron masses, decay constants), verifying the validity of 
QCD at % level or better.  Many more are calculable if so 
desired!

n  Even solutions of long standing issues such as K→ππ decay 
is now in sight ( a few more years?)!

!

46	



And tomorrow
n  Tool for better understanding of Nature,  !

e.g., What if the fundamental parameters are different from 
what they are in the present Universe? !

n  And there are algorithmic obstacles requiring 
solution: !
n  Precision determination of masses and matrix elements!

n  exponentially growing statistical errors with temporal separation !
n  Exploring multi-quark states and nuclei!

n  Factorially growing #Wick contractions!
n  Understanding non-zero baryon density!

n  Exponentially small overlap with zero density weights!

n  You have to believe you can solve them, and they 
will come together with the understanding of physics!!

!
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