
• Repository with commit / fetch capabilities
• Public repository + fast deployment of 

local repository
• Helps machine reuse

• a specialized machine is a standard 
machine + customization, and repository 
(“registry”) is aware of the dependencies

• Container management (start / stop / inspect) 
made easier by Docker tools

• Emergent standard for opportunistic computing, 
we expect easy deployment as Docker becomes a 
de-facto standard

• One more ambitious goal is to prepare an 
infrastructure for a Tier2 on demand

• Powerful tools for Docker (1 command)
• CERN already provides the “standard” 

ScientificLinux 6 as a container, which sets a 
common framework for machine specialization

• In general, LHC Experiments are providing “not 
official” containers for test purposes

• Via Boot2Docker, Docker is currently the fastest 
way to provide a CERN/Linux environment for 
Data Analysts on MacOSX and Windows

• Still mount CVMFS/GPFS/AFS on the 
host and pass via “-v”

• Becomes site specific, but avoids
• Running docker privileged
• Multiple copies of caches 

(CVMFS/AFS) if more than one 
container running

• LSF in the container
• Automatically connects the machine 

to the proper LSF queue

• Start command:
• docker run -v 

/cvmfs:/cvmfs -v /afs:/afs

-v /gpfs/ddn:/gpfs/ddn -v 

/chrootlfs/home:/home/grid 

-d -t 

localregistry.pi.infn.it:5

000/enricomazzoni/testwn:0

.3 /etc/sysconfig/docker-

pi/start

• … and you are up and running

• For the moment, just ~10% of the 
Worker Nodes moved from chroot to 
Docker … but just because we moved 
to other tests

• We do not really have a T2-on-demand solution, but tailored 
to Pisa needs and Environment

• Knows we have CVMFS, GPFS, etc
• Not directly replicable to other sites

What is missing for a T2-on demand?
• CVMFS w/o privileged needs an userland solution like 

PARROT (under test )
• Creation of linked containers, to be deployed in one go

• At least for CMS, a basic “Pisa like” could be deployed as a 
• One(or more) CEs
• One(or more) WNs
• One(or more) Squids
• (leaving aside storage, which needs specific 

infrastructure)
• Some batch system

Admin action

Local 
Registry

LSF Master

Host

Container

Selects OS 
Type

Gets 
container

Starts it

Joins LSF 
queue

job

Moving all the services:

• Frontier/CVMFS Squids: done and tested
• CEs: one moved and working
• UIs: even in the previous configuration, they were 

basically interactive WNs, so done
• PhEDEx: not tried, but it is just a special UI
• Xrootd redirector: already a container, so one 

command away from Docker
• LSF Master: to be tested

AFS, CVMFS, GPFS

INFN-Pisa in numbers
> 8000 cores both farms and HPC clusters
~ 2PB storage in one GPFS filesystem
> 20 VO supported
~ 200 users accessing/using the site

Very heterogeneous computational environment
grid WN ranges from Opteron 2218 to the very new 

Intel Haswell CPUs
HPC cluster for national theoretical community, 

users made software, IB QDR
HPC clusters for CFD, standard commercial 

software, IB DDR

Common services for all the machines:
GPFS: used to serve data for all use-cases 

supported
AFS: used for user home areas and software 

deployment
LSF: for resources access and orchestration

PROBLEM: how to manage 
such heterogeneity??
SOLUTION: A very light 
virtualization via chroot!
• Real virtualization such as 

OpenStack too heavy for
• Old HW or performances 

penalty (IB)
• Stable and recent operating 

system (suse) on the bare 
metal. All the filesystem
(GPFS, AFS, CVMFS)

• Mounted nativly on the bare 
metal and passed to chrooted
environment via bind.

• Every machine preloaded with 
a tar file of the needed 
environment. A set of home 
made scrips take care of 
updating images and starting 
the correct chroot
environment at boot.

• It work in production since 3 
years. 


