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the Giant and its run-time errors

• in http://atlas.ch you can read about LHC/ATLAS:

• 27 kilometres in circumference, collisions 30 million 
times a second

• 45 meters long, 25 meters high, 7000 tons

• 37 countries, 2500 physicist, 700 students

• many, many sources of errors in SW 

• some only show up at runtime

• the DAQ is the first system to see/suffer them

• can we just ignore that small fraction?
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DAQ, streaming and the debug stream

The class diagram of the raw event format is shown in Figure 2. Referring to the 
latter, it can be seen that Full Events and ROB fragments are types of  Fragments, which are 
characterized by a common Generic Header. Full Event fragments contain any number of 
ROB fragments each of which contains a single ROD fragment. Full Event fragments extend 
the Fragment type header with specific fields, as it will be shown in Section 3.

As can be seen from Figure  2 the proposed raw event format is modular and 
based on event fragments (see Section 2.1). All event fragments have the same structure, ex-
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Figure 1: The general event format.

Figure  2:  The  class  diagram  of  the  raw  
event format.

2.3. RECOMMENDED MODEL CHAPTER 2. INTRODUCTION

The data streams proceed to Tier0 (or to the MDT calibration centres) for processing. For the results from first-pass
reconstruction of bulk physics data at Tier0, the computing model (chapter 2.2.5 of Computing TDR) says:

• There is a one-to-one correspondence between raw data and ESDs in terms of files - hence one ESD stream

• AOD events are clustered into streams by analysis access patterns, e.g. trigger or physics channel. The AOD
streams are exclusive even though a given event may be interesting for several different analyses

• There are overlapping (inclusive) collections of event metadata referencing events (so-called TAGs).

2.3 Recommended model

The first recommendation of the DSSG is that there should be 4-7 raw physics data streams. There are several
motivations for deviating from the old baseline model. Raw physics streams can facilitate a fast reconstruction
turnaround despite huge data volumes. They will ease detector calibration studies in early running when raw data
may be needed for that work, and they help prioritize (re)-processing in steady running if need be, by partitioning
the large volume of raw data that ATLAS will produce. Obvious examples of useful streams are electron/gamma, or
muon. The DSSG defined a set of such streams which partitions data in a suitable way, and studied its implications
for initial and nominal luminosity. It was clear from the beginning that streams definitions must be based on the
trigger as it provides immutable streaming criteria, as opposed to reconstruction results which depend on software
version and calibration.

If more than one stream, then the boundaries between streams need to be defined; in particular whether streams
are overlapping (called inclusive throughout this document) or disjoint (exclusive). For example, an event satisfying
electron as well as muon trigger criteria would, in the inclusive case, end up in both the electron and the muon
stream, while in the exclusive case, it would be in the overlap stream. This is shown in the following figure.
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what to do with problematic events after the DAQ?

• understand and correct the errors to increase the quality of the data in 
following runs

• need fine grained diagnosis: algorithm, timing info

• reduce the turn arround time for bug fixing, missconfiguration correction, etc

• feedback to developers and shifters during an ongoning run?

• are timeouts correlated with specific physics processes?

• place events back into data chain (or redimension DAQ to worst case 
scenario?)
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a peek into the debug stream

• ... it contains two types of errors:

• algorithm persistent errors (exceptions, missing feature, etc)

• imply SW fixes

• online transient errors (crashes, timeouts)

• re-run selection algorithms

• more detailed classification in latest configurations 

• (debug.efd.timeout, debug.efd.stoptransition, etc) 

L2ForcedAccept HLT_ErrorEFD

L2ForcedAccept HLT_ErrorEFD
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a framework for quasi real-time analysis/recovery

http://
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launching the parallel process

launcher
JobJobJobJobJobJobJobJobJobJobJobJob

• splitting in subjobs is easy 
in event oriented 
experiments

• all events independent 
from each other

storage

• check for new open runs

• check for closed files

• assign jobs, submit & 
register in local DB

• next level debug stream?

• where to stop?
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event header analysis

• plots that summarize the errors and other characteristics of the debug stream 
events

• done using the information of the event header

• HLT/L2/EF result, L2/EF errors, chain ids, stream tags

• present no matter what happened in the event

• leads bug tracking in selection algorithms

• create event samples with a handful of events for experts
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event header analysis
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reprocessing selection algorithms

• selection algorithms repacked

• some functionality from DAQ replicated

• failover, streaming

• tempted to use DAQ directly

• detailed reports per stage

• object passing

• validation of system in the data chain

• redundant counters

staging /  copying

result reconstruction

L2 processing session

EF processing session

streaming

copy /publish
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reprocessing selection algorithms
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ganga real time extensions

• ganga  is a frontend for parallel job management

• several built-in applications: Atlas, LHCb, ROOT, etc.

• several built-in backends: Local, LFS, PBS, LCG

• one major drawback: no progress update

• 2/3 hierarchy of client/server mergers

• trap job completion message

• implement append method in servers

• GangaTrigger module
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experience with cosmic data
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how many problematic events?
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systematic analysis/recovery of the debug stream 
in cosmics 

• the system is not fully operational yet

• possibility to redesign some parts due to “winter shutdown”

• still requires shifter supervision to start selected runs

• this is what a shifter could say:

• most/all events from online transient errors are recovered

• and crashes reproduced

• some studies on recovered data still missing

• e.g.: timeout / event size / event content 
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a useful bug tracking tool

9189391890

9163689550
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other uses: a happy start-up without trigger

10th September start-up
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so:

• we understand the elements that integrate the debug stream

• we have a framework for analyzing / recovering it (almost ready)

• will provide feedback during ongoing run

• let’s not forget: the debug stream is where the errors go

• you can’t just ignore errors, interesting physics might appear there for the first 
time
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