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Introduction



Parallelism in ROOT

« Seek for opportunities to do things in parallel in ROOT

* Prototype solutions for 4 use cases:
— 1/O Pipeline
— Ntuple / Histogram filling
— Ntuple processing (T TreeDraw)
— Minimisation / fitting
« Design the programming model offered to the user

I/O Pipeline

Read —> Unzip —>  Deserialise

ROOT Users’ Workshop 15, Saas-Fee 4



Parallelisation: Objectives

« Make parallelisation transparent to the user when possible

« Otherwise, offer a user-friendly programming model
— Hide parallelisation complexity
— Provide simple means for concurrency

« TTree iteration case
— Speed up branch reading
— 1/O pipeline parallelisation happens behind the scenes
— Documented in:

https://etejedor.web.cern.ch/etejedor/ttree_io/io_parallelization.pdf
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Use case: Sequential code

Initialisation();

for (inti=0; i < tree->GetEntries(); i++) {

tree->GetEntry(i);

Entry Processing();

Finalisation(); 7




Parallelisation
approach
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Parallel Branch Processing

« First parallelisation approach based on parallel branch
processing
— Goal: reduce TTree::GetEntry latency

— Task-based: create one TBB asynchronous task per
TBranch::GetEntry

* Protect access to shared data

GetEntry(i) Tree QEntry(i)
Task / Task

Read Re Un De
Unzip

Deserialise



The TTree I/O Objects

. Per-branch data

— vy T

TFileCacheRead
TBaskets (cluster) TBaskets

TLeaves
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. Per-tree data

TLeaves
TBranches
TBranchElement

TBranches
TBranchElement



Load Unbalance

« Parallel branch processing alone is not enough

- Synchronisation at the end of each iteration

— Wait for all tasks to finish
— This can cause unbalance if tasks are executed in an arbitrary order

Long task

THREAD 1.1.1
THREAD 1.1.2

THREAD 1.1.3

THREAD 1.1.4
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Branch Sorting

e Current strategy sorts branches following these criteria:
— First, branches are sorted by size
— The task times for each branch are recorded
— Every 100 events, branches are re-sorted by average task time

0 Sorted branches N-1
Task Task

Start order

ROOQOT Users’ Workshop 15, Saas-Fee 11



« Sorting of top-level tree branches improves balancing at

the end of each iteration .
NoO sorting

(o
THREAD 1.1.1 r
THREAD 1.1.2
THREAD 1.1.3

THREAD 1.1.4

1,594 ms 1,598 ms
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Performance Results

Machine

— Intel Core i7-3770, 4 cores at 3.40 GHz (8 HT), 8 GB RAM, 256 GB
SSD

e Trees
— CMS: ~70 branches, GenSim data
— ATLAS: subset of ~200 branches, xAOD

« ROOT
— Tested with

6.04
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ldeas for a
Programming Model
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ldeas for Programming Model

« The programmer could provide a lambda that processes a
single entry
— Parallel branch processing would be hidden
— Alternative: a similar approach using TTreeReader

Pass the entry to the
lambda

tree.process([&](...) {
I/ Work here (thread safe!)

}
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Parallel I/0 + User lambda

« Concatenate reading tasks with with user lambda tasks
— Keep results for multiple entries in memory
— User lambda with enough granularity

TTree:.GetEntry(k) TTree:.GetEntry(k+1)

7

| e |
| } \ r | ’ \
PBP Task } PBP Task }
User lambda User lambda
Task Task
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Conclusions and Future Work

* First exercise of multi-threaded ROOT parallelisation
completed
— Use spare cores to speed up reading of TTree branches
— Avalilable results now: 3.5 speedup for a real tree
— Will be integrated soon in ROOT

* More will come on the programming model side
— Integration with a user lambda
— Will require parallel histogram filling

 When possible, apply similar strategies to other
parallelisation use cases
— Use experience obtained
— Approaches validates before including them into a ROOT release
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Parallel I/0 + User lambda (ll)

« Parallel I/O + User lambda could be implemented as a
pipeline with two stages

— PBP stage is serial but creates parallel tasks internally
— User lambda stage is parallel (limited by N)

Pipeline

N entries |
| ’ ] Use[r;rsbda ' ’
PBP Task \
1 instance N instances
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Histo filling: Programming Model

« Create a container class for thread-local histograms
« Each thread fills its own partial histogram
« Partial histograms are merged at the end

MultiObject<TH1F> hpx(TH1F(...)); Multi-hist biect

MultiObject<TH2F> hpxpy(TH2F(...)): ufti-nistogram objects

tree.process([&](Float_t px, Float_t py) {
hpx->Fill(px);
hpxpy->Fill(px,py); > Fill partial histogram

);

TH1F& hpxsum = hpx.sum();

——> Reduction
TH2F& hpxpysum = hpxpy.sum();
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