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Overview

Latest developments
* TTree I/O anatomy

 Parallel I/0O
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L, 5
News From The I/0 Front
2 /

* TTreeCache enabled by default (v6.04) Gpe Ster va,;"”h any
— Prefill also turned on Mere,

* A single read of the cluster for all branches during 7TreeCache
training phase

» Remove the many small reading during training
— Configurable via rootrc or shell variable
— TTreePerfStat support multiple trees.

- DAVIX plugin made default (v6.00 (make), v6.04 (cmake))
— For http, https, dav and s3 protocol.
— when DAVIX is found by configure/cmake
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# News from the I/O Front ﬁ

» I/0 for C++11 containers: Thang
— forward__list, unordered__set, unordered_multiset, Da”//o ‘o

unordered_map, unordered_multimap
— On the docket: std::array, std::unique_ptr, std::shared_ptr

» Update to I/0O meta data to support cling
— Change in CheckSum value to properly handling typedefs.

* hadd syntax enhancement.
— To allow appending to existing file (-a)
— To allow to direct compression level from input files (-ff)

— To allow merging of mixed compression files without any
decompression (-fk)
* Previously: files with a different compression as the output were recompressed

« Advantage: guaranteed optimal merging speed

 Disadvantage: files with mixed compression level
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L, 5
TTreeReader
L' 3

» New interfaces to simplify and consolidate simple use
cases.

No SetBranchAddress or GetEntry

void tread obj() {
// Reading object branches:

auto £ = TFile::0pen("tr.root");
TTreeReader tr("T");
TTreeReaderValuePtr< MyParticle > p(tr, "p");
TTreeReaderArray<double> e(tr, "v.fPos.fY");
while (tr.GetNextEntry()) {

printf("Particle momentum: %g\n", p->GetP());

if (!e.IsEmpty())

printf("lead muon energy: %g\n", e.At(0));

}
delete f£f;

» Automatically turns on all relevant optimizations
— TTreeCache, Partial reading. Etc.
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TTreeReader 1in TSelector

qQ
class Selector : public TSelector Type Safe J AkOSnkS o
{ Na;
TTreeReader fReader; 'ﬂjU
TTreeReaderArray<Double t> fParticles fPosX;

TTreeReaderArray<Double t> fParticles fPosY; SPONT :
TTreeReaderArray<Double t> fParticles fPosZ; Initialization
TTreeReaderValue<Int t> fEventSize;

Selector (TTree* /*tree*/ =0) : f£Chain(0),
fParticles fPosX(fReader, "fParticles.fPosX"),
fParticles fPosY(fReader, "fParticles.fPosY"),
fParticles fPosZ(fReader, "fParticles.fPosZ"),
fEventSize(fReader, "fEventSize") { }

i
Accessing Data

Set Entry |
Bool_t Selector::Process(Long64 _t ent ry read on demand
fReader.SetEntry(entry);

for(Int_ti = 0;i < fParticles.GetSize(); ++i) cout << fParticles][i].fPosX << endl;
for(Int_ti = 0;i < fParticles.GetSize(); ++i) cout << fParticles]i].fPosY << endl;
for(Int_ti = 0;i < fParticles.GetSize(); ++i) cout << fParticles]i].fPosZ << endl;

}
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L, 5
News From The I/0 Front
2 /

» Significant improvement in thread usability and
performance

— TStreamerInfo no longer mutable
— Reduced occasion where the code execution is made serial

g
» Expand support for JSON and XML output " Ling,

— In particular string and collections
— Extended to support for JavaScript and http object server

» Bug fixes
— See JIRA for actual list.
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Active Summer

o
L3

* GSOC on Extension of ROOT I/0 customization
framework Thang

. . 30 o A n
— Support for JIT compilation I/0 rules 9ing ""hg

— Research solving performance issue when reading and
validating rules recorded in a files.

— Start development to support for nested object in I/O rules

 DIANA project
— Ramp up of DIANA contribution. Zhaanks i
— Analysis of LZ4 performances
— Bug fixes
— Will soon turn focus on changing I/0 endian-ness
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# The 4 Parts of TTree 1/0 ﬁ

* Getting the bytes from storage
— Davix, XRootD, etc.

e TTreeCache

— Funnels the pattern of access to storage

— Reduces the number of I/0O operations

* Decompression
— Currently the most significant bottle neck

* Object filling
— Make the data available.
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L, 5
TTreeCache
L 3

* When used properly reduces latency to just I/O
download time

— Often small compared to
decompression + unboxing time.

» Asynchronous Prefetching

— Start reading the a second set of T TreeCache clusters as soon
the first one is read

— In most case, reduce ‘raw’ I/0 latency to zero

* i.e. as long as the time needed to decompress, un-stream and use
the first set of TTreeCache cluster is longer than the download time

» Exceptions includes ‘simple’ analysis cases (so not default yet)
* Cost is just one ‘cluster’ in memory typically 32Mb.
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o

TTreeCache Optimization Choices
L' 3 P

* Current Target

— Same branches read for all entries read and entries read in
sequential order

» Deviations can be costly.

— One ‘forgotten’ branch can easily
double the number of I/0O transactions

» No explicit/internal support for select and copy
— Branches *not* in selection criteria usually not in cache
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ne TTreeCache Optimization Changes? ﬁ

« With increase in bandwidth, should the balance change?

 Read the whole T7Tree all the time?

— Extra cost in bandwidth and memory use
— Eliminate penalty for ‘cache’ misses

» Should TTreeCache behavior to be adaptive?

— Added complexity
— Need to measure cost on simple case

* Other issues

— In case of file re-use, should it be cached or re-fetched?
— In case of caching, who (ROOT, I/0 layer) should?
— If cached, who maintains the cache?
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o

Other TTreeCache Optimizations
L' 3 P

 OptimizeBasket Wi
. Place ° Put i,
— There are a couple of new algorithm proposals e/, 7
9Se 6 Utey

— Need to be tested on wide range of cases

» Start using TTreeCache in TTreeCloner-.
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o

ne Decompression Bottleneck ﬁ

* Solution?
— running decompression in parallel

 Challenges for resources
— Extra thread
— More memory use
— Extra complexity

» Partial Solution
— Compress each entry individually
— Improves random access by removing ‘unnecessary’
decompression
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# Unboxing (Object Filling) ﬁ

 Switch to little-endian
— Enable additional run-time optimization

— Could lead to 1 copy unboxing in ‘simple’ cases (or zero if
read object is provided ‘read-only’)

« Read/WriteBuftfer

— 25% of the read code moved to optimized framework
(function based) ; representing most of the use cases.

— Write code still need to be similarly
optimized
* Could use JIT to optimize & compile often used set of
actions

— Reduce function call penalty and possibly reduces if
statements.

— Increase possibility of vectorization.
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o

ne Threading

* Focus had been so far on: T”anks,
0]

— 1 tile/1 tree per thread/stream of operation
— Core, Meta, 1/0, Tree, Hist and Fit libraries

- Main beta tester and provider of fixes: CMS
— Error rate in production jobs was negligible

» Helgrind and static analysis,
and routine testing essential

— False positive hidden by:

« $ROOTSYS/etc/valgrind-root.supp
* $ROOTSYS/etc/helgrind-root.supp
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* CMS Event

 Read CMS Event file 133MB, 100 entries.

* One TFile and TTree per thread.

« Use TTreeCache, slightly modified MakeProject lib.
* Less than 5% sequential
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e CMS Condition Test Description ﬁ

» 226 distincts CMSS condition database objects
- 233MB of data

» Run example with no thread enabled then 1 through 8
threads.

 Load the data (amount varies) into 1 TBufferFile per
thread.

— Small Set: first 3 objects for 393KB.
- Each thread deserialize the content multiple times
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# Data Bandwidth
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o

v Worst case.

* Class L1IRPCConfig  Large Sequential Part

— 22% of time, 3% of space — Atomics and lock play a role but not enough to
explain behavior

* Most time consuming object.

: . « But no clear explanation yet.
» Contains vector of 93160 objects b Y

— which contains an array of 6 objects.

— Each of those contains 2 bytes!
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# ROOT I/0

* ROOT I/0 is now thread - G
friendly o 4 —
— It works! e // P
— Less than 5% sequential exec //

when reading CMS Events T7ree. - ﬁéi/pf/

— Less than 15% sequential exec T LR R
when reading all CMS cond db objects.

» Some object layout lead to poor performance and
poor scalability.

* More has to be done to optimize

— Reduce number of ‘class/version/checksum’ searches.
e To reduce the number of atomic and thread local uses.
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# Parallel I/0 ﬁ

* Current solution

— 1 thread 1 TFile

— Multiple thread/task access to same file requires duplication
or coordinating task.

» Many requests for multiple readers or writers to same
TTree |/ same file
— Coordination needs to be part of API/implementation
— Might reduce the memory requirement
— Should reduce load on file provider

* Downside
— Harder to keep to sequential reading of entries
— 1.e. requires significant API shift
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o

ne Parallel I/0

» Histo and TTree merging is structurally different

Histo: TTree:
Need to keep ‘full’ data on worker Workers can ‘forget’ previous data
until the end
Summing operation Appending operation
CPU is the critical resources /O is the critical resources
* Thus will need be handled differently
Histo: TTree
Need to be merged at the end (or Merging can start very early on.
on demand for monitoring)
Benefit from layering the problem Only small benefit (# connections)
from layers
Final merging time still limited by
disk bandwidth.

Benefit more from spreading the

output across disks (and files).
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o

Leverage parallelism
€ Leveraeer

» Clarify concurrent access capability of APIs
— Designing new interfaces when necessary

» Add scheduling intertace to allow coordination with

framework’s task scheduler

See

» Use multiple threads/tasks in: Ttk Entie

— Histogram, TTree, I/0, Math

» Make it easy to write analysis using multi and many
cores

— With efficient merge step
— Build on the experience of PROOF(-Lite) and standards tools.
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o

e On Going Development - recap ﬁ

» Support for new C++11 constructs
e e.g. std::array, std::unique_ptr, std::shared_ptr

* New OptimizeBaskets (Target: right after v6.06)
» Switch to little-endian
» Multi-thread/task uses and infrastructure

» Fix outstanding issues
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o

v Priorities

* Multi-processing / Multi-threading

» Performances improvements

— Amdahl, File Format, Streaming, Vectorization

» Interface Simplification and Clarification

— Leverage C++11 for ease of use/documentation

* Interoperability
— HDFj35, R, Python, Blaze, numpy, etc.

- Additional statistics and Feedback on I/0O Perf
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Backup Slides
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o

Focus still on (representative sample t
e (rep ple) "

« ROOT-7181 and related (CMS)

* Cling
— (ROOT-7372) Accessing complex map branches crashes
— (ROOT-7339) Memory leak per open file

* Threads

— (ROOT-7404) Memory leak of TLS-buffer inside Error.cxx when
using TSocket inside TThread

— (ROOT-7391) Dead lock in stressThreadPool

* Core

— (ROOT-6995) Incomplete fix: Memory Leakage when using
TClonesArray

— ROOT-7408) Class version of TAttMarker should be bumped.
. 1/0
— (ROOT-7348) TTreeFormula fails to return vector element
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o

Here comes clin
L' 3 5

o\ 7 /

» Cling introduces binary compatible
Just In Time compilation of script
and code snippets.

« Will allow:

— I/0 for ‘interpreted’ classes

— Runtime generation of
CollectionProxy

— Run-time compilation of I/O Customization rules
* including those carried in ROOT file.

— Faster, smarter TTreeFormula

— Potential performance enhancement of I/0O
« Optimize hotspot by generating/compiling new code on demand

— Interface simplification thanks to full C++ support
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o

File Format Upgrades
' be

 Switch to little-endian
— Enable additional run-time optimization

» Support C++11 entities
» Improve meta-data
— Reduce cost of repeated [deep] hierarchies

» Space saving changes.

— Improve compression of branch of unsplit collections

— Reduce overhead for deep hierarchy
- Time saving changes

— Compress each entry individually to improve random access
» Write-once files

— Support for direct write to Hadoop file System

* SQLite within ROOT file
— Support database (for meta-data) co-located with data
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# Thread Safety

» Cling enables support for robust multi-thread 1I/O

— Cling has clear separation of database engine and execution
engine allowing to lock them independently

 Chris’ changes allow multi-threaded I/0O as long as

— Each TFile and TTree objects are accessed by only one thread (or
the user code is explicitly locking the access to them)

— Interpreter is *not* the top level entry point.
— Cling will allow to remove the second limitation.

* More has to be done to optimize
— Some object layout leads to poor performance and poor scalability
— Reduce number of ‘class/version/checksum’ searches

 To reduce the number of atomic and thread local uses
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# Parallel Merge Challenges ﬁ

» Need official daemon/thread parallelMergeServer
— Could use Zero MQ as underlying transport.

* Need to efficiently deal with many histograms
— Each of them still need to be merged at the end

» Lack of ordering of the output of the workers

— No enforcing of luminosity block boundaries for example
— Support for ordering increases worker/server coupling
— Space reservation is challenging (variable entry)

* Need a new concept (an Entry Block)
— ‘Set of entries that are semantically related’
— To be used to gather those entries together ‘automatically’
— Need flexible/customizable marker
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o

Other Possible Parallel Processin
L' 3 5

- Read/Write branches using internals thread/tasks
— Need to partially back out memory optimization
— Require TFile synchronization

 Oftload work (compression) to separate thread
— Need to work well with task based scheduler

* Thread safe version of TFile
— Not quite sure of semantic

— Need to be cost-neutral for traditional uses

» Support for ‘multiple’ interpreter state
— Decide on need / interface / use limitations
— shared libraries (their PCMs) shared between interpreters?
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o

v Vectorization

e In I'I'ree

— Eg. TTree::Draw execute formula on more than one
element at a time

— New interface allowing retrieval of multiple entries at once.

* In Streaming

— Changing endianess would also merging and vectorization of
even more streaming actions.
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o

I/0O Customization Framework f
2 4

» Bug fixes
— Class renaming
— Rules execution in complex TTree

» Continue development

— Extend documentation
— Implement Write rules
— Enable Just-In-Time compilation of rules

 Extend automatic conversions

— Derived* <-> Base*
— From object to pointer
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# I/0O CheckSum

* CheclkSum are being changed

— Will switch from using typedef to using normalized name in
ROOT 6.

— Eliminate false match ; leverage CompareContent to
avoid false mismatch.

Current CheclkSuim does not detect if a typedef is used and changed from float
to int for example.

— Typedet no longer usable to enforce a platform independent
checksum value.

* Need to decide whether this is the time to change the policy on
the use of (or lack thereot) std:: in normalized names.

- Thinking of integrating support (i.e. opaque typedefing)
standard typedef int32 t, int64 t
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o

ne Concurrency Challenges ﬁ

* Global Database
— TClass, Interpreter (at least part of)

* GGlobal State

— gDrectory, gFile, gPad, gRandom, etc.

— List of Files and other resources
 Use as global registry for cleanup, shortcuts and for GUI

— List of Cleanups

 Shared ownership mechanism for both C++ code, GUI and interpreter.

— Made (in most cases) thread local
« Not adapted for use in Task based model

— Integral part of some interfaces
« TObject::Write ; Object auto-addition to a TFile.

— Some behavior not yet optional
» TTree auto-addition

 Other challenges

— Access to hardware resources, merging (histo, tree), caching
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