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IT activities

= QOperation of a 'Large Scale Facility' Grid and Analysis Center for LHC

> Resources for LHC (Tier 2, National resources), Astro, Belle2, ILC,...
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Batch Systems - current/old 'production’ setup

Zeuthen Hamburg

> deploying Univa and > Grid

started to use UGE _ _
8.2 = currently running Torque, with a

home-build scheduler (mysched)
and CREAM CE

> local batch farm (BIRD/NAF)

= running SOGE, seeing performance
and stability issues

> HPC cluster

= calender based reservation tool -
working well, but will not scale for
future

= SLURM used for some ressources
since 2016
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Batch Systems — Hamburg site, some numbers

> Grid
= 280 Nodes
= 12.196 Cores
= 10.054 Slots
> local batch farm (BIRD/NAF)
= 577 Nodes
= 7.340 Cores
> HPC cluster
= 4592 CPU cores (AMD und Intel)
= 89 hosts fuer Compute (CPU + GPU) im Total
= 27 TB RAM total
= 117 TB BeeGFS scratch Clusterfilesystem, GPFS for physics

data and $HOME
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Component Topology today

[\ EVAE

Calendar Reservation

HPC simulation
Petra Ill Data Analysis

People

Son Of Grid Engine SoGE Torque
+MySched

Batch Infrastructure Resource at DESY

Cream CE

National Analysis Facility

Robots

Scalin Support
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We have a Plan !
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HTCondor tests & preproduction

> First setup on a single host - 'Hello World Job' running after 2 hours

= Small test cluster 1 master/submit host & 7 workernodes DESY GRID
testjobs running fine

> Larger testcluster 800 Cores, 2 master, 1 ARC CE running since oct
2015

> BELLEZ2 jobs (single core monte carlo production) running since nov
2015 turning test- in a preproduction-cluster

> Jan 2016 ATLAS, CMS ILC and BELLEZ jobs running concurrently

= Will add more nodes in the near future and start migrating hosts from

TORQUE/mysched
Christoph Beyer | HEPIX spring meeting 2016 | 2016-04-20 | Page 7



HTCondor - Classadds

[

Type = “Apartment”;
SquareArea = 3500;
RentOffer = 1000;

HeatIncluded = False; negotiator
OnBusLine = True;
Requirements =

TARGET .RentOffer >
(MY.RentOffer - 150);

[

Type = “Renter”;
RentOffer = 900;
Rank = 1/other.RentOffer;
Requirements =
OnBusLine &&
SquareArea > 1500;
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HTCondor - Classadds type machine vs. jobs

MyType = "Machine”

Name = "batch0930.desy.de"
START = TRUE
VirtualMemory = 342696
Disk = 28728536

Memory = 160

Cpus = 8

Arch = "INTEL"

OpSys = "RHEL_6“

MyType = "Job"

Owner = '"chbeyer"

Cmd = "/tmp_mnt/usr/users/chbeyer/mem_stress.sh"

Output = “mem_stress.out”

Args = “100"”

ImageSize = 2544

DiskUsage = 2544

Rank = Memory/Mips

Requirements = (Arch == "INTEL") && (0OpSys == "RHEL_6")
&& (Disk >= DiskUsage) &&

(VirtualMemory >= ImageSize)
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The global CMS Pool - an example for HTC scalibility

140,000

120,000

100.000

dAdddAdddd A

80,000

&,000

40,000

20,000

216-02-01 2016-02-04 2016-02-07
US_FNAL W T2_US_Wisconsin
Us_MIT M TO_CH_CERN
EE_Estonia M T2_US_Nebraska
FR_GRIF_LLR M TZ_IT_Pisa
FR_GRIF_IRFU M T1_FR_CCINZP3
RU_JINR [ T2_CH_CSCS
ES_IFCA M T2_ES_CIEMAT
US_NotreDame W T2_FR_IPHC
BR_SPRACE M T2_UK_SGrid_RALPP
US_Colorado [ T2_UK_SGrid_Bristol

»

Running job Cores
30 Days from 2016-01-29 to 2016-02-29
L] L]

In the global pool we have successfully been able to ramp up

2016-02-10
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M T2_CN_Beijing

W TZ_KR_KNU

2016-02-16

2016-02-19 A016-02-22

Maximum: 158,387, Minimum: 0.00 , Average: 124,992 , Current: 37, 208

beyond 150k occupied cores

13

Source: Farrukh Aftab KhanHTCondor: CMS Experience
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https://indico.cern.ch/event/467075/contributions/1143822/attachments/1236371/1815768/HTCondorWorkshop_CMSExperience.pdf

Setup and experiences

= Very much a relaunch of the work that Andrew did for RAL !!!

> HT enabled with partitionable/dynamic “whole node” slots

= Hierarchical accounting groups (%oquota)

> $CondorVersion: 8.5.1 (installation/node management through puppet)
> Healthcheck script running as a STARTD _CRON

= Horizontal filling with 'NEGOTIATOR_POST_JOB_RANK'

> Prefere multicore jobs by resorting the grouplist using
'GROUP_SORT_EXPR!

= Monitoring started with simple ganglia plots using ‘condor_q' and rrd

= Switched to Grafana (thanks again — Andrew) using python bindings
and INFLUXDB (will try to keep data in CSV as a backup)

> HTCondor prooved to handle all the weird misconfigurations we
produced on the way without loosing jobs, stability or it's central

funtionality
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Setup and experiences — todos

= Still much work todo in terms of understanding and get to know better
= Multicore job preference still an issue have to think about DEFRAG

= Indvidual monitoring/dashboards (also for enduser/groups)

= Documentation

= Do more sandboxing with CGROUPS MOUNT_ UNDER_SCRATCH
etc. & using DOCKER

= Job transfer in commercial clouds will most likely become an issue
= Waiting for AFS/KRB integration to start a testbed for local batch

> Many more individual challenges to be expected then

> Openstack will become more important at DESY most likely

> Integration in the control room monitoring and operational day-to-day

business
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Conclusions, perspective & questions

> GRID cluster planned to completely migrate by the end of the year

> AFS integration is announced for the next development release,
testing with 'real' useres will take some time but will try to migrate local
batch in due course

> Looking at the degree of capacity utilisation of the HPC installation
closely and consider to run HTCondor as a 'parasitic' second
scheduler during idle times, preferably with preemptable jobs

> No educational work had to be done so far (this will change with a
local HTCondor batch facility)

> We are happy about the current momentum in the HEP comunity
involving HTCondor and the support by other HEP sites and the
HTCondor team

> Questions ?

Christoph Beyer | HEPIX spring meeting 2016 | 2016-04-20 | Page 13



	Slide 1
	Slide 2
	Slide 3
	Slide 4
	Component Topology
	We have a Plan !
	Slide 7
	Slide 8
	Slide 9
	Slide 10
	Slide 11
	Slide 12
	Slide 13

