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Disclaimer

= |BM'’s statements regarding its plans, directions, and intent are subject to change or
withdrawal without notice at IBM’s sole discretion. Information regarding potential future
products is intended to outline our general product direction and it should not be relied on in
making a purchasing decision. The information mentioned regarding potential future
products is not a commitment, promise, or legal obligation to deliver any material, code or
functionality. Information about potential future products may not be incorporated into any
contract. The development, release, and timing of any future features or functionality
described for our products remains at our sole discretion.

= Performance is based on measurements and projections using standard IBM benchmarks
in a controlled environment. The actual throughput or performance that any user will
experience will vary depending upon many factors, including considerations such as the
amount of multiprogramming in the user’s job stream, the 1/O configuration, the storage
configuration, and the workload processed. Therefore, no assurance can be given that an
individual user will achieve results similar to those stated here
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Spectrum Scale Overview

Key use cases

a) Real-time data ingest (data acquisition)

b) Visualization and near real-time analysis (online processing)
c) Data movement from Burst Buffer to Central Storage

d) Deep analysis (offline processing)

e) Data management of Central Storage

f) Long-term data archiving

Customer feedback



Store everywhere. Run anywhere.
Remove data-related bottlenecks

Challenge
* Managing data growth
 Lowering data costs
» Managing data retrieval & app support
* Protecting business data

Unified Scale-out Data Lake
* File In/Out, Object In/Out; Analytics on demand.
 High-performance native protocols
 Single Management Plane
* Cluster replication & global namespace

- Enterprise storage features across file, object & HDFS M S Tape

IBM Systems 4



The History of Spectrum Scale Spectrum Scale 4.2 w/ SWIFT .83

3,000 clients and over 100,000 systems.\
Spectrum Scale 4.1 w/ OpenStack & Hadoop .-

.

This infographic is the genealogy of IBM Spectrum Scale, from it's birth as a digital

media server and HPC research project to it's place as a foundational element in the

IBM Spectrum Storage family. It highlights key milestones in the product history, IBM joins OpenStack Foundation as Founding Member.\

usage, and industry to convey that Spectrum Scale may have started as GPFS, but it 10 Billion files in 43 minutes using flash arrays

is so much more now. IBM has invested in the enterprise features that make it easy ha

to use, reliable and suitable for mission critical storage of all types. GPFS 3.4 L
Over 2M licenses in use .

Argonne Mira System 19PB and 400GB/s .

1Billion Files scanned in 3 hours! .
GPFS 3.1
LN
ASCI Purple 10,000 disks, 2PB, 128GB/s N
SC Bandwidth challenge record! .-
GPFS 2.2
. ) * SMB
ASCI White 8192 disks, 110 TB, 7GB/s
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Tiger Shark Server
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licy Engin
Snapshots & Policy Engine Encryption
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UNIFIED STORAGE = STORAGE TIERING @ DATA MANAGEMENT  GUI
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New in Spectrum Scale 4.2

New Feature Benefit

Client Experience Focus Easy to learn Ul and integration across Spectrum Storage portfolio
* Common interface across Spectrum Portfolio
Simplify common management functions, including
* GUIPhase 1 * Enabling protocols

* Policy driven placement and ILM

* Monitoring

* Troubleshooting

Object Storage * Unified File and Object Single view of data with wither file or object read and write
* Extended S3 API support Enable applications originally written for AWS

Big Data & Analytics Higher performance and broader integration with HDFS applications
* Native Hadoop Support to go beyond Hadoop and embrace Map/Reduce ecosystem

* Ambari Integration

Storage efficiency * Compression of Cold data for File & Object * Improve Storage utilization & efficiency for Cold data
* Efficienciently reduce data size using compression policies
General * Quality of Service for File Expanding functionality in Spectrum Scale data aware policy engine:
* z Linux support * Performance reservations to meet SLAs — even by time of day
* Sudo wrappers * Extending multi-site resiliency features to z-Linux

IBM Systems



Meet the Devs — German Spectrum Scale Expert Workshop 2016

All charts are in English and available here:
http://www.spectrumscale.org/german-expert-workshop-2016/

IBM Systems 7


http://www.spectrumscale.org/german-expert-workshop-2016/

2016 Development Priorities

Every year we define a set of goals Focus areas
« Based mainly on client feedback and *  Problem determination
market opportunity «  Documentation
« Targetis to achieve them within the year «  Security

i @ . Defect backlog

Sponsor User Functional enhancements

Sponso_r User B Observation
Interviews (.. |:|_  Improvements for Big Data
HLI= «  More flexibility for GNR
Input from PM PMR
and Field Team Analysis

More details: http://www.spectrumscale.org/meet-the-devs-oxford-2016/

IBM Systems
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Subject to change.
Details are under investigation.

A ] Mockup!!
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New Panel Subject to change.
Details are under investigation.

Mockup!!

Considered by customers to be the key S —-
metric that they monitor and use for
problem determination

Waiter metrics will be added to existing -
performance charts =

10



Outline

1) Spectrum Scale Overview

2) Key use cases
a) Real-time data ingest (data acquisition)
b) Visualization and near real-time analysis (online processing)
c) Data movement from Burst Buffer to Central Storage
d) Deep analysis (offline processing)
e) Data management of Central Storage
f) Long-term data archiving

3) Customer feedback



Key Use Cases

a) Real-time data ingest (data acquisition)

b) Visualization and near real-time analysis (online processing)
c) Data movement from Burst Buffer to Central Storage

d) Deep analysis (offline processing)

e) Data management of Central Storage

f) Long-term data archiving
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Source: https://www.spxxl.org/sites/default/files/GPES for data taking & analysis

a) Real-time data ingest ~ e e

Current and Future Detector Rates

> Detectors exceeded capabilities of prev. system:

= Pilatus 300k: 1,2 MB Files @ 200 Hz

Pilatus 6M: 25 MB files @ 25 Hz
7 MB files @ 100 Hz

PCO Edge: 8 MB files @ 100Hz

= PerkinElmer: 16 MB + 700 Byte files @ 15 Hz
= Lambda: 60 Gb/s @ 2000 Hz (Future)

Eiger: 30 Gb/s @ 2000 Hz (Future)

> GPFS is now used to handle those rates

= SMB/NFS sufficient for current detectors

= Future detectors need new methods

Stefan Dietrich | GPFS for Data Taking & Analysis at Next Generation Light Source Experiments | 3/14/16 | Page 4/22



https://www.spxxl.org/sites/default/files/GPFS_for_data_taking_&_analysis_at_next_generation_Light_Source_Experiments.pdf

a) Real-time data ingest (data acquisition)

= Characterization = Spectrum Scale capabilities

— Close to instrument — Tunable for high-speed data ingest
(=outside data center) — Parallel architecture allows to create a

— Make measured data persistent single file system for all detectors

— Storage must never cause the data without having side effects
taking of an experiment to fail — Built-in support for NFS and SMB

— Side effects from other detectors, — Allows to integrate customer configured
off-line analysis, etc. are not acceptable ingest methods (e.g. ZeroMQ)

— Ingest via one or more 10GbE links — GNR technology minimizes impact of

RAID rebuilds

— Allows to integrate SSD and NL SAS in
single file system

— Optimizes costs using placement and
migration policies



Spectrum Scale Parallel Architecture

NSD Client
No Hot Spots mEE

A 4 | S

All NSD servers export to all clients in
active-active mode H B B

Spectrum Scale stripes files across NSD servers

and NSDs in units of file-system block-size
E ! ! NSD Servers
File-system load spread evenly

Easy to scale file-system capacity and
performance while keeping the architecture balanced
NSD Client does real-time parallel I/0O
to all the NSD servers and storage volumes/NSDs

IBM Systems 17




Advantages of Spectrum Scale RAID

Use of standard and inexpensive disk drives

Elastic Storage Server
» Erasure Code software implemented in Spectrum Scale
Faster rebuild times

* More disks are involved during rebuild

* Approx. 3.5 times faster than RAID-5

Minimal impact of rebuild on system performance
* Rebuild is done by many disks

* Rebuilds can be deferred with sufficient protection
Better fault tolerance

PN AN N N N
* End to end checksum - | | e | | = |
. . S e
* Much higher mean-time-to-data-loss (MTTDL)
«8+2P: ~ 200 Years JBODs
* 8+3P: ~ 200 Million Years

IBM Systems 18



GNR Technology: Rebuild Test 8+3p on a EL6 with 2TB NL-SAS

3" disk failure - critical rebuild
19 disk failure start of critical finished, cont
rebuild normal rebuild
BOD
. Horm : : . :
no rebuild Rebuild 4 Minutes 16 seconds crit rebuild norm rebuild
00 7/' I 1 — -
AN — R
600 "
" \ \
8 M"‘ H
ff 400 —— 16ME Tack Read
5 = 16ME Track Write
2 )
g_ 300 e Rebuilds
200
100 rv =
7 19 31 43 55 67 79 91 108115127139151163175167199211223235 247250 271283295307 319331 343355367 379391 403415427 439451 463475487499
1 13 25 37 49 61 73 B5 97 109121133145157169181193205217220241 253265277 289301 313325 337349361373 385307409421 433445457 469481 493
Time in secands

As one can see during the critical rebuild impact on workload was high, but as soon as we
were back to double parity (+2P) the impact to the customers workload was <5%

IBM Systems 19




GNR Technology: Distribute rebuild workload on many drives

14 physical disks / 3 traditional RAID6 arrays / 2 spares 14 physical disks / 1 declustered RAID6 array / 2 spares
N NG
— -~ — —~

T
||| Decluster
1| data,
~—i—1| parity
{1 spar
- un:§
| | I I time | '] '] | i | i | i | i
Rd Wr Rd - Wr
Rebuild activity confined to Rebuild activity spread
just a few disks — slow rebuild, across many disks, less
disrupts user programs disruption to user programs

IBM Systems 20




GNR Technology: Critical Rebuild vs. Rebuild

= De-clustered RAID: Prioritize Rebuild
— Choose 8+2P or 8+3P
— Failure: One parity left (most common)

time

Rd Wr Rd-Wr
¢ Rebuild slowly with Rebuild activity Rebuild activity
.. . . , : d

minimal impact to client workload confined fo just many disks, loss

rebuild, disrupts disruption to

- NO parlty |Eﬁ (very rare) user programs user programs
* Only fraction of stripes have three failures ~ 1%

* Get back to non-critical (redundant) state in minutes vs.
rebuilding all stripes (hours / days) for conventional
RAID

= Optional 2, 3 or 4 way replication
— Often used for metadata

IBM Systems
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Store everywhere. Run anywhere.
Optimize Cost and Performance

v

Challenge — —
- Data growth is outpacing budget I
» Low-cost archive is another storage silo
* Flash is under utilized because it isn’t shared System pool
« Locally attached disk can’t be used with centralized storage ="
* Migration overhead is preventing storage upgrades —vy

Automated data placement Siver o

« Span entire storage portfolio, including DAS, with a single namespace

* Policy driven data placement & data migration

« Share storage, even low-latency flash

« Automatic failover and seamless file-system recovery

* Lower TCO .
Tape Library

IBM Systems 22




Placement and migration policies (ILM)

= File placement rules enable the automatic placement of new files in a specific storage pool

= File management rules enable the automatic file management during their life cycle, for instance by
moving them from one storage pools to another, copying them to archival storage, changing their
replication status, compressing or deleting them.

= Example: One filesystem (fs1) with two storage pools (system, Archive)

Active Policy  Policy Repository

RULE 'mp3Placement’
SET POOL 'Archive’
WHERE (LOWER(MAME) LIKE '%.mp3')

File System fs1 b

Pool system (19% used)

4.0 GiB
, I RULE ‘thresholdMigration'’
Pool Archive (2% used)
40GiB MIGRATE
FROM POOL ‘system’
Rules -Add Rule THRESHOLD(808,60)
WEIGHT (168868 -
1. Placement mp3Placement DAYS (CURRENT TIMESTAMP) - DAYS(ACCESS_TIME))
2. Migration thresholdMigration TO POOL "Archive®
3. Placement default WHERE USER_ID != 26

https://www.ibm.com/developerworks/community/blogs/storageneers/entry/Using IBM Spectrum Scale Policies for Automated
Information Lifecycle Management?lang=en us

IBM Systems 23



https://www.ibm.com/developerworks/community/blogs/storageneers/entry/Using_IBM_Spectrum_Scale_Policies_for_Automated_Information_Lifecycle_Management?lang=en_us

b) Visualization and near real-time analysis
(online processing)

= Characterization = Spectrum Scale capabilities
— Control experiment and plan next steps — High-performance, scalable file system
— Close to instrument — Can be mounted on hundreds of nodes and
(=outside data center) be accessed like a local filesystem

— Requires immediate access to latest

measured data = Caveats

— Read access impacts data ingest

— Puts burden on media, busses and controller
which are needed for high-speed data ingest

— May trigger Spectrum Scale Token Activity if
directories and files are ingested and
accessed on multiple nodes

— Don’t do polling on directory with many files
like: while true; do 1ls -1t
/incoming | head; sleep 1; done

— Consider to duplicate data stream in Data
Acquisition (e.g., by using ZeroMQ) to avoid
reading from file system



c) Data movement from Burst Buffer to Central Storage

= Characterization = Spectrum Scale capabilities

— Move data from Burst Buffer close to — Approach options:
instrument to Core File system in central = Active File Management
data centers = ‘Homegrown’ based on Policies and

— Typically over Campus 10GbE, Extended Attributes
National Research and Science — Both approach options allow multiple
Network or Internet sites to work on same data and to

— Needs to tolerate network outages recover from network failures

— Sometimes: Provide access on both — AFM provides built-in automation and
sides recovery, but must be used as-is

— ‘Homegrown’ solution has higher initial
implementation effort, but allows more
customization (e.g., process data and
metadata during copying)



Store everywhere. Run anywhere.
Enable Global Collaboration o

Challenge

» Multiple sites working on same data
* Remote access is slower than local
» Consistent metadata & data locking
» Support for mission critical transactional replication
* Manage unreliable, remote sites

O ([ @

Advanced File Management, Routing & Caching
» Global namespace with fast, consistent metadata
 Latency aware
 Multi-writer and multi-reader
» Automatic failover and seamless file-system recovery

IBM Systems 26




Spectrum Scale Advanced File Management (AFM)

Spans geographic distance and unreliable networks
» Caches local ‘copies’ of data distributed to one or more Spectrum Scale clusters
» Low latency ‘local’ read and write performance
» As data is written or modified at one location, all other locations see that same data
« Efficient data transfers over wide area network (WAN)

Speeds data access to collaborators and resources around the world \NPFPP

+ Unifies heterogeneous remote storage A" i’
| 4

Asynchronous DR is a special case of AFM
* Bidirectional awareness for Fail-over & Fail-back with data integrity
» Recovery Point Objectives for volume & application consistency

IBM Systems 27




d) Deep analysis (offline processing)

= This is solved!

= [nfiniBand network between
heavyweight Spectrum Scale
nodes provides best performance

» External data sources and sinks
can still be connected via 10GbE

el
;Ll:lDD

i

Spectrum Scale
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Tape
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e) Data management of Central Storage

= Characterization = Spectrum Scale capabilities
— Provide and operate petascale file — High performance scale-out file system
system with hundreds of millions files — Single name space to simplify access
— Reduce the costs for storing and and data management
accessing huge amounts of files — Storage Pools and ILM for cost-effective

integration of various media types

— Policy Engine and Extended Attributes
to automate workflows
(e.g., find new files and trigger update
in IRODS DB)

— Quiality of Service to meet SLA

— TSM Integration for Backup



Quality of Service

= Spectrum Scale has great performance,
efficiency, etc, etc, but ...

= Before QOS — we had no way to control
performance of competing tasks/jobs:

— Restripe, backup, policy scan/ILM/HSM,
rcopy and other maintenance tasks —
versus

— Real Work: near-real-time decision
support, datacollection and crunching

30

= Spectrum Scale 4.2 introduced QOS for 10
operations in 4Q2015

= Multiple token buckets, one token bucket for
each combination of:
— disk pool,
— QOS class,




Quality of Service

Valid for all filesystem traffic, but need to configure on the cluster that owns the file system

Currently supported classes: ‘maintenance’ and ‘other’
— May be used to prevent maintenance tasks from "dominating® file system performance
— As of this writing, the following commands are treated as long running Spectrum Scale commands:
mmadddisk, mmapplypolicy, mmcheckquota, mmdefragfs, mmdeldisk, mmdelfileset, mmdelsnapshot, mmdf, mmfileid,

mmfsck, mmfsctl/tsreclaim, mmissnapshot, mmrestripefs, mmrpldisk

It is perfectly okay to issue mmchqos at any time. It will affect IO completion rates but it will not “break anything”.
mmchgos <fsname> {enable|disable}

To cap GPFS maintenance to 300 IOPs:
mmchgos <fsname> enable maintenance=300iops,other=unlimited,pool=*

To check quotas

mmcheckquota [-v] [-N {Node[,Node...] | NodeFile | NodeClass}]
[-—gos QosClass] {-a | Device [Device ...]}
mmcheckquota {-u UserQuotaFile | -g GroupQuotaFile | -j FilesetQuotaFile}

[-—gos QosClass] Device
mmcheckquota --backup backupDir Device

31



IBM Spectrum Protect

Backup Of Large Spectrum Scale File Systems

= Massive parallel filesystem
backup processing
= Spectrum Scale mmbackup
creates local shadow of Spectrum
Protect DB and uses policy
engine to identify files for backup
/ N — = Spectrum Protect backup archive
QE QE;‘/ - client is used under the hood to
\/\ / — backup files to Spectrum Protect
Server
Spectrum Scale Spectrum Scale Cluster < restore (GUI or CLI) | | Spectrum Protect » Spectrum Protect restore (CLI or

Server R
mmbackup tool GUI) can be used to restore files
coordinates processing

]

e

(L
L

—1 =

Spectrum Protect
backup archive client
typically installed on

serveral cluster nodes

E | backup (mmbackup) >

=>» Use any backup program to backup file, object and Hadoop data
=>» Use Spectrum Protect to benefit from mmbackup and SOBAR to backup and
restore huge amounts of data

© Copyright IBM Corporation 2015 32



IBM Spectrum Protect

Level of file and file system recovery using IBM Spectrum Protect

Restore Type Restored Content

Full Restore .

Stub Restore .

SOBAR Restore

© Copyright IBM Corporation 2015

directories
file data
file metadata (POSIX/ACL/EA)

directories
file metadata (POSIX)

directories
file metadata (POSIX/ACL/EA)

full data transfer over
network

quick

next backup requires
recall of files

reset of ACL/EA
required

fast
scalable

33



f) Long-term data archiving

= Characterization = Spectrum Scale capabilities
— 10 years and more — Integration with a various products
— Tape and cloud is most cost effective = High Performance Storage System
= Remember: Ingest in cloud is cheap (HPSS)
— Needs to integrate in existing archive = |BM Spectrum Protect (a.k.a. TSM)

solution HSM and Archive

IBM Spectrum Archive (LTFS EE)
Transparent Cloud Tiering
dCache



Transparent Cloud Tiering (a.k.a. MC Store)

Spectrum Scale Storage Pool in the

FILE OBJECT SIS Ul =
‘ APIs ‘ ‘ APIs W FeRl
amazen |S3
‘trum S : -
«_-kvs G

“?I:l

Cloud obiect store as a - Leverage low cost cloud object
J Multi-Cloud Gateway (Transparent stores S3 and Swift capable

storage pool Cloud Tiering) 1H2016 : _

Use for cloud data and offsite S3 and Swift APIs * Off-site copies

copy Cleversafe Object API

Spectrum Scale Object Store

35



Transparent Cloud Tiering — Lightweight Events (LWE)

Light-weight events are policy rules that are evaluated at specific points in time (open,
close, destroy, etc)
— Rules installed in Spectrum Scale via mmchpolicy

If the caller or the file's attributes match the policy rule's WHERE clause then the rule's
ACTION clause is executed
— WHERE clause can also match file's extended attributes
— RULE 'RuleName' EVENT 'OPEN_READ'
ACTION(EXEC('/bin/whatever/command ' || varchar(INODE) || ... )) WHERE
XATTR('system.dmattr') IS NOT 'RESIDENT

Events are synchronous
— Calling thread waits for event completion & can be aborted
— Can mark file as having permanent damage (return E_IO)

LWESs can co-exit with DMAPI

36



Transparent Cloud Tiering — Lightweight Events (LWE)

= Current situation
— Since long time in the product, but not documented
— Since Spectrum Scale 4.2 used, but restricted to Transparent Cloud Tiering
— Open beta with more technical details available at IBM DeveloperWorks
https://www.ibm.com/developerworks/servicemanagement/tc/gpfs/evaluate.html
— IBM would be interested to learn from customers about other potential use cases

IBM Spectrum Scale transparent cloud tiering

The IBM Spectrum Scale transparent cloud tiering is a new hybrid cloud storage capability for
IBM Spectrum Scale. This feature allows cloud storage to be used as a storage tier in the same
manner as other IBM Spectrum Scale storage tiers. This open beta of IBM Spectrum Scale will
support on-premise object storage, including Cleversafe, as well as off-premise cloud object
storage. You are invited to test the beta version of this technology that is planned to be generally
available with an upcoming release of IBM Spectrum Scale. We encourage you to watch the

demonstration video of this capability here.
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Source: https://www.spxxl.org/sites/default/files/GPFES for data taking & analysis
at next generation Light Source Experiments.pdf

Customer Feedback

Experiences from the first period

Storage consumption in size (per Beamline)
> Overall user experience: good! e ;
» 200TB SO R SRR S
= BL scientist more time for experiment, -
sample preparation and user support oot
= No beamtine loss due to lacking space E ol g
= Reconstruction faster and more stable O Al e o e om n ren
= Qver reliance: “Runs with blind trust” oore
b1 hoe PiT
> Overall GPFS and ESS stability: good! ”"§g§= EZZE extemel
[ Good Stabmty and performance o S‘lorage‘consur‘npnonlin number oflfiles(pler Eieial‘rllme:)I
= |nitial MOFED issue on ppc64 £ so10°
= Connect-IB FW issue |
> First detectors of new generation being ™[
. . 2 10710%
installed during current shutdown oo
Jun Jul Aug Sep Oct Nov Dec Jan Feb
= 3x Lambda Modules Date
. p0l o— p05 m— pl0 —
= 1x Eiger 4M Prs om0y extemal
P04 p0S
Stefan Dietrich | GPFS for Data Taking & Analysis at Next Generation Light Source Experiments | 3/14/16 | Page 14/22
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