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Existing SCD Cloud
• 4 Racks of Hardware in pairs of 1 rack of ceph storage, 1 of 

compute

– Each pair has 14 hypervisors and 15 ceph storage nodes

• This give us 892 cores, 3.4TB of RAM and ~750TB of raw 
storage

• Currently OpenNebula 4.14.1 on Scientific Linux 6.7 with 
Ceph Hammer

• All connected by 10Gb/s Ethernet

• A three node MariaDB/Galera cluster for the database

• Additional hardware contributed by ISIS – not yet installed

• Plus another small development cluster



Use Cases

• Self Service VMs on Demand

– For use within the department for development and testing

– Suitable for appropriately architected production workloads 

• “Cloud Bursting” our batch farm

– We want to blur the line between the cloud and batch 
compute resources

• Experiment and Community specific uses 

– Mostly a combination of the first two

– Includes

• ISIS, CLF and others within STFC

• LOFAR



Self-Service VMs

• Exposed to users with an SLA

– Your VMs wont be destroyed but they may not be available

• Provides VMs to the department (~160 users, ~80 
registered and using the cloud) and to select groups 
within the STFC to speed up development and testing. In 
general, machines up and running in about 1 minute

• We have a purpose built web interface for users to use to 
access this.

• VMs created to automatically access the user’s 
Organisation Active Directory credentials or SSH key.



“Cloud Bursting” the Tier 1 Batch Farm

• We have spoken about this before. However this is now 
part of normal operation.

• This ensures our cloud is always used

– LHC VOs can be depended upon 
to provide work

• We have successfully tested both dynamic expansion of 
the batch farm into the cloud using virtual worker nodes 
and launching hypervisors on worker nodes – see multiple 
talks & posters by Andrew Lahiff at CHEP 2015

– http://indico.cern.ch/event/304944/session/15/contribution/576/6

– http://indico.cern.ch/event/304944/session/7/contribution/450

– http://indico.cern.ch/event/304944/session/10/contribution/452

http://indico.cern.ch/event/304944/session/15/contribution/576/6
http://indico.cern.ch/event/304944/session/7/contribution/450
http://indico.cern.ch/event/304944/session/10/contribution/452


Experiments and Communities
• LOFAR

– Ongoing work to get LOFAR’s production pipeline running 
on the SCD Cloud.

– A lot of time has been spent here getting them using Echo

– First run should be happening within the next few weeks

• DAAAS – Data Analysis As A Service

– Lead by ISIS

– Providing User Interfaces to STFC Facilities users.

– VMs used for light computation

– Allows users to access other SCD compute facilities such as 
Echo, JASMIN and the Tier 1 batch farm.



Experiments and Communities

• The SCD Cloud will be underpinning our contribution to a 
number of Horizon 2020 projects.

– West-Life

• They would like to consume our resources via the Federated 
Cloud

– Indigo Data Cloud



Integration with Quattor/Aquilon

• All of our infrastructure is configured using the Quattor 
configuration management system.

• Our Scientific Linux images are built using Quattor. We 
offer both Managed and Unmanaged Images. Unmanaged 
images which do not interact with Quattor have the 
Quattor components removed as the last step in the 
process

• When VMs are deleted a hook triggers to ensure that the 
VM wont receive configuration from Aquilon



Experience of OpenNebula

• OpenNebula has been a great platform for us to begin our 
Cloud efforts on.

– Relatively fast to get up and running

– Easy to maintain

• The Cloud is well utilized

– We have ~200 User VMs at any given time

– There is definitely demand for what we are offering

• It’s monolithic nature means that scaling the service out is 
difficult

• Network Isolation

– Difficult to isolate within the Cloud framework



Cloud Utilization



Why OpenStack?
• Increase in flexibility but at a cost.

– Modular architecture means that components can be 
swapped out 

– Scaling and HA are easier as due to the modularity

• Network Isolation is easier to achieve

– We wouldn’t put Fed Cloud on our main OpenNebula

– It could be an isolated tenant on OpenStack

• Greater opportunities for collaboration within our 
department and the wider community

– There is interest from other teams within SCD in OpenStack

• A number of projects are targeting OpenStack for 
Federated Identity Management



OpenStack Architecture

• Everything Highly Available from the start.

– Every component which can be made to run Active-Active is
– Multiple Active-Active Controller Nodes

• Keystone, Nova, Neutron, Glance, Cinder, Ceilometer, Horizon, Heat, Memcached, 
RabbitMQ, haproxy for DB communication

– Limited HA for Network Nodes (hosted on controller nodes)

• Multiple DHCP agents, failover of Virtual Routers

• Network Isolation baked in from the start.

– We will support flat networks for internal users but external 
users will be given tenant networks



OpenStack Architecture

• Loadbalancers for Openstack Communication

– HAProxy + Keepalived

• MariaDB + Galera as main DB Backend

• Highly Available Queues in RabbitMQ

• Hypervisor services

– Nova, Neutron, Ceilometer

• Ceph as main storage backend

• Mongo DB with Replication



OpenNebula Architecture



OpenStack Architecture



Gap Analysis

• OpenNebula has really nice centrally stored Templates

– I haven’t yet found a way of achieving the same with 
OpenStack

• OpenNebula has central triggers that allow running of 
arbitrary scripts

– Nova hooks should be able to achieve part of what we want 
to achieve

– Alarms on events through Ceilometer and Aodh may be 
able to achieve the rest



Customising Horizon

• We have a purpose built web interface for OpenNebula. 
As we did not believe Sunstone was not a good entry 
point for users. We want the same thing for OpenStack.

• The Web Interface we built was using Python+CherryPy

• Rather than writing from scratch as we did with 
OpenNebula we are customising Horizon.

• This is due to the technology underlying Horizon 
(Python+Django) being so similar to what we had used to 
create our Web Interface.

• So far we have concentrated on skinning Horizon to match 
our style







What’s Next

• Upgrade OpenStack to Mitaka

• Install Aodh and get the triggers we need working

• Look into Distributed Virtual Routers

• Finish customising Horizon to meet our needs

• Allow users to start using OpenStack

• Migrate use cases to OpenStack

• Investigate running OpenStack services in containers.

• Move OpenStack towards being a Production Service


