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Why Shared Memory? 

Faster IPC transport for big data 
(ZeroMQ/nanomsg involves at least one copy) 

Share big chunks (> 1 GB) between 
two or more processes on one node 

without copying 
(ALICE Run 3 time frame: ~10 GB) 
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Approach 

sender: 
 
-  initialize shared memory (open_or_create, name, size). 
 
 

// for each msg: 
-  allocate buffer in shm (size) => local_ptr. 
 
  // ... write buffer here... 
 
-  get handle (int) from local_ptr (to be used by receiver). 
 
-  initialize shm_shared_ptr<ShmContainer(handle+size)> => 

handleStr. 
 
-  send handleStr to receiver(s). // over ZeroMQ ipc 
 
-  wait for acknowledgements from all receivers 

(asynchronous). // over ZeroMQ ipc 
 
-  after acknowledgement: destroy shm_shared_ptr. 
 
 

// destructor: 
-  remove shared memory. 

(read-only receivers) 
receiver(s): 

 
- initialize shared memory (open, name). 
 
 

// for each msg: 
-  receive handleStr from sender // over ZeroMQ ipc 

-  find shm_shared_ptr<ShmContainer(handle+size)> with 
handleStr. 

 
-  send acknowledgement to sender. // over ZeroMQ ipc 

-  get handle, get size. 

-  get local_ptr from handle. 

  // ... read buffer here ... 

-  destroy shm_shared_ptr (deallocates the ShmContainer 
(and the data) if ref count is 0). 

using: Boost.Interprocess library for shmem and shm_shared_ptr management. ZeroMQ for handle/ack transfer. 
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sender: receiver(s): 



Prototype measurements 

osx,	
AppleClang	7.3.0,	
MBP	Mid	2015	
2,5	GHz	i7	

	

chunk	size,	
MB	

FairMQ	(ZeroMQ)	IPC	
GB/s	

FairMQ	(ZeroMQ)	TCP	
GB/s	

shm	approach	
GB/s	

1	 0.95	 5.5	 17.6	

10	 0.91	 5.2	 21.4	

25	 0.85	 4.3	 20.1	

50	 0.85	 3.7	 19.2	

100	 0.85	 3.2	 16.2	

200	 0.95	 2.1	 14.9	

throughput, 1 sender and 1 receiver 

possible reasons for throughput decrease with rising size: 
message allocation, kernel copy (TCP), cache misses. 

IPC: breaking up into more chunks (pipe buffer limit) (OSX: smaller pipe buffer limit?).  

ubuntu	15.10	
(4.4.0-22),	

gcc	5.3.1,	
GSI	desktop,	

E5-1607	v3	@	3.10	
GHz	

chunk	size	
MB	

FairMQ	(ZeroMQ)	IPC	
GB/s	

FairMQ	(ZeroMQ)	TCP	
GB/s	

shm	approach	
GB/s	

1	 7.8	 7.6	 17.2	

10	 6.4	 6.0	 13.3	

25	 6.1	 6.2	 13.3	

50	 4.3	 4.4	 13.6	

100	 4.7	 4.5	 13.8	

200	 4.6	 4.5	 13.8	

4 https://github.com/FairRootGroup/FairRoot/tree/dev/examples/MQ/SharedMemory 

bottleneck: memset (writing data) 

Try it yourself:  ./build/bin/startShmExample.sh <msg size>    (part of FairRoot) ./build/bin/startShmExample.sh <chunk size> 



Prototype measurements 

CPU usage, 
1 sender and 1 receiver, 

1 GB/s rate limit, 
1 MB chunk size 

ubuntu	15.10	
(4.4.0-22),	

gcc	5.3.1,	
GSI	desktop,	

E5-1607	v3	@	3.10	
GHz	

FairMQ	(ZeroMQ)	IPC	
average	%	

FairMQ	(ZeroMQ)	TCP	
average	%	

shm	approach	
average	%	

sender	 ~23%	 ~24%	 ~20%	

receiver	 ~27%	 ~28%	 ~7%	
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bottleneck: memset 
(writing data) 



Integration 

1. Under the FairMQ transport interface? 
 
Message passing concept of FairMQ assumes each peer has its own copy of the 
data -> no strong dependencies between devices. Simple configuration change 
technically works, but the shared memory concept is different (for write access). 
 
How to connect to 0MQ/nanomsg devices? (-> transport per channel or a proxy device?) 
 
Local node only. 
 
Limit to certain pattern? (push/pull (internally whatever is needed)). 
  

3. just an example? 
 
leave it to users to implement from example. 

2. special APIs to handle shmem in an easy way? 
 
e.g.: CreateSharedMessage(), SendShared(), ReceiveShared(). 
Hide away the container, handles, shared pointers, etc... 
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