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Data acquisition
• 100 million channels

• 40 million pictures a second

• Synchronise signals from all detector parts

• Store data on detector in memory pipelines
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Pick the interesting events
• 40 million per second

• Fast, simple information

• Hardware trigger in 
a few micro seconds

• 100 thousand per second
• Fast algorithms in local

computer farm 

• Software trigger in <1 second

• Few 100 per second
• Recorded for study
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Pick the interesting events: Data size
• 40 million per second

• Fast, simple information

• Hardware trigger in 
a few micro seconds

• 100 thousand per second
• Fast algorithms in 

computers 

• Software trigger

• Few 100 per second
• Recorded for study
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~1 Petabyte per 
second?
• Cannot afford to store it

• 1 year’s worth of LHC 
data at 1 PB/s would 
cost few hundred trillion
dollars/euros

• Have to filter in real time 
to keep only “interesting” 
data

• We keep 1 event in a 
million 
• Yes, 99.9999% is thrown 

away

~1 Gigabyte per 
second
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LHC Data processing
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LHCb ~50 MB/sec

2015: ~700 MB/sec
ATLAS ~320 MB/sec

2015: ~1 GB/sec

CMS ~220 MB/sec

2015: ~600 MB/sec

ALICE 1.25 GB/sec 

(ions)

2015: ~4GB/sec

• The experiments send to the 

CERN data centre over 25 

petabytes per year, the 

equivalent of more than 5 

kilometers of DVDs stacked on 

top of each other

• 49 petabytes in 2016!

• The LHC data are aggregated in 

the CERN data centre
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LHC data processing: storage, 

reconstruction, distribution
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CERN Data Centre

• Built in the 70s on the CERN site (Meyrin-Geneva), 3.5 MW for 
equipment

• Extension located at Wigner (Budapest), 2.7 MW for equipment

• Connected to the Geneva CC with 3x100Gb links (21 and 24 ms RTT)

• Hardware generally based on commodity

• 15,000 servers, providing 190,000 processor cores

• 80,000 disk drives providing 250,000 TB disk space

• 104 tape drives, providing 138,000 TB
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CERN Data Centre: upgrade after 

Run 1 and Run 2

• CERN private cloud, using OpenStack
• To provide computing infrastructure powering most of 

grid services

• Open source (90 contributions)

• Storage:
• Disk storage (EOS, open source) scaling to 100s PB 

disk in a distributed environment

• Tape: migration to higher density cartridges

• Experiments optimized their computing models
• And performance and efficiency of core software

• This led to only double computing/storage required for 
run 2 (initial estimation of 10 times!) 

• Use of volunteer computing (e.g. for Atlas equivalent to 
a site)
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LHC Data Distribution: WLCG

Worldwide LHC Computing Grid
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• The Worldwide LHC 
Computing Grid (WLCG) is a 
global collaboration of more 
than 170 data centres around 
the world, in 42 countries 

• The CERN data centre (Tier-0) 
distributes the LHC data 
worldwide to the other WLCG 
sites (Tier-1 and Tier-2)

• WLCG provides global 
computing resources to store, 
distribute and analyse the LHC 
data

• The resources are distributed 
– for funding and sociological 
reasons

Tier-0 (CERN):

• Initial data reconstruction

• Data distribution

• Data recording & archiving

Tier-1 (13 centres):

• Permanent storage

• Re-processing

• Analysis

Tier-2  (~140 centres):

• Simulation

• End-user analysis



LHC data distribution – WLCG
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Video bit: LHC data distribution 

http://information-technology.web.cern.ch/


WLCG: World wide infrastructure
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Facts about WLCG:

• A community of 10,000 physicists are 
the WLCG users

• On average around 250,000 jobs 
running concurrently 

• 600,000 processing cores

• 15% of the WLCG computing 
resources are at CERN’s data centre

• 500 petabytes storage available 
worldwide

• 20-40 Gbit/s optical-fiber links 
connect CERN to each of the 13 Tier-
1 institutes
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LHC: Big data
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Some of the world’s largest and 

most interesting data sets (ref 

2013)

LHC data in run 2 50 PB per year

• 1 Pb = 1000 millions of 

Gygabytes

• 1 Gigabyte: A pickup truck filled 

with paper OR A symphony in 

high-fidelity sound OR A movie 

at TV quality
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Full exploitation of LHC is top priority in Europe & US for high energy physics

Operate HL-LHC with 5 (nominal) to 7.5 (ultimate) x1034cm-2s-1 to collect 

3000/fb in order ten years.

Run 2 at 

~full design 

energy

Run 3 

original 

design lumi

HL-LHC: 

ten times 

design lumi

Run 1 Phase I 

upgrades 

(injectors)

Phase II 

upgrades 

(final focus)

Magnet 

splice 

update
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Data: Outlook for HL-LHC

Estimating 400 

Pb/year for 2023
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CPU: Online + Offline
Very rough 

estimate of new 

CPU 

requirements for 

online and offline 

processing per 

year of data 

taking, using a 

simple 

extrapolation of 

Run 1 

performance 

scaled by the 

number of events.

50x today’s levels

10x over what 

technology will 

provide 
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What’s next in computing
• Of course larger amounts of data, largest computing resources needed, faster, 

cheaper
• For the LHC upgrades

• For the next generation accelerators and detectors

• Improve software performance
• HEP (High Energy Physics) Software Foundation, HSF

• Perhaps one of the biggest challenges is data preservation
• “We are nonchalantly throwing all of our data into what could become an information 

black hole without realising it.” Vint Cerf, vice president of Google and an early internet pioneer, February 2015

• How to ensure that all the data collected and published is still readable by the next 
generations … and how to make sense out of it

• CERN is leading a global effort for HEP, that others will inevitably face soon or later
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Could the Web or the Grid have originated elsewhere?

• Perhaps, but it remains that often we are faced to challenges 5-
10 years before others
• Pushed by the physics needs:

• Need for collaboration tools for Global Science led to adopt the Web

• Need for collaboration of computing resources for the Global LHC led to 
adopt Grid Computing

• Need for sharing the results had led CERN to pave to way to open access 
to documents and now data

• All this has been openly released (for free) for the benefits of 
others as well
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LHC@Home
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• LHC@home consolidated

 A single BOINC project with multiple applications
o Accelerator physics simulations (Sixtrack) as native BOINC app

o Simulations from ATLAS, CMS, LHCb and Theory running under CernVM and VirtualBox

 You can contribute by running BOINC on your computer outside working hours
o Install the BOINC client with CMF, yum or by following the instructions on the LHC@home web site

o http://lhcathome.web.cern.ch/

o The BOINC client can be configured to run 17:30-8:30 or when your computer is idle
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Running tasks on LHC@home since April. Sixtrack peak during the BOINC Pentathlon 12-19
th

of May.  
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¡Gracias por su atención!
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