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LHCb UPGRADE
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● Precision of many physics measurements at LHCb will be 

statistically limited at the end of Run II

● Upgrade to cope with 5× more luminosity (L = 2×10

33

 

cm

−2

s

−1

)

○ 1 MHz is a bottleneck -> need fully software trigger

○ Replace tracking sub-detectors and all front-ends

○ Triggerless read-out



UPGRADE TRIGGER CHALLENGES
Need to process 30 times higher event 

rate on a similarly sized farm

● Number of transistors go up but harder to use

● Memory/core is not getting cheaper or faster

● => multithreading and vectorization!

Output bandwidth does not scale, too

● Get as close as possible to the final selections 

in the trigger, and discard what is not needed

● More elaborate/numerous selections put strain

● => minimize framework overheads!
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SOFTWARE TRIGGER LAYOUT
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HLT1: reduce to O(1 MHz), synchronously with LHC

● Today: O(50) decisions, O(10) algorithms  each

HLT2: reduce to O(100 kHz), runs asynchronously

● Today: O(500) decisions, O(100) algorithms each
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SOFTWARE TRIGGER LAYOUT
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Track finding

PV

Track fit

Muon

Pre-fit sel

HLT1: reduce to O(1 MHz), synchronously with LHC

● Today: O(50) decisions, O(10) algorithms  each

HLT2: reduce to O(100 kHz), runs asynchronously

● Today: O(500) decisions, O(100) algorithms each

Each individual decision is based on different criteria, 

with (some) overlaps — but “logically independent” and 

“logically self-contained”.

All decision chains (or “lines”) processed until “abort” 

or “accept”.



RUN II FRAMEWORK SHORTCOMINGS
● Implicit data dependencies

○ you have to know algorithm X needs data D (framework doesn’t)

○ access to data often hidden in “tools”, which can even cache event data

● Data is often mutated

○ more constraints on what runs when

● Full control flow “by hand” using nested sequences

○ explicitly run producers prior to a consumer

○ unnecessarily fixing the full ordering

5See S. Ponce, The core software framework for the LHCb Upgrade, Track 5

https://indico.cern.ch/event/587955/contributions/2938036/


● Explicit data dependency declarations

● Immutable event store objects

○ easier to reason about and debug

○ avoid copies with composition

● Stateless algorithms and tools

○ at least no event dependent state

○ algorithms are “pure functions” with configurable parameters

● Explicit control-flow graph

○ schedule minimal set of control flow participants

○ pull data dependencies as needed (no “speculative” execution)

FRAMEWORK IN RUN III

6See S. Ponce, The core software framework for the LHCb Upgrade, Track 5

https://indico.cern.ch/event/587955/contributions/2938036/


Pass global event cut?

TRIGGER LINE ANATOMY
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SCHEDULER REQUIREMENTS
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What is needed?

○ Automatically determine data dependencies

○ Define and express only the control flow we need

○ Have an algorithm (scheduler) that executes the right subset of algorithms in 

the right order for every event

○ Queryable – store a record of why an event was triggered

Existing scheduler in Gaudi?

○ Yes, but not made for sub-millisecond algorithms. 30 MHz is a lot!

Main design choice: no intra-event concurrency

○ i.e. an event is always processed en bloc in a single task on a single thread



10’000 FOOT VIEW OF THE TRIGGER
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this is a “control flow node”, with two 

children and some execution logic

10’000 FOOT VIEW OF THE TRIGGER
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Line_1

Basic nodes (predicate 

algorithms) access data 

and influence composite 

nodes, which may 

define execution order.

Line_1 = lazy_and(Prescale_1, GEC, Filter_1)

Line_2 = lazy_and(Prescale_2, GEC, Filter_2)

Decision = non_lazy_or(Line_1, Line_2)

Trigger = if_then(Decision, Writer)
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Both control and data dependencies define execution order, but 

still not fully. 

 

CONTROL FLOW FIRST, DATA FLOW SECOND
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Both control and data dependencies define execution order, but 

still not fully. 

 

Linearize control flow basic nodes (once at initialize).

We only satisfy data dependencies when we need to.

CONTROL FLOW FIRST, DATA FLOW SECOND

11

A.  

B.  

C.

P
1

P
2

D G

P
1

P
2

D G

P
1

P
2

D G

P
1

G F
1

P
2

G F
2

D



Line_1

● Go through linearized basic CF nodes – O(n)

● Execute node if requested by any parent node (recursively) – up to O(nparents)

○ execute (not yet executed producers of data dependencies) – up to O(nproducers)

● Notify parent nodes about its execution and outcome (recursively) – up to O(nparents)
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RUNTIME COMPLEXITY
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BATCH COMMON WORK
● Classic example: track fit

○ different trigger lines select different tracks to be 

fitted, e.g. low p

T

 & high IP vs. high p

T

 & prompt

● Run II

○ lines implemented as sequences: implicitly serial!

○ tracks fitted one at a time

○ cache result to avoid duplication of work
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BATCH COMMON WORK
● Classic example: track fit

○ different trigger lines select different tracks to be 

fitted, e.g. low p

T

 & high IP vs. high p

T

 & prompt

● Run II

○ lines implemented as sequences: implicitly serial!

○ tracks fitted one at a time

○ cache result to avoid duplication of work

● Run III

○ “wait” for all trigger lines to arrive: a barrier

○ fit all tracks in one go: optimal vectorization!

○ no coupling of lines: bookkeeping needed
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STATIC INTRA-EVENT SCHEDULING
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● Scheduling of events is pure FIFO

○ schedule one event per thread and trigger the next when one finishes

● Within each event

○ static execution ordering determined at initialization time

○ at run time only update state of CF nodes and decide what to execute

○ worst case time complexity: O(nbasicnodes × (nparents + nproducers))

● Fast and flexible scheduling for 30 MHz event rate

○ similar complexity to the present scheduling “by hand” with sequences

○ support for batching of work by “breaking” decision chains

○ many features not needed: no dynamic rearrangement, no IO bound algos, ...



STATIC INTRA-EVENT SCHEDULING
First implementation on the way, looks promising! Already 

bottlenecked by other framework code.
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SUMMARY
The LHCb Upgrade trigger will process at 30 MHz event rate.

Already challenging to fit reconstruction ⇒ framework 

overheads have to be minimized.

Static-order intra-event scheduling has minimum complexity 

while extending flexibility.

16





HLT1 RECONSTRUCTION PERFORMANCE
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LHCB-TDR-017

https://cds.cern.ch/record/2310827


EXPRESSING SELECTIONS
● Don’t write a new algorithm for every possible combination 

of cuts PT>x && FakeProb<z && IP>y…

● Instead: composable functors that are interpreted / compiled

○ A layer of python and cppyy bindings makes configuration easy

○ Predicate functors are bound to algorithms that do filter particles, combine 

them in composites, filter on decisions from previous stage, etc.

2828



BARRIERS IN THE CONTROL FLOW

Producers of optional data dependencies have to appear 

explicitly in the control flow.
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GAUDI AVALANCHE SCHEDULER
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Optimized for “slow” workflow scenarios 

(O(1s) / event with O(100) algorithms).

Supports intra-event concurrency, I/O 

bound tasks, synchronization-aware 

tasks, offloading of computations, etc.

CERN-THESIS-2016-028

http://inspirehep.net/record/1503877

