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Earth Observation & Social Sensing 
Big Data Pilot Project - Background

• Wide usage of Earth Observation (EO) 
data at JRC

• The EU Copernicus Programme with the 
Sentinel fleet of satellites acts as a game 
changer:

• expected 10TB/day of free and open data 

• Requires new approaches for data management 
and processing

• JRC Pilot project launched in 2015
Major goal: set up a central infrastructure: 

⇒ JRC Earth Observation Data Processing Platform 
(JEODPP)



JRC Earth Observation Data 
Processing Platform (JEODPP)

• Main focus on satellite image data

• Support for existing processing workflows and 
environments (C/C++, Python, Matlab, Java)

• Development of processing API for EO data 

• in Python, based on C/C++ modules

• used for

Low-level batch processing

High-level interactive processing 



Components of the JEODPP
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“Legacy” systems included in new 
infrastructure

• NetApp storage of ~300TB, accessed via 
NFSv4/CIFS;
Used in future for 

• User data (home directories, etc.)

• Data with higher requirements for data security

• Data transfer to EOS

• Authentication with Kerberos, Samba for CIFS

• User administration in LDAP



EOS set-up at JRC 

• Installation and configuration at JRC with strong 
support from CERN storage team

• Current set-up:

• 1.4 PB gross capacity

• 10 FST nodes, each with one JBOD of 24x6 TB disks

• Using replica 2

• Further extension planned 

• 2017: extend to ~6 PB gross



Batch processing with 
workload manager

• Running large-scale data processing tasks 
in a cluster environment

• Processing cluster of commodity hardware

• Currently 500 CPU cores, 8 TB RAM

• Extended in 2017 to 1000+ cores

• 10 Gb/s connectivity, dedicated switches

• HTCondor workload manager

• Using Docker containers for executing jobs
=> flexible management of processing environments



Low-level benchmarks
Reading with 4 processes per node

Total: 27 GB 
in 1700 files
sizes: 100kB – 1GB



Low-level benchmarks
Writing with 4 processes per node

Total: 27 GB 
in 1700 files 
sizes:100kB – 1GB



Low-level benchmarks

• Data integrity through md5 checksum jobs submitted through 
HTCondor scheduler within Docker universe 

• Total data read with 440 jobs 4.2 TB 

• Setup of 10 FST and 22 processing nodes

• Total aggregated data read speed 4.5 GB/s 



EO Data processing background

• Earth Observation data with very heterogeneous 
parameters

• Typical data sizes: 10 MB to 5 GB per dataset

• Auxiliary data, e.g. metadata, with many small files 

• Wide range of processing environments

• C/C++ processing API with Python bindings

• Matlab (and Java) legacy workflows

• “black box” tools provided by 3rd parties 

• Performance depending largely on efficiency of 

• libraries & tools 

• data formats



EO Data processing in JEODPP
Global human settlement classification

• Download of 5,026 Sentinel-1 products (radar 
images), global coverage, 8 TB uncompressed 

• Pre-processing of these 5,026 products: 19 TB 

• Intermediate results 1.6 TB

• Final layer 80 GB

• Running 300-400 jobs

• Total processing time: 24 h 

• Maximum throughput achieved: ~1 GB/s 



EO Data processing in JEODPP
Search for Unidentified Marine Objects

• Download of 11,451 Sentinel-1 
products covering 
Mediterranean sea 
18 TB uncompressed

• Processing of those 11,451 products: 
feature extraction 
resulting in a volume of 7.5 GB 

• 480 concurrent jobs

• Total processing time: 1:30 h 



EOS – strong points

• Very flexible hardware and system set-up;
easy to extend with new hardware

• Good performance in batch processing in a cluster 
environment

• Support for Kerberos authentication and ACL’s

• Fast search through file system, especially when 
using EOS tools

• Very good support from the CERN EOS team



EOS – some problems experienced 
for JRC EOS instance

• Stability during first 6 months

• Mainly related to FUSE client, partially XRootD library

Most problems resolved, a few remaining

Sometimes difficult for CERN team to reproduce our errors

• A few problems with MGM’s: difficult for us to assess 
potential impact (data loss, data consistency, etc.)

• But no data loss experienced so far

• Careless scripting by users can cause problems 
(e.g. flooding MGM with requests, crashes of FUSE 
client)



Thank you for your attention

Zoom on Sentinel 2A tile 33UWP maximum distance to cloud composition with 
data from 26/04/16 to 16/05/2016


