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• Scope
o Consider future systems, tools and approaches 
that enable the analysis of processed detector 
data (from trigger and event reconstruction 
algorithms) to create and interpret estimates of 
specific observables of physics interest

• Cuts across many other WG areas
o ML, Data & Software Preservation, DOMA, …

• Real-time/trigger analysis in Software 
Trigger & Event Reconstruction WG

See talk by Rosen Matev (LHCb) in this session
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• Key metric
o Reduce “Time-to-Insight ”

o Said differently, we want to realize the 
maximum scientific potential of the data in the 
least time, working within the constraints on 
available computing and human resources

o Works best when we lower 
the barrier to collaboration
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Process
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• WG intellectual products informed by 
a series of workshop held last year
o 23-27 Jan 2017 - HSF CWP kick-off workshop
(SDSC/UCSD)
o 8-12 May 2017 - DS@HEP2017 (Fermilab)
o 22-24 May 2017 - HEP Analysis Ecosystem 
Workshop (Amsterdam)
o 26-30 Jun 2017 - HEP Software Foundation 
Workshop (LAPP, Annecy)
o 21-25 Aug 2017 - ACAT2017 (U. Washington)

http://indico.cern.ch/event/570249/
https://indico.fnal.gov/conferenceDisplay.py?confId=13497
http://indico.cern.ch/event/613842/
https://indico.cern.ch/event/613093/
https://indico.cern.ch/event/567550/
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WG Paper
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• Participation
o Dozens of people from different HEP efforts 
contributed to key ideas and plans through the 
workshop discussions and writing exercises

• CWP Roadmap Document
o WG Summary included in a chapter (Sec 3.4)

• WG Report for arXiv produced
o Editors: O. Gutsche, M. Neubauer
o 28 Current Authors (opt-in procedure)
o Annoying technical difficulty with arXiv
submission but otherwise compete

https://arxiv.org/abs/1712.06982
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• Aside from 
an annoying 
technical 
(compilation) 
issue with
the arXiv
submission, 
the WG 
paper is 
compete
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• See also the “Data 
Analysis Systems” 
section (7.2) of the 
NSF S2I2 HEP 
Conceptualization 
Strategic Plan

https://arxiv.org/abs/1712.06592
https://arxiv.org/abs/1712.06592
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• ROOT-centric analysis ecosystem
o Has empowered us with an integrated, 
validated toolkit to facilitate our highly 
collaborative and impactful science
o Provides us control to generate improvements 
and additions, and to propagate them rapidly
o ROOT I/O system is robust and optimized for 
HEP (improvements still possible), foreseen as 
continuing as the persistent data format (at 
least upstream from future analysis pipelines)
o As a domain-specific solution, sustaining a 
high-level of support/development challenging
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Diversification of the Analysis Ecosystem
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• The broader landscape…
o Open source software (both academic and 
industrial) for data analysis is rapidly evolving
o Surpasses HEP in terms of development and 
effort and community size
o Highly-integrated with modern approaches to 
machine learning and data analytics

• Compels a community 
re-evaluation of our 
strategy for data analysis
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Diversification of the Analysis Ecosystem
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• Approaches to analysis software & tools
o Ascendency of Python

Ø Should be treated as 1st-class citizen in our ecosystem
oModularity, portability, reusability, sustainability

Ø Containers and orchestration systems hold great promise

o Develop metrics and develop with metrics in mind
Ø Event throughput, access latency, modularity, resuabilty

o Leverage open source development tools
Ø Provide natural vehicles for transparency of contributions
Ø Revision control systems (e.g. Git*, already happening)
Ø Continuous integration tools to automate analysis pipeline
Ø Notebook-like systems for collaborative work

See talk by Pere Mateo Vila in this session
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Diversification of the Analysis Ecosystem
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• Approaches to analysis software & tools (cont)
o Leverage analysis tools from Data Science

Ø Data analytics and visualization, especially true for ML
o Leverage data infrastructure from Data Science

Ø File format standards from DS to unlock use of their tools
q E.g. See Uproot as a convenient means to ferry data from ROOT and these

Ø Investigate faster/better (de)compression algorithms
o Improved Non-Event Data Handling

Ø cross-sections, scale factors, efficiencies and fake rate 
tables, BDTs or neural networks 

o Functional, Declarative Programming approach
Ø Define what you want to do with data and then tell 

systems about it. Don’t tell them how to do things
Ø Allow systems to optimize for access patterns, concurrency
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Toward “Smart” Data Analysis Systems
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• Current (~typical) approach to analysis
o Sequential Ntuple Reduction

Ø Most common approach is to start from ROOT-based 
analysis object data (usually centrally-produced) and 
execute a campaign of data reduction and refinement

Ø This process ultimately produces data frames (flat ntuples) 
and histograms used to make plots and tables from which 
physics inference is made. Provenance tracking uncommon

Ø An often stated aim of these steps is to arrive at data that 
can fit on their local computing infrastructure (e.g. laptop)
q Presumably, users do this to provide low-latency, high-rate event 

throughput (e.g. via SSDs on a laptop running ROOT) to a 
manageable amount of data, without worries uncertainties 
surrounding resource contention

q In the final stages of analysis, users like to live “off-the-grid”
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• Current (~typical) approach to analysis
o Sequential Ntuple Reduction (cont)

Ø The convenience of users arriving at “laptop-scale” data to 
work with as a common practice comes at a price
q Storage needs to be provisioned (at least temporarily) for intermediate data 

that sequential data reduction/refinement leaves in its wake
q The duty cycle for accessing these intermediate data products is very low, 

leading to lots of “can we delete physics group or user X’s versions Y-Z of 
these ntuples?” calls

q The data products downstream from the analysis object source are often 
nearly redundant in content with those from other analyses (waste of disk)

q Millennia of student and postdoc labor is wasted creating, optimizing and 
maintaining these ntuple production trains to facilitate an analysis (for 
themselves or often as a service to a group). Time lost to physics innovation

q Smaller groups may not have the computing or human resources to 
efficiently carry this out (regressive in the spirit of Analysis Democratization)
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• Current analysis workflows were designed to 

run in tandem on systems (e.g. Tier-2s) 

optimized for simulation and reconstruction

• We envision R&D into dedicated “smart” 

facilities the are optimized for data analysis

o Future analysis systems should empower physicists 

to access the data with a high level of throughput 

capability, interactivity, reproducibility and portability 

o To allow for elastic expansion of analysis workflows 

onto other resources, the user code should not be 

required to be specialized to use these facilities, but 

can take advantage of certain specific capabilities
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• Elements of future “smart” analysis systems 
should include:
o Ability to query analysis objects to generate analysis products 

(pointers to histograms, ntuples, displays, event-indices, etc)
o Logical data skims, working with event indices as I/O
o Ability to checkpoint at stages in the analysis flow and make 

persistent versions (local files) at any stage
o High degree of data interactivity. Connections to DOMA WG
o High degree of portability. Connections to Preservation WG

Ø Analyses can be shared and run with notebook-like containers
o Provenance tracking, including non-event metadata, and 

visualization of analysis workflows
o “Smart” storage, where knowledge of the access patterns 

resides within the facility
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Toward “Smart” Data Analysis Systems

WLCG/HSF Workshop @ Napoli 16

• One vision developed in the WG is a Query-
based analysis system

•Also, Spark-like systems were considered
See talk by Jim Pivarski on these in this session
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Connecting to Modern Cyberinfrastructure
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• Heterogeneous systems the norm
o Facilitating easy access and efficient use of modern  
cyberinfrastructure for analysis will be very important 
during the HL-LHC due to the anticipated proliferation 
of such platforms and an increased demand for 
analysis resources to achieve the physics goals. 
Ø Scalable platforms, campus clusters, clouds, and HPC 

systems
Ø Architectures such as GPUs, FPGAs and specialized 

systems with TPUs, memory-intensive elements and web-
services

o We should develop ways to instantiate resources for 
analysis from shared infrastructure as demand arises 
+ share them elastically to support easy, efficient use

See talk by Viktor Khristenko in this session
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Data and Analysis (Re)Interpretation
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• One specific piece of infrastructure that is currently 
missing is an analysis database able to represent the 
many-to-many mapping between 
o publications
o logical labels for the event selection defining signal and 

control regions
o data products associated to the application of those event 

selections to specific datasets
o theoretical models associated to simulated datasets
o multiple implementations of those analyses from the 

experiments and theoretical community created for the 
purpose of analysis interpretation, and the results of those 
interpretations

• This type of activity lends itself to the Science Gateway 
concept à Interpretation Gateway as an R&D project
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Summary
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• The Data Analysis and Interpretation WG 
generated a number of new ideas for HEP 
analysis and a R&D roadmap in the WG paper

• The analysis pipeline is where much of the 
physicist time-to-insight is consumed; it is fertile 
ground for optimization

• This is an area with strong potential for 
collaborating on R&D project day one between 
experiments and non-HEP domains
o Our links to the Data Science community should be 
strengthen to benefit our science

• Looking forward to productive discussions!


