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The (very) basics

• Hadronically decaying top quarks


• Contained in one (large-R) jet


• How to distinguish  
from light quark/gluon jets?
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Figure 1: Distance between reconstructed jet and closest generated top quark (left). Jet recon-
struction efficiency (right) as function of the generated top quark pT. The efficiency is defined as
the fraction of top quarks for which a reconstructed jet with pT > 200 GeV can be found within
DR < 1.2 (DR < 0.6) for CA15 (AK8) jets. Superimposed is the fraction of merged top quarks
as function of pT for the two thresholds used: 0.8 (0.6) at low (high) boost. All distributions are
made using hadronically decaying top quarks with pT > 200 GeV.

object close to the reconstructed jet. The truth-level matching is done using top quarks before
the decay, in the case of signal jets, and partons (u, d, s, c, b and gluon) from the hard scattering,
in the case of background jets.

Matching particles to the generator-level is performed by selecting the closest reconstructed jet
in DR to a truth-level parton or top quark. The maximum distance depends on the jet size and
corresponds to DR < 1.2 (DR < 0.6) for R = 1.5 (R = 0.8) jets. These values approximately
correspond to the minima of the DR distribution between jets and truth-level top quarks, as
shown in Fig. 1 (left).

The jet cone sizes are at typical values used in top quark reconstruction [24]. Fig. 1 (right) shows
the efficiency with which a reconstructed jet with pT > 200 GeV is found within DR < 1.2
(DR < 0.6), for CA15 (AK8) jets, with respect to a hadronically decaying top quark as function
of the quark pT. The efficiency reaches a plateau close to 100% at about 280 GeV (380 GeV) for
jets with R = 1.5 (R = 0.8). In fact, at low pT the larger cone size allows for the collection of all
decay products from the top quark. In contrast, at high pT the top jet is more collimated and
the smaller cone size reduces the amount of additional radiation clustered into the jet.

To evaluate the properties of top-tagging methods in an unbiased way over a large phase space,
taggers are studied in exclusive regions of pT, defined by the transverse momentum of the
matched truth-level parton (top quark, light quark, or gluon). Then, a weight is assigned to
each truth-level object such that the resulting distributions in pT- and h-space are approxi-
mately flat. As the distribution of top-jet candidates becomes more central with higher pT val-
ues, we tighten different selection criteria on |h| as the pT increases. Finally, to avoid the study
of incompletely merged top quarks (i.e. top quarks for which not all decay products are con-
tained in a jet), we restrict our selection to top quarks where the two quarks from the W boson
decay and the b quark have a maximum distance from the top quark direction (max(DR(t, q)))

CMS PAS JME-15-002



Overview

• QCD Inspired Jet Substructure Variables


• Top Tagging Algorithms


• Machine Learning Approaches



Jet Substructure Variables



Jet Grooming

• Remove


• soft radiation


• underlying event


• pile up


• from jet to access top mass
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Figure 2. Single-jet invariant mass distribution for Cambridge–Aachen (C/A) R = 1.2 jets in
simulated events containing highly boosted hadronically decaying Z bosons before and after the
application of a grooming procedure referred to as mass-drop filtering. The technical details of this
figure are explained in section 1.2. The normalization of the groomed distribution includes the
e�ciency of mass-drop filtering with respect to the ungroomed large-R jets for comparison. The
local cluster weighting (LCW) calibration scheme is described in section 3.3.1.

surrounded by soft radiation from the parton shower, hadronization, and underlying event

(UE) remnants [10–12]. Jets containing the decay products of single massive particles, on

the other hand, can be distinguished by hard, wide-angle components representative of

the individual decay products that result in a large reconstructed jet mass mass, as well

as typical kinematic relationships among the hard components of the jet [1, 2, 4, 13–18].

Grooming algorithms are designed to retain the characteristic substructure within such a

jet while reducing the impact of the fluctuations of the parton shower and the UE, thereby

improving the mass resolution and mitigating the influence of pile-up. These features have

only recently begun to be studied experimentally [19–25] and have been exploited heavily

in recent studies of the phenomenological implications of such tools in searches for new

physics [4, 26–36]. A groomed jet can also be a powerful tool to discriminate between

the often dominant multi-jet background and the heavy-particle decay, which increases

signal sensitivity. Figure 2 demonstrates this by comparing the invariant mass distribution

of single jets in events containing highly boosted hadronically decaying Z bosons before

and after the application of a grooming procedure referred to as mass-drop filtering. In

this simulated Z ! qq̄ sample described in section 2.2, pile-up events are also included.

Prior to the application of this procedure, no distinct features are present in the jet mass

distribution, whereas afterwards, a clear mass peak that corresponds to the Z boson is

evident.
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e�ciency of mass-drop filtering with respect to the ungroomed large-R jets for comparison. The
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Trimming

• Recluster constituents with R=0.2


• Remove subjets with less than 5% of jet pT


• ATLAS Default

Jet Trimming 
D Krohn, J Thaler, LT Wang


JHEP 1002 084

 

In-situ measurements of large-radius jet 
reconstruction performance 

ATLAS-CONF-2017-063

in clusters of calorimeter cells, as opposed to additional energy being added to already

existing clusters produced by particles originating from the hard scattering process, this

allows a relatively simple jet energy o↵set correction for smaller radius jets (R = 0.4, 0.6)

as a function of the number of primary reconstructed vertices [48].

Figure 4. Diagram depicting the jet trimming procedure.

The trimming procedure uses a k
t

algorithm to create subjets of size R
sub

from the

constituents of a jet. Any subjets with p
Ti

/pjet
T

< f
cut

are removed, where p
Ti

is the

transverse momentum of the ith subjet, and f
cut

is a parameter of the method, which is

typically a few percent. The remaining constituents form the trimmed jet. This procedure

is illustrated in figure 4. Low-mass jets (mjet < 100 GeV) from a light-quark or gluon lose

typically 30–50% of their mass in the trimming procedure, while jets containing the decay

products of a boosted object lose less of their mass, with most of the reduction due to

the removal of pile-up or UE (see, for example, figures 29 and 32). The fraction removed

increases with the number of pp interactions in the event.

Six configurations of trimmed jets are studied here, arising from combinations of

f
cut

and R
sub

, given in table 1. They are based on the optimized parameters in ref. [7]

(f
cut

= 0.03, R
sub

= 0.2) and variations suggested by the authors of the algorithm. This

set represents a wide range of phase space for trimming and is somewhat broader than

considered in ref. [7].

Pruning: The pruning algorithm [6, 49] is similar to trimming in that it removes con-

stituents with a small relative p
T

, but it additionally applies a veto on wide-angle radiation.

The pruning procedure is invoked at each successive recombination step of the jet algo-

rithm (either C/A or k
t

). It is based on a decision at each step of the jet reconstruction

whether or not to add the constituent being considered. As such, it does not require the

reconstruction of subjets. For all studies performed for this paper, the k
t

algorithm is used

in the pruning procedure. This results in definitions of the terms wide-angle or soft that

are not directly related to the original jet but rather to the proto-jets formed in the process

of rebuilding the pruned jet.

The procedure is as follows:

• The C/A or k
t

recombination jet algorithm is run on the constituents, which were

found by any jet finding algorithm.
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Building Large-R jets with ATLAS
Step 5 – in-situ calibration

Jet mass response in W/top events (forward folding)

Position and shapes of the mass peaks carry information about the 
jet mass scale and jet mass resolution

B-jet veto → W enriched

R
trk

 method

(p
T
 and mass scales)

B-jet tag → top enriched

ATLAS-CONF-2017-063



mMDT 
Softdrop

• Find hard substructure using step-wise 
unclustering


• No pure soft divergences


• Analytically calculable to high precision

Towards an understanding of jet substructure 
M Dasgupta, A Fregoso, S Marzani, G Salam


JHEP 1309 029

 

Soft Drop 
A Larkoski, S Marzani, G Soyez, J Thaler


JHEP 1405 146 
 

Factorization for groomed jet substructure beyond the 
next-to-leading logarithm 


C Frye, AJ Larkoski, MD Schwartz, K Yan 
JHEP 1607 064
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Figure 1: Phase space for emissions on the (log 1
z , log R0

✓ ) plane. In the strongly-ordered

limit, emissions above the dashed line (Eq. (2.2)) are vetoed by the soft drop condition. For

� > 0, soft emissions are vetoed while much of the soft-collinear region is maintained. For

� = 0 (mMDT), both soft and soft-collinear emissions are vetoed. For � < 0, all (two-prong)

singularities are regulated by the soft drop procedure.

and ✓ behavior:

soft modes: z ! 0, ✓ = constant,

soft-collinear modes: z ! 0, ✓ ! 0,

collinear modes: z = constant, ✓ ! 0.

No relative scaling is assumed between energy fraction z and splitting angle ✓ for soft-collinear

modes. In these logarithmic coordinates, the emission probability is flat in the soft-collinear

limit. In the soft limit, the soft drop criteria reduces to

z > zcut

✓
✓

R0

◆�

) log
1

z
< log

1

zcut
+ � log

R0

✓
. (2.2)

Thus, vetoed emissions lie above a straight line of slope � on the (log 1
z , log R0

✓ ) plane, as

shown in Fig. 1.

For � > 0, collinear radiation always satisfies the soft drop condition, so a soft-drop jet

still contains all of its collinear radiation. The amount of soft-collinear radiation that satisfies

the soft drop condition depends on the relative scaling of the energy fraction z to the angle ✓.

As � ! 0, more of the soft-collinear radiation of the jet is removed, and in the � = 0 (mMDT)

limit, all soft-collinear radiation is removed. Therefore, we expect that the coe�cient of the

double logarithms of observables like groomed jet mass (and C
(↵)
1 ) will be proportional to �,
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1 Introduction

The study of jet substructure has significantly matured over the past five years [1–3], with

numerous techniques proposed to tag boosted objects [4–46], distinguish quark from gluon jets

[44, 47–51], and mitigate the e↵ects of jet contamination [6, 52–61]. Many of these techniques

have found successful applications in jet studies at the Large Hadron Collider (LHC) [50, 62–

89], and jet substructure is likely to become even more relevant with the anticipated increase

in energy and luminosity for Run II of the LHC.

In addition to these phenomenological and experimental studies of jet substructure, there

is a growing catalog of first-principles calculations using perturbative QCD (pQCD). These

include more traditional jet mass and jet shape distributions [90–95] as well as more so-

phisticated substructure techniques [44, 59, 60, 96–103]. Recently, Refs. [59, 60] considered

the analytic behavior of three of the most commonly used jet tagging/grooming methods—

trimming [53], pruning [54, 55], and mass drop tagging [6]. Focusing on groomed jet mass

distributions, this study showed how their qualitative and quantitative features could be un-

derstood with the help of logarithmic resummation. Armed with this analytic understanding

of jet substructure, the authors of Ref. [59] developed the modified mass drop tagger (mMDT)

which exhibits some surprising features in the resulting groomed jet mass distribution, in-

cluding the absence of Sudakov double logarithms, the absence of non-global logarithms [104],

and a high degree of insensitivity to non-perturbative e↵ects.

In this paper, we introduce a new tagging/grooming method called “soft drop decluster-

ing”, with the aim of generalizing (and in some sense simplifying) the mMDT procedure. Like

any grooming method, soft drop declustering removes wide-angle soft radiation from a jet in

order to mitigate the e↵ects of contamination from initial state radiation (ISR), underlying

event (UE), and multiple hadron scattering (pileup). Given a jet of radius R0 with only two

constituents, the soft drop procedure removes the softer constituent unless

Soft Drop Condition:
min(pT1, pT2)

pT1 + pT2
> zcut

✓
�R12

R0

◆�

, (1.1)

where pT i are the transverse momenta of the constituents with respect to the beam, �R12

is their distance in the rapidity-azimuth plane, zcut is the soft drop threshold, and � is an

angular exponent. By construction, Eq. (1.1) fails for wide-angle soft radiation. The degree

of jet grooming is controlled by zcut and �, with � ! 1 returning back an ungroomed jet. As

we explain in Sec. 2, this procedure can be extended to jets with more than two constituents

with the help of recursive pairwise declustering.1

Following the spirit of Ref. [59], the goal of this paper is to understand the analytic

behavior of the soft drop procedure, particularly as the angular exponent � is varied. There

are two di↵erent regimes of interest. For � > 0, soft drop declustering removes soft radiation

1The soft drop procedure takes some inspiration from the “semi-classical jet algorithm” [58], where a variant

of Eq. (1.1) with zcut = 1/2 and � = 3/2 is tested at each stage of recursive clustering (unlike declustering

considered here).
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calculate filtering’s impact on the background in the near future!

We can verify this conclusion numerically with the help of a Monte Carlo study. This is

shown in Fig. 12 (right), where mMDT mass distributions are compared with and without

filtering, using nfilt = 3. The difference between them is hardly perceptible.

7.6 Calculability at fixed order

An interesting consequence of the presence of only single logarithms relates to the extent to

which fixed-order calculations are reliable. For observables with terms αn
sL

2n, fixed-order

perturbation theory breaks down when L ∼ 1/
√
αs and becomes unreliable somewhat ear-

lier. Instead, for observables whose most divergent terms are αn
sL

n, the breakdown occurs

when L ∼ 1/αs, i.e. fixed-order perturbation theory has a parametrically larger domain

of applicability. We have not investigated the behaviour of the fixed-order predictions in

detail, however such a study would be worthwhile and is straightforward to perform to

NLO in the jet mass distribution with tools such as MCFM [63] and NLOJet++ [64].

8 Phenomenological considerations

8.1 Comparisons between taggers

We have commented in previous sections on similarities between the taggers for regions

of intermediate tagged mass. In particular if one chooses ycut =
zcut

1−zcut
, then one expects

trimming and pruning to be nearly identical to mMDT in the regions ρ > zcut(Rsub/R)2

and ρ > z2cut respectively.
ρ/
σ
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2 R2)
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Figure 13. Comparisons of Monte Carlo distributions for trimming, pruning and mMDT for
equivalent parameters, i.e. identical zcut = 0.1 for trimming and pruning, while for mMDT we use
ycut = zcut/(1− zcut). We also show the zcut-variant of mMDT defined in the text, with zcut = 0.1.
The details of the MC event generation are as for Fig. 1.
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n-Subjettiness

• n-subjettiness: Small when compatible with n-prong 
substructure


• Used for top-tagging:  
 
 
 

• Recent ideas:


• Dichroic n-subjettiness = ratio of n-subjettiness with 
different grooming (JHEP 1703 022)


• Use for jet clustering (XCone: JHEP 1511 07)

Identifying Boosted Objects with N-subjettiness 
J Thaler, KV Tilburg, 

JHEP 1103 015  
 

Dichroic subjettiness ratios to distinguish 
colour flows in boosted boson tagging 

G Salam,  L Schunk, G Soyez 

JHEP 1703 022  


calculations and resummation techniques (see, e.g. recent work in Ref. [29, 30]) compared

to algorithmic methods for studying substructure. Finally, N -subjettiness gives favorable

efficiency/rejection curves compared to other jet substructure methods. While a detailed

comparison to other methods is beyond the scope of this work, we are encouraged by these

preliminary results.

The remainder of this paper is organized as follows. In Sec. 2, we define N -subjettiness

and discuss some of its properties. We present tagging efficiency studies in Sec. 3, where we

use N -subjettiness to identify individual hadronic W bosons and top quarks, and compare

our method against the YSplitter technique [2, 3, 4] and the Johns Hopkins Top Tagger [6].

We then apply N -subjettiness in Sec. 4 to reconstruct hypothetical heavy resonances de-

caying to pairs of boosted objects. Our conclusions follow in Sec. 5, and further information

appears in the appendices.

2. Boosted Objects and N-subjettiness

Boosted hadronic objects have a fundamentally different energy pattern than QCD jets

of comparable invariant mass. For concreteness, we will consider the case of a boosted

W boson as shown in Fig. 1, though a similar discussion holds for boosted top quarks or

new physics objects. Since the W decays to two quarks, a single jet containing a boosted

W boson should be composed of two distinct—but not necessarily easily resolved—hard

subjets with a combined invariant mass of around 80 GeV. A boosted QCD jet with an

invariant mass of 80 GeV usually originates from a single hard parton and acquires mass

through large angle soft splittings. We want to exploit this difference in expected energy

flow to differentiate between these two types of jets by “counting” the number of hard lobes

of energy within a jet.

2.1 Introducing N-subjettiness

We start by defining an inclusive jet shape called “N -subjettiness” and denoted by τN .

First, one reconstructs a candidate W jet using some jet algorithm. Then, one identifies

N candidate subjets using a procedure to be specified in Sec. 2.2. With these candidate

subjets in hand, τN is calculated via

τN =
1

d0

!

k

pT,k min {∆R1,k,∆R2,k, · · · ,∆RN,k} . (2.1)

Here, k runs over the constituent particles in a given jet, pT,k are their transverse momenta,

and ∆RJ,k =
"

(∆η)2 + (∆φ)2 is the distance in the rapidity-azimuth plane between a

candidate subjet J and a constituent particle k. The normalization factor d0 is taken as

d0 =
!

k

pT,kR0, (2.2)

where R0 is the characteristic jet radius used in the original jet clustering algorithm.

It is straightforward to see that τN quantifies how N -subjetty a particular jet is, or

in other words, to what degree it can be regarded as a jet composed of N subjets. Jets
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Figure 4: Left: Decay sequences in (a) tt and (c) dijet QCD events. Right: Event displays for
(b) top jets and (d) QCD jets with invariant mass near mtop. The labeling is similar to Fig. 1,
though here we take R = 0.8, and the cells are colored according to how the jet is divided into
three candidate subjets. The open square indicates the total jet direction, the open circles indicate
the two subjet directions, and the crosses indicate the three subjet directions. The discriminating
variable τ3/τ2 measures the relative alignment of the jet energy along the crosses compared to the
open circles.

a b jet and a W boson, and if the W boson decays hadronically into two quarks, the top jet

will have three lobes of energy. Thus, instead of τ2/τ1, one expects τ3/τ2 to be an effective

discriminating variable for top jets. This is indeed the case, as sketched in Figs. 4, 5, 6,

and 7.
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Figure 5: Distributions of (a) τ1, (b) τ2 and (c) τ3 for boosted top and QCD jets. For these plots,
we impose an invariant mass window of 145 GeV < mjet < 205 GeV on jets with R = 0.8, pT > 300
GeV and |η| < 1.3.
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Figure 6: Distributions of (a) τ2/τ1 and (b) τ3/τ2 for boosted top and QCD jets. The selection
criteria are the same as in Fig. 5. We see that τ3/τ2 is a good discriminating variable between
top jets and QCD jets. In this paper, we do not explore τ2/τ1 for top jets, though it does contain
additional information.
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Figure 7: Density plots in the (a) τ1–τ2 plane and (b) τ2–τ3 plane for boosted top and QCD jets.
The selection criteria are the same as in Fig. 5. These plots suggest further improvement in boosted
top identification is possible with a multivariate method.
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ECFs
Energy Correlation Functions for Jet Substructure 

A Larkoski, GP Salam, J Thaler

JHEP 1306 108 

 
New Angles on Energy Correlation Functions 

I Moult, L Necib, J Thaler 
JHEP 1612 153

3.3.1 The M
i

Series

The M
i

series of observables is defined as

M
(�)

i

=
1

e
(�)

i+1

1

e
(�)

i

. (3.9)

This observable is dimensionless, being formed as a ratio of dimensionless observables. As

can be seen from Eq. (3.8), it is also invariant to boosts along the jet axis, since one angular

factor appears in both the numerator and denominator.

These observables are constructed to identify i hard prongs, but due to their limited

angular structure, they are only e↵ective when acting on suitably groomed jets. The main
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which provides an example of a 2-prong substructure observable that only performs well

after grooming. In App. B.1, we briefly discuss the behavior of M
3

for boosted top tagging,

where we argue that a more aggressive grooming strategy would be needed to make M
3

perform well.
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As with the M
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series, the N
i

series is dimensionless, and from Eq. (3.8), it is boost

invariant, as two angular factors appear in both the numerator and denominator. Indeed,

the fact that the 2-point correlation function appears squared in the denominator is fixed

by boost invariance.

Two particular examples we find useful for this paper are
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which is a powerful boosted W/Z/H tagger, and

N
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3
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, (3.13)

which is a powerful boosted top tagger on groomed jets. More generally, N
i

should be

e↵ective as an i-prong tagger, as discussed in App. C, at least for groomed jets.

The N
i

observables take their name from the fact that in the limit of a resolved

jet, they behave parametrically like the N -subjettiness ratio observables, as discussed in

Secs. 4 and 5. Despite their similarity to N -subjettiness, the N
i

observables achieve their

discrimination power in a substantially di↵erent manner, which has both theoretical and

experimental advantages.
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top tagging

the dependence on the energies is fixed by IRC safety, the angular function f
N

is much

less restricted and can be chosen for specific purposes. The original energy correlators in

Eq. (2.1) are a specific case of Eq. (3.1), where, up to an overall normalization, the angular

weighting function is

e
(�)

N

: f
N

(p̂
i1 , p̂i2 , . . . , p̂iN ) =

Y

s<t2{i1,i2,...,in}

✓�
st

. (3.2)

The key observation is that by considering alternative angular weighting functions for n-

point correlators beyond Eq. (3.2), we can define a more flexible basis of observables for

jet substructure studies.

3.2 New Angles on Energy Correlation Functions:
v

e
(�)

n

There are many known decompositions of the angular function f
N

—including Fox-Wolfram

moments [126, 127] and orthogonal polynomials on the sphere [128]—but these are not

necessarily optimal for jet substructure. The reason is that jets with well-resolved sub-

jets exhibit a hierarchy of distinct angular scales, so we need to design f
N

to identify

hierarchical—instead of averaged—features within a jet.

As seen in Eq. (3.2), the original energy correlation functions do capture multiple

angular scales, but they do so all at once; it would be preferable if f
N

could identify one

angular scale at a time in order to isolate di↵erent physics e↵ects. Furthermore, to make

power-counting arguments more transparent, we want f
N

to exhibit homogeneous angular

scaling, such that each term in Eq. (3.1) has a well-defined scaling behavior without having

to perform a non-trivial expansion in the soft and collinear limits.

With these criteria in mind, we can now translate the general language of IRC safe

observables into a useful basis for jet substructure studies. The angular function f
N

has to

be symmetric in its arguments, and the simplest symmetric function that preserves homo-

geneous scaling is the min function.11 This leads us to the generalized energy correlation

functions, which depend on n factors of the particle energies and v factors of their pairwise

angles,

v

e(�)
n

=
X

1i1<i2<···<innJ

z
i1zi2 . . . zin

v

Y

m=1

(m)

min
s<t2{i1,i2,...,in}

n

✓�
st

o

, (3.3)

where min(m) denotes the m-th smallest element in the list. For a jet consisting of fewer

than n particles,
v

e
n

is defined to be zero. More explicitly, the three arguments of the

generalized energy correlation functions are as follows.

• The subscript n, appearing to the right of the observable, denotes the number of

particles to be correlated. This plays the same role as the n subscript for the standard

e
n

energy correlators in Eq. (2.1).

11The appearance of min can also be viewed as the lowest-order Taylor expansion of a more generic

observable, which should be a good approximation in the case of small radius jets. This can be seen explicitly

in App. A, where di↵erent functional forms are compared that give the same quantitative behavior as the

min version here. Another motivation for the min definition is that it naively behaves more similarly to

thrust [95] or N -jettiness [91], though we emphasize that ven does not rely on external axes.
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Figure 9: ROC curves comparing the groomed observables N
3

, ⌧
3,2

, and D
3

for (left

column) p
TJ

= 200 GeV and (right column) p
TJ

= 500 GeV. The discrimination is shown

for boosted top quarks against (top row) b-jets, (middle row) light quark jets, and (bottom

row) gluon jets. In all cases, soft drop grooming has been applied, and the selection

e�ciency is after a groomed jet mass cut of m
SD

> 80 GeV. The N
3

observable o↵ers

improved discrimination power, particularly at high signal e�ciencies.
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• Energy correlation functions


• Replacing n-subjettiness for heavy-resonance identification


• Wide range of other uses



Inclusive 
Top Taggers



HEPTopTagger (V2)

12

• OptimalR-Algorithm:


• Start with C/A, R=1.5 seed fat-jet


• Perform unclustering to identify small fat-jets with 
R=0.5 to R=1.5 (in steps of 0.1) and run 
HEPTopTagger on each of them


• Calculate: Rmin = Smallest cone size for which the 
mass differs by less than 20% from the mass at R=1.5


• Get: Ropt, calc (pT). Result of fitting Ropt as function of pT 
for signal jets


• Output observables:


• Top candidate mass: m(R=Ropt)


• W / top mass ratio: fW(R=Ropt)


• Ropt difference: Ropt - Ropt, calc (pT)

Resonance Searches with an Updated Top Tagger 
GK, T Plehn, T Schell, T Strebler, GP. Salam  

	 	 JHEP 1506 203  

HEPTopTagger 39

(a) initial fat jet (b) fat jet after first

unclustering step

(c) fat jet after

the last uncluster-

ing step

(d) re-clustered

constituents of the

triplet of jets A,

B and C from the

previous step using

a smaller distance

parameter

(e) the five leading

subjets found in the

previous step

(f) constituents of

the five jets from

the previous step

re-clustered into ex-

actly three jets for

testing mass ratios

Figure 2.23: A pictorial representation of the HEPTopTagger algorithm. The
shapes composed of rectangles represent clusters of calorimeter cells in the
⌘-�-plane. The blue shapes indicate the main contributions from decays of the
three quarks produced in a hadronic decay of a top quark. The red shapes are
additional gluons radiated o↵ by the three initial quarks that were clustered
into separate objects in the calorimeter. The grey shapes represent additional
energy deposits in the calorimeter due to the underlying event and pile-up.
The dashed ellipses represent which objects together form a jet. The steps of
the algorithm are discussed in the main text. In (c) the letters A-D are used
to label the four subjets found by unclustering the initial fat jet. In (d) the
numbers 1-10 label the small subjets found by reclustering the consituents of
the jets A-C from the previous step. The numbers indicate the pT of the subjet
so that jet labelled with 1 has the highest pT.



HOTVR
• Heavy Object Tagger with Variable R


• Jet algorithm and heavy resonance tagger


• Jet clustering with variable R


• Removal of soft clusters during clustering (mass jump)


• Stable jet mass distribution


• Tagger stable over large pT range


• Usable for different heavy hadronic resonances

T Lapsien, R Kogler, J Haller, A new tagger for hadronically  
decaying heavy particles at the LHC, EPJC76 

3 Characteristics and properties 6
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Figure 1: Two simulated tt events clustered with the CA algorithm with distance parameter R = 0.8 (left
column) and with the HOTVR algorithm (right column). The top quarks have either low p

T

(top row,
Event 1) or high p

T

(bottom row, Event 2). The two leading jets in the events are shown as coloured areas
(orange/blue). The stable particles, input for the jet finders, are drawn as grey dots. The quarks from the
top quark decay are depicted by red circles and are shown for illustration purposes only. In case of the
HOTVR algorithm the subjets are shaded from light to dark, corresponding to increasing p

T

. The grey
areas correspond to regions rejected by the mass jump criterion.
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Figure 2: Distribution of the jet mass (top), fractional leading subjet transverse momentum (middle)
and minimum pairwise mass (bottom) for signal (black) and background (red) events as obtained with
the HOTVR algorithm for two di↵erent ranges in parton jet p

T

. The distributions are shown for subjet
multiplicities N

sub

� 2 (dashed lines) and N
sub

� 3 (solid lines). Note that the minimum pairwise mass is
only defined for N

sub

� 3. The distributions have been normalised to unit area for N
sub

� 2.
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FIG. 2. Distributions of the first Fox-Wolfram moment H1 (left) and the ratio of the longitudinal to toal momentum
of anti-kT jets (right) in various boosted reference frames, for top quarks, W bosons, and b quark jets from 3.0 TeV
Z0 decays.

W , and b, required to decay all-hadron final states,
training and test sets are made. For each event we
have 50 input variables. From the 72 variables enu-
merated above we eliminate the boosted jet ET and
invariant masses for all but the W frame, since the
quantities in the di↵erent frames are so highly cor-
related from one frame to the next as to be redun-
dant, which is understandable given their kinematic
nature. This leaves 48 quantities, to which we add
two more: the jet ET and |⌘|. We arrive at training
samples with 20k events each of t, W , and b jets, and
15k events in each of the three test sets. To avoid the
multivariate method using the ET as a discriminat-
ing variable, we draw training and test events from
the b and W samples according to the distribution
of ET for jets from top decays.

As a demonstration that this technique can poten-
tially achieve a high degree of accurate classification,
we train a set of feedforward multilayer perceptrons
with various numbers of hidden layers and nodes in
each layer, and two output nodes. The output nodes
are trained to be (0,0) for b jets, (0,1) for W jets,

and (1,0) for t jets. The ANN is trained using back-
propagation with a learning strength parameter of
0.001, a momentum parameter of 0.5, and updat-
ing the weights and thresholds after every 50 train-
ing events. The learning strength parameter decays
exponentially during training with a time constant
of 500 epochs (complete presentations of the train-
ing sets). Performance of the networks is monitored
during training, and we observe stable performance
asymptotically, well before the maximum number of
1000 training epochs is reached. We see little varia-
tion in performance as a function of the number of
hidden layers and number of nodes in each layer -
in fact we see more variation from one network to
another having the same number of nodes and lay-
ers, but starting at a di↵erent random weights and
thresholds. The results presented here are attained
with nets with three hidden layers of 40 nodes each.

Figure 3 illustrates the neural network output dis-
tributions for the three jet types. The figure shows
that there is a high degree of separation of the three
sources. One can also characterize the accuracy of

BEST

• Boosted Event Shape Tagger (BEST)


• Boost jet constituents individually into each  
reference frame corresponding to particle origin hypothesis 
(t, W, Z,H)


• Calculate angular distributions in boosted frame


• Fox-Wolfram Moments, Sphericity,  Aplanarity, Isotropy, 
Thrust, ..


• Use NN for simultaneous classification

JS Conway, R Bhaskar, RD Erbacher, J Pilot, Identification of High-
Momentum Top Quarks, Higgs Bosons, and W and Z Bosons 

Using Boosted Event Shapes, PRD 94 
2

laboratory frame top quark frame

FIG. 1. Momentum vectors of the final state particles from top quark decay to three jets in the laboratory frame and
in a boosted frame corresponding to a top quark with the original jet laboratory momentum.

this method has the potential to resolve jets which
strongly overlap in the laboratory frame momentum
space, and thus the detector itself.

Within each reference frame we then calculate
event shape parameters and mometum balance es-
timators. These include Fox-Wolfram moments [8],
the eigenvalues of the sphericity tensor [9], and
thrust [10]. We also run the anti-kT jet finding al-
gorithm in the boosted frame, relative to the boost
axis and using a cone size parameter of 0.5. We then
calculate the ET of the four leading jets, the masses
of pairs of the three leading jets, and the invariant
mass of the four leading jets. If we have boosted into
the correct frame, corresponding to the true origin of
the fat jet, then we would expect that the overall mo-
mentum of the boosted constituents should be near
zero, either in terms of the total momentum or the
momentum along the boost direction. Hence we also
calculate the magnitude of the total momentum of
the four leading jets and the ratio of their longitudi-
nal momentum sum to the total. Generically we call
these quantities “boosted event shapes” (BES). This
approach is inspired by earlier work at LEP aimed
at discriminating bb̄ decays of the Z boson using the
“boosted sphericity product” [11]. It di↵ers from
the approach described in [12], and employed by the
ATLAS experiment in their measurement of high-
pT vector boson pair prodiction cross section [13],
in that we do not assume a rest frame based on the
invariant mass of the sum of the observed jet con-
stituents.

To demonstrate the separation that these BES
variables can provide, we generate simulated events
with the PYTHIA Monte Carlo generator [14] in
which we produce a new hypothetical Z 0 particle
which decays to tt̄, W+W�, or bb̄. The mass of the
Z 0 is taken to be 3.0 TeV. This results in a distribu-
tion of the transverse energy of the Z 0 decay prodicts
which is relatively uniform up to about 1.5 TeV.

We then simulate the detector response with the
PGS program [15], and find jets reconstructed from

calorimeter energy deposits using the anti-kT algo-
rithm with a cone size of 0.8. A crude simulation
of PF constituents is then achieved by selecting all
generator-level final state particles with pT > 3 GeV
matching a jet, and imposing a uniform 90% e�-
ciency. Note that this results in a list of jet con-
stituents which does not reflect detector resolution
e↵ects or the e↵ect of additional pp (“pileup”) inter-
actions.

We take the list of jet constituent four-momenta
and boost each one into a reference frame with ve-
locity � = p/E, where to calculate E we use the
masses of the top quark, Higgs boson, Z, and W
bosons. In each frame we then calculate the above-
mentioned event shape quantities. Since we use the
four Fox-Wolfram moments, the three sphericity ten-
sor eigenvalues, the thrust, and ten quantities char-
acterizing the jets found in the boosted frame, for a
given jet this results in 4⇥18=72 di↵erent quantities.
Space does not permit displaying the distributions
of all these quantites, but we show two of them in
Figure 2. These distributions are based on fat jets
found in events in which a 3.0 TeV Z 0 is produced
and decays to tt̄, WW , or bb̄, as implemnented in the
PYTHIA Monte Carlo generator. In these figures
the histograms show how the distributions evolve as
one successively increases the mass used to calculate
the boosted frame.

III. NEURAL NETWORK BES
DISCRIMINATOR

With the large number of BES quantities charac-
terizing a given jet, it is natural to deploy a multi-
variate technique such as artificial neural networks
(ANN) or boosted decision trees (BDT) to arrive at
a classification of jets as to their source (t/H/Z/W
or light quark or gluon jet). As an initial test we
created training and test samples using the 3.0 TeV
Z 0 events. From jets matched to generator level t,



Shower Deconstruction
• Similar to the matrix element method


• Assigns signal and background probabilities to individual jets instead of events 


• Microjets are built by clustering the constituents of the fat jet into smaller jets with the kT-
algorithm


• Variable X: probability quotient, 
a set of microjets in a fat-jet was created by the  
decay of a top quark, divided by the probability 
that it was created by light quarks and gluons: 
 

Tobias Lapsien
tobias.lapsien@desy.de

First results of the Shower deconstruction 

tagger  
13

Shower deconstructionShower deconstructionShower deconstruction

 variable X: probability quotient,

  a set of microjets in a fatjet were created by the decay of a top quark, 

  divided by the probability that they were created by light quarks and gluons [1]:

 We can tag a top jet by cutting on X
 The microjets are observed by clustering the jet constituents of the fat jet to smaller

 jets with conesize of R with the kt-algorithm  
 The minimum p

T 
of the microjets is set to p

T 
> 10GeV

 Different microjet conesizes are used for different fat jet pt regions (see table 2)
 Two versions of the shower deconstruction tagger availible ( C/A 8, C/A 15)

 

Χ({ p}N )=
P ({ p}N |S )

P ({ p}N |B)

References
[1] Davison E. Soper, Michael Spannowsky “Finding top quarks with  
     shower deconstruction” (arXiv:1211.3140v1)
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Finding top quarks with shower deconstruction 
DE Soper, M Spannowsky 

PRD 87 054012 
 

Finding physics signals with event deconstruction

DE Soper, M Spannowsky 

PRD 89 094005

FIG. 1: Shower history for a top quark jet. The hard interaction is indicated by a star. Initial
state emissions are indicated by diamonds. Parton decays are indicated by large filled circles and
QCD splittings are indicated by small filled circles.

FIG. 2: Shower history for a QCD jet.

probabilities that are used in parton shower event generators. They take into account
information on color flow in the event history. The decay probabilities are approximately
the decay probabilities that would be used in an event generator. Each propagator in the
shower history corresponds to a Sudakov factor that gives, approximately, the probability
not to have had a splitting between one vertex and the next or between the last vertex
and the end of the shower. Thus, for a given shower history corresponding to the signal
hypothesis, we calculate a probability density that that shower history would have produced
the observed state {p}N .

There are many shower histories that could lead to a given {p}N . We sum the corre-
sponding probabilities over all possible shower histories to calculate P ({p}N |S).

For the background hypothesis, we have di↵erent sorts of shower histories. One is shown
in Fig. 2. Again, we calculate the approximate probability density that the shower history
would have produced the observed state {p}N . Then we sum the corresponding probabilities
over all possible shower histories to calculate P ({p}N |B).

Of course, this brief description leaves out a lot of details. Most of them are presented in
Ref. [12]. Because they are of some importance to the structure of the model, we reiterate
in Sec. II A some specifics of the kinematics and the choice of shower time. Then, in Sec. III,
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FIG. 3: (1/N) dN/d log� for signal events (upper curve) and (1/N) dN/d log� for background
events (lower curve) for samples of signal and background events generated by Pythia. We use
the cuts described in Sec. IVA.

microjets, we use the kT -algorithm [24] with R = 0.2.

B. Parameters for top taggers

For shower deconstruction, we remove microjets from the analysis unless pmicro
T > 5.0

GeV. If more than nine microjets are left, we remove those with the lowest PT values until
nine microjets remain.

Each of the top taggers other than shower deconstruction constructs a top mass and
a W mass for each jet that meets the structural criteria of the tagger. Each tagger then
requires that these reconstructed masses be in specified windows. We specify that a top is
correctly reconstructed in a window3 of 172.3±25.0 GeV and a W in a window of 80.4±10.0
GeV, except for the NSubjettiness tagger where 160.0  mt  240 GeV and ⌧3/⌧2 < 0.6 as
recommended in [10].

Top tagging based on shower deconstruction uses the full decay matrix element including
a Breit-Wigner factor to assign a weight for a given microjet configuration. Thus, the
total widths of the top quark and the W boson are input parameters. However, because the
physical widths are very small, we assume that the invariant mass of a set of microjets cannot
be resolved at the level of the physical widths. To take these experimental uncertainties into
account, we use values for the top width and the W width equal to half of the corresponding
total mass window, i.e. �t ! 25 GeV and �W ! 10 GeV. We have checked that the
performance of shower deconstruction is not highly sensitive to this choice.

Other parameters for shower deconstruction are as in Ref. [12].

3 The measurement of the resonance’s mass is subject to experimental limitations. We choose the mass

windows large enough to reflect these limitations [5, 7, 8].
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Deep Learning



Different Types of 
Problems

• What do we want to learn?

• Classification

• Generation

• Regression

• What do we have available?

• Labelled examples (supervised learning)

• Limited labelled examples (weakly supervised learning)

• No examples (unsupervised learning)

17

Top tagging is a supervised classification problem



Approaches

18

• Fully connected networks

• Jet Constituents for Deep Neural Network Based Top Quark Tagging  
J Pearkes, W Fedorko, A Lister, C Gay  
1704.02124

• See Shannon’s talk

• Image recognition

• Natural language processing

• Boosted Top Tagging with Long Short-Term Memory Networks  
To be published

• See Shannon’s talk 

• Lorentz vectors

https://indico.cern.ch/event/659310/contributions/2705167/attachments/1526278/2386600/YSF_05_Egan_5top2017_egan_lstm_top_tagging.pdf
https://indico.cern.ch/event/659310/contributions/2705167/attachments/1526278/2386600/YSF_05_Egan_5top2017_egan_lstm_top_tagging.pdf


Image approach
• Jets = 2d grayscale images:

• 1 pixel = 0.1 in eta, 5 degree in phi

• pixel energy: calorimeter ET

• Preprocessing (for illustration!)

• Center maximum

• Rotate so that second maximum is 12 o’clock

• Flip so that third maximum is on the right side

• Crop to 40x40 pixels
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Figure 1. Jet image after pre-processing for the signal (left) and background (right). Each picture is averaged
over 10,000 actual images.

pT,fat = 350 ... 450 GeV, such that all top decay products can be easily captured in the fat jet. For
signal events, we require that the fat jet can be associated with a Monte-Carlo truth top quark
within �R < 1.2.

We can speed up the learning process or illustrate the ConvNet performance by applying a set
of pre-processing steps:

1. Find maxima: before we can align any image we have to identify characteristic points. Using
a filter of size 3 ⇥ 3 pixels, we localize the three leading maxima in the image;

2. Shift: we then shift the image to center the global maximum taking into account the peri-
odicity in the azimuthal angle direction;

3. Rotation: next, we rotate the image such that the second maximum is in the 12 o’clock
position. The interpolation is done linearly;

4. Flip: next we flip the image to ensure the third maximum is in the right half-plane;

5. Crop: finally, we crop the image to 40 ⇥ 40 pixels.

Throughout the paper we will apply two pre-processing setups: for minimal pre-processing we apply
steps 1, 2 and 5 to define a centered jet image of given size. Alternatively, for full pre-processing
we apply all five steps. In Fig. 1 we show averaged signal and background images based on the
transverse energy from 10,000 individual images after full pre-processing. The leading subjet is in
the center of the image, the second subjet is in the 12 o’clock position, and a third subjet from
the top decay is smeared over the right half of the signal images. These images indicate that fully
pre-processed images might lose a small amount of information at the end of the 12 o’clock axis.

A non-trivial pre-processing step is the shift in the ⌘ direction, since the jet energy E is not
invariant under a longitudinal boost. Following Ref. [12] we investigate the e↵ect on the mass
information contained in the images,
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a filter of size 3 ⇥ 3 pixels, we localize the three leading maxima in the image;

2. Shift: we then shift the image to center the global maximum taking into account the peri-
odicity in the azimuthal angle direction;

3. Rotation: next, we rotate the image such that the second maximum is in the 12 o’clock
position. The interpolation is done linearly;

4. Flip: next we flip the image to ensure the third maximum is in the right half-plane;

5. Crop: finally, we crop the image to 40 ⇥ 40 pixels.

Throughout the paper we will apply two pre-processing setups: for minimal pre-processing we apply
steps 1, 2 and 5 to define a centered jet image of given size. Alternatively, for full pre-processing
we apply all five steps. In Fig. 1 we show averaged signal and background images based on the
transverse energy from 10,000 individual images after full pre-processing. The leading subjet is in
the center of the image, the second subjet is in the 12 o’clock position, and a third subjet from
the top decay is smeared over the right half of the signal images. These images indicate that fully
pre-processed images might lose a small amount of information at the end of the 12 o’clock axis.

A non-trivial pre-processing step is the shift in the ⌘ direction, since the jet energy E is not
invariant under a longitudinal boost. Following Ref. [12] we investigate the e↵ect on the mass
information contained in the images,
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Signal

Background
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Deep-learning Top Taggers or The End of QCD?

Origins:
Jet-Images: Computer Vision Inspired Techniques for Jet Tagging
J Cogan, M Kagan, E Strauss, A Schwartzman
arXiv:1407.5675
Jet-Images -- Deep Learning Edition
Ld Oliveira, M Kagan, L Mackey, B Nachman, A Schwartzman
JHEP 1607 069



Playing Tag with ANN

• Early development towards deep 
learning for jet physics

• Calorimeter images used in fully 
connected network

20

Playing Tag with ANN: Boosted Top Identification with Pattern 
Recognition 

LG Almeida, M Backovic, M Cliche, SJ Lee, M Perelstein 
JHEP 1507 (2015) 086 

Input layer Hidden layer 1 Hidden layer 2 Output layer

Bias nodes

Calorimeter image

Figure 1. Graphical representation of the Artificial Neural Network (ANN).

Networks in the context of image recognition, see for example [42].) Mathematically, the
ANN can be thought of as a succession of non-linear transformations:3

✏i ! h(1)
i = f (W(1)

i j ✏ j + b(1)
i )! · · ·! h(l)

i = f (W(l)
i j h(l�1)

j + b(l)
i )! Y = f (W(O)

j h(l)
j + b(O)),(3.1)

where f is the so-called activation function, chosen to be

f (z) =
1

1 + e�z . (3.2)

The inputs ✏i are simply the normalized energy deposits "ab defined above, rearranged
in a single 900-dimensional vector: "ab ⌘ ✏30a+b. The weights W(L)

i j and the biases b(L)
i are

numbers determined by the training procedure, which we will now describe.
To train the network, we use a set of N/2 top and N/2 QCD jets, where N is a large

number. For the i-th jet, we assign the “target output” variable: yi = 1 if it is a top jet,
and yi = 0 if it is a QCD jet. Training consists of adjusting the weights so that the actual
outputs of the ANN Yi correspond as close as possible to the target outputs yi, across the
training set. To quantify the error, we use the logarithmic loss variable

Log-loss = � 1
N

NX

i=1

⇥
yi log(Yi) + (1 � yi) log(1 � Yi)

⇤
. (3.3)

The goal of training is to choose weights that minimize this function. We use the back-
propagation algorithm [43], combined with gradient-descent minimization. In its simplest
version, the algorithm can be summarized as follows [44]:

1. Initialize the weights of each link to small random values.
3In Eq. (3.1) and below, repeated indices are always summed over.
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Figure 3. Distributions of the ANN output O on top (red) and QCD (blue) jet samples in three
representative pT ranges. All distributions are normalized to unit area.
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Convolutional Network

21

Fold a mask with the input to get output
What is learned are the parameters of the mask

Convolutional (conv) layer

• How to build a convolutional 
network

• Chain multiple conv layers

• Reduce image resolution in 
between

• Use multiple masks per layer

• Add linear ANN in the end

(This is still a network. We just use a fancy idea to  
decide which nodes to connect to each other)

That’s the weights we want to train
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performance of the neural network tagger compared to the QCD-based approaches SoftDrop plus N -
subjettiness and including the HEPTopTagger variables.

to the HEPTopTagger or SoftDrop picks up this additional information and also induces the
three-prong top decay structure into SoftDrop. We use N kT -axes, � = 1 and the reference
distance R

0

. A small value ⌧N indicates consistency with N or less substructure axes, so an N -
prong decays give rise to a small ratio ⌧N/⌧N�1

. For top tagging ⌧

3

/⌧

2

is particularly useful in
combination with QCD taggers in a multivariate setup [19]. The N -subjettiness variables ⌧j can
be defined based on the complete fat jet or based on the fat jet after applying the SoftDrop
criterion. Using ⌧j and ⌧

sd

j in a multivariate analysis usually leads to optimal result.

B. Comparison

To benchmark the performance of ourDeepTopDNN, we compare its ROC curve with standard
Boosted Decision Trees based on the C/A jets using SoftDrop combined with N -subjettiness.
From Fig. 3 we know the spread of performance for the di↵erent network architectures for fully
pre-processed images. In Fig. 8 we see that minimal pre-processing actually leads to slightly better
results, because the combination or rotation and cropping described in Sec. II A leads to a small
loss in information. Altogether, the band of di↵erent machine learning results indicates how large
the spread of performance will be whenever for example binning issues in pT,fat are taken into
account, in which case we we would no longer be using the perfect network for each fat jet.

For our BDT we use GradientBoost in the Python package sklearn [28] with 200 trees, a
maximum depth of 2, a learning rate of 0.1, and a sub-sampling fraction of 90% for the kinematic
variables
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where m

fat

is the un-groomed mass of the fat jet. This is similar to standard experimental ap-
proaches for our transverse momentum range pT,fat = 350 ... 400 GeV. In addition, we include the
HEPTopTagger2 information from filtering combined with a mass drop criterion,
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SoftDrop + n-subjettiness:

MotherOfTaggers:
• Train a BDT on a set of  

standard tagging variables
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9

Figure 4. Architecture [29] of our default networks for fully pre-processed images, defined in Tab. I.

classification is a parameter that allows to link the signal e�ciency ✏S with the mis-tagging rate of
background events ✏B.

In Sec. III we will use this trained network to test the performance in terms of ROC curves,
correlating the signal e�ciency and the mis-tagging rate.

Before we move to the performance study, we can get a feeling for what is happening inside
the trained ConvNet by looking at the output of the di↵erent layers in the case of fully pre-
processed images. In Fig. 5 we show the di↵erence of the averaged output for 100 signal and 100
background images. For each of those two categories, we require a classifier output of at least 0.8.
Each row illustrates the output of a convolutional layer. Signal-like red areas are typical for jet
images originating from top decays; blue areas are typical for backgrounds. The first layer seems
to consistently capture a well-separated second subjet, and some kernels of the later layers seem
to capture the third signal subjet in the right half-plane. However, one should keep in mind that
there is no one-to-one correspondence between the location in feature maps of later layers and the
pixels in the input image.

Figure 5. Averaged signal minus background for our default network and full pre-processing. The rows
correspond to ConvNet layers one to four. After two rows MaxPooling reduces the number of pixels by
roughly a factor of four. The columns indicate the feature maps one to eight. Red areas indicate signal-like
regions, blue areas indicate background-like regions.



CoLa
• Goal:  Allow network to reconstruct substructure axes 

(top, W, hard subjets, ..) by summing constituents

• (M - (N+1)) x N trainable weights

18

2

can look at a top decay through an intermediate W -
boson, where the two conditions

k̃2µ,1 = (kµ,1 + kµ,2 + kµ,3)
2 = m2

t

k̃2µ,2 = (kµ,1 + kµ,2)
2 = m2

W (3)

lead to typical non-zero entries

C
11

= C
21

= C
31

and C
12

= C
22

. (4)

In general, we expect our neural network to learn this
CoLa layer matrix starting from a general ansatz

C =

0

BBBB@

1 1 0 · · · 0 C
1,N+2

· · · C
1,M

1 0 1
... C

2,N+2

· · · C
2,M

...
...

...
. . . 0

...
...

1 0 0 · · · 1 CN,N+2

· · · CN,M

1

CCCCA
. (5)

This guarantees that the set of M 4-momenta k̃j includes

1. the sum or all momenta, i.e. the fat jet momentum;

2. each original momentum ki;

3. a trainable set of M � (N +2) linear combinations.

These k̃j will be analyzed by a deep neural network. For
our numerical study we use M =????. Note that as part
of the DNN we will only include one CoLa.

Lorentz Layer — from fundamental theory we know
that the relevant distance measure between two substruc-
ture objects is the Minkowski metric. We then use it
to construct the weight function of the neural network.⇤

The LoLa as the second part of the DNN first transforms
the M combined 4-vectors k̃j into M new objects k̂j

k̃j
LoLa�! k̂j =

0

BBBBBBBBBB@

m(k̃j)
E(k̃j)
pT (k̃j)

w(m)

jm m(k̃m)

w(E)

jm E(k̃m)

w(p)
jm pT (k̃m)

w(d)
4jm djm

1

CCCCCCCCCCA

. (6)

The first three entries in Eq.(6) map individual k̃j onto
the invariant mass, transverse momentum, and energy
entries of each k̃j . The next four entries combine all k̃m
combined with a fixed k̃j , including a trainable set of

weights w(m,E,p,d)
jm . This combination can be a sum over

m or the maximum/minimum over m for fixed j. The
last entry uses the Minkowski distance

d2jm = (k̃j � k̃m)µg
µ⌫(k̃j � k̃m)⌫ . (7)

⇤
We are grateful to Johann Brehmer pointing out that this ap-

proach limits us to fat jets far from black holes.

Figure 2. ROC curve for the new DeepTop2 tagger, com-
pared to the QCD-inspired MotherOfTaggers and the
image-based DeepTop tagger [19]. In all cases we only use
calorimeter information.

Performance — to compare the DeepTop2 approach
to established top taggers we simulate a hadronic tt̄ sam-
ple and a QCD dijet sample with Pythia8 [23] for the
14 TeV LHC. We ignore multiple interactions, because it
can eventually be removed. Moreover, we assume that
our top tagger can be trained on data.
All events are passed through the fast detector sim-

ulation Delphes3 [24], with calorimeter towers of size
�⌘⇥�� = 0.1⇥5� and a threshold of 1 GeV. We cluster
these towers with FastJet3 [25] to R = 1.5 anti-kT [26]
jets with |⌘| < 1.0. This defines a smooth outer shape
of the fat jet and a well-defined jet area. The fat jets
have to fulfill |⌘

fat

| < 1.0, to guarantee that they are en-
tirely in the central part of the detector and to justify
our calorimeter tower size.
Moreover, we focus on the standard range

pT,fat = 350 ... 450 GeV , (8)

such that all top decay products can be easily captured in
the fat jet. For signal events, we require that the fat jet
can be associated with a true top quark within�R < 1.2.
Unlike in our earlier study we do not re-cluster the anti-
kT jet constituents, because we eventually include track-
ing information and do not compare our results to QCD-
inspired taggers. The additional clustering step which
is not part of our current analysis can very slightly im-
prove the tagging performance for some hyper-parameter
choices. However, we expect this advantage to vanish for
optimized hyper-parameters, and because it cannot easily
be applied to tracking information we skip it throughout
our analysis.

We then use ??? signal and background events to train
a deep network with .... The network is ... Keras [31]
.... In Fig. 4 we compare the performance of our LoLa-
based DeepTop2 tagger to earlier benchmarks: a BDT
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The identification of hadronic objects has become the
main driving force behind the application of machine
learning techniques in LHC experiments. The task is
to identify the partonic nature of large-area jets or
fat jets. They appear from hadronic decays of Higgs
bosons [1], weak gauge bosons [2], or top quarks [3–
11]. A straightforward question to ask is whether we
can analyze such jet substructure patterns using stan-
dard machine learning techniques, mostly likely trained
on LHC data. An early example are wavelets, describing
patterns of hadronic weak boson decays [12, 13]. The
most widely used approach is image recognition applied
to calorimeter entries in the two-dimensional azimuthal
angle vs rapidity plane, so-called jet images. They can be
used to search for hadronic decays of weak bosons [14–
17] or top quarks [18, 19], or to distinguish quark-like
and gluon-like jets [20]. For top jets it has been shown
that the machine learning approach not only outperforms
the multi-variate QCD-based taggers, but also that the
convolutional network learns all the appropriate sub-jet
patterns. An alternative approach is inspired by natural
language recognition, applied to hadronic decays of weak
bosons [21].

While the number of pixels inside a typical fat jet de-
fines an image which can be evaluated by a convolutional
network [22] without loss of information, a major prob-
lem arises when we attempt to include tracking informa-
tion with its much better experimental resolution [20].

We propose a new approach to jet substructure us-
ing machine learning: rather than relying on analogies
to image or natural language recognition we analyze the
constituents of the fat jet based on the Lorentz group
and Minkowski space-time. For our new DeepTop2 ap-
proach we introduce a set of combination layer (CoLa)
and Lorentz layer (LoLa) as two parts of a deep neural
network. In the usual setup they act on 4-momenta cor-
responding to calorimeter towers. However, unlike other
approaches this DeepTop2 tagger can trivially be ex-
tended to include tracking information and particle flow
objects with the full experimental resolution of these ob-
jects and can therefore be immediately included in to
state-of-the art ATLAS and CMS analyses.

In this letter we first introduce the new machine learn-
ing setup. Using standard fat jets from hadronic top

decays we compare its performance to multivariate QCD-
inspired tagging and an image-based convolutional net-
work [19]. We then extend it to include particle flow in-
formation and estimate the performance gain compared
to calorimeter information only.

Combination Layer — the basic constituents entering
any subjet analysis are a set of N measured 4-vectors,
for example organized as the matrix

(kµ,i) =
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For a typical hadronic we show the corresponding jet
image in Fig. 1. For our analysis we use the leading
N = 20 constituent. For calorimeter information only we
have confirmed that including more constituents does not
significantly improve the tagging performance. Inspired
by the usual jet clustering history we multiply these 4-
vectors with a matrix Cij

kµ,i
CoLa�! ekµ,j = kµ,i Cij , (2)

to define M 4-vectors j̃j . For illustration purposes, we

Figure 1. Jet image illustrating a signal event, defining N =
20 4-vectors kµ,i with k0 > 1 GeV on the calorimeter level.
unit on color axis? fat jet boundary? 1 GeV correct?
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patterns. An alternative approach is inspired by natural
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While the number of pixels inside a typical fat jet de-
fines an image which can be evaluated by a convolutional
network [22] without loss of information, a major prob-
lem arises when we attempt to include tracking informa-
tion with its much better experimental resolution [20].

We propose a new approach to jet substructure us-
ing machine learning: rather than relying on analogies
to image or natural language recognition we analyze the
constituents of the fat jet based on the Lorentz group
and Minkowski space-time. For our new DeepTop2 ap-
proach we introduce a set of combination layer (CoLa)
and Lorentz layer (LoLa) as two parts of a deep neural
network. In the usual setup they act on 4-momenta cor-
responding to calorimeter towers. However, unlike other
approaches this DeepTop2 tagger can trivially be ex-
tended to include tracking information and particle flow
objects with the full experimental resolution of these ob-
jects and can therefore be immediately included in to
state-of-the art ATLAS and CMS analyses.

In this letter we first introduce the new machine learn-
ing setup. Using standard fat jets from hadronic top

decays we compare its performance to multivariate QCD-
inspired tagging and an image-based convolutional net-
work [19]. We then extend it to include particle flow in-
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image in Fig. 1. For our analysis we use the leading
N = 20 constituent. For calorimeter information only we
have confirmed that including more constituents does not
significantly improve the tagging performance. Inspired
by the usual jet clustering history we multiply these 4-
vectors with a matrix Cij
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to define M 4-vectors j̃j . For illustration purposes, we

Figure 1. Jet image illustrating a signal event, defining N =
20 4-vectors kµ,i with k0 > 1 GeV on the calorimeter level.
unit on color axis? fat jet boundary? 1 GeV correct?

k
µ,i

=

0

BB@

E0 E1 . . . E
N

p
x,0 p

x,1 . . . p
x,N

p
y,0 p

y,1 . . . p
y,N

p
z,0 p

z,1 . . . p
z,N

1

CCA

Fully connected layers for final output

Lorentz Vector Based  
Learning

LoLa

19

• Transforms M Lorentz-vectors into M vectors with P components

• Using:

• Per pseudo-jet variables:  
 
 

• Trainable sums: 

• Sum of differences:

ekµ,i ! ek0,i
ekµ,i ! ekµ,iek⌫,i⌘µ⌫

ekµ,i !
X

j

(eki � ekj)µ(eki � ekj)⌫⌘µ⌫Bij

⌘µ⌫ =

0

BB@

�1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1
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ekµ,i ! ek0,jAij

Still fine-tuning what needs to be included..
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All events are passed through the fast detector sim-
ulation Delphes3 [27], with calorimeter towers of size
�⌘⇥�� = 0.1⇥5� and an energy threshold of 1 GeV. We
cluster these towers with FastJet3 [28] to anti-kT [29]
jets with R = 1.5. This defines a smooth outer shape
and a jet area of the fat jet. The fat jets have to ful-
fill |⌘

fat

| < 1.0, to guarantee that they are entirely in the
central part of the detector and to justify our calorimeter
tower size. For signal events, we require that the fat jet
can be associated with a true top quark within�R < 1.2.
Unlike in our earlier study we do not re-cluster the anti-
kT jet constituents, because we eventually include track-
ing information and do not focus on a comparison with
QCD-inspired taggers [20].

We then consider the two standard ranges

pT,fat = 350 ... 450 GeV

pT,fat = 1300 ... 1400 GeV . (8)

In Fig. 2 we show the number of calorimeter-based 4-
vectors kµ,i as well as their ordered mean transverse mo-
mentum for the soft and hard fat jet selections of Eq.(8).
For the soft and hard selections we have tested values
up to N = 60 and find the using the leading N = 20
calorimeter constituents essentially saturates the tagging
performance. The remaining entries will typically be
much softer than the top decay products and hence carry
little signal or background information from the hard pro-
cess.

For the softer fat jets we use 180,000 signal and 180,000
background events to train the network, 60,000 events
each for tests during training, and 60,000 events each
to estimate the performance. For technical reason the
harder fat jets rely on a 10% smaller sample.

The network is trained using Keras [30] with the
Theano [31] back-end, theAdam optimizer, and a learn-
ing rate of 0.001. Training terminates either after 200
epochs or when the performance on the test sample does
not improve for five epochs, typically after several tens
of epochs.† We independently train five copies of the
network, and compare their performances on the inde-
pendent validation sample.

Because of a long history of tests and applications on
data, top taggers are especially useful to establish the
performance of machine learning tools. In Fig. 3 we
compare our DeepTopLoLa tagger to earlier bench-
marks for the softer of the two selections in Eq.(8): a
BDT of a large number of QCD-inspired observables and
the image-based DeepTop tagger [20]. As long as we
only include calorimeter information we cannot expect

†
Using this setup, the training for the softer fat jets takes less than

15 minutes in total on a Tesla K80 using a p2.xlarge computing

instance on Amazon Web Services.

Figure 3. ROC curve for the new DeepTopLoLa tag-
ger, compared to the QCD-inspired MotherOfTaggers
and the image-based DeepTop tagger [20]. In all cases we
only use calorimeter information for soft fat jets, pT,fat =
350 ... 450 GeV.

the new method to significantly improve over these two
approaches. On the other hand, the much faster, more
flexible, and physics-motivated LoLa-based DNN easily
matches the convolutional network approach.

Learning the Minkowski metric — a technical chal-
lenge related to the Minkowski metric is that it combines
two di↵erent features: two subjets are Minkowski-close if
they are collinear or when one of them is soft (ki,0 ! 0).
Because these two scenarios correspond to di↵erent, but
possibly overlapping phase space regions, they are hard
to learn for a DNN.
To see how our DeepTopLoLa tagger deals with this

problem we turn the problem around and ask the ques-
tion if the Minkowski metric is really the feature distin-
guishing top decays and QCD jets. To this end, we define
the invariant mass m(k̃j) and the distance d2jm in Eq.(6)
with a trainable diagonal metric and find

g = diag( 0.99± 0.02, (9)

� 1.01± 0.01,�1.01± 0.02,�0.99± 0.02) ,

where the errors are given by five independently trained
copies. It is crucial for our physics understanding [32]
that the distinguishing power of theDeepTopLoLa tag-
ger is indeed the same mass drop [1] which drives many
QCD-based top taggers [6, 7] and the image-based top
tagger [20].

Tracking — a standard criticism of the jet image ap-
proach is that the pixelled image removes information
from the original jet. For the calorimeter information
alone this is not the case, because the image pixels are

4

given by the calorimeter resolution. However, this identi-
fication is not possible for tracking information, because
the tracking resolution of ATLAS and CMS is much finer
than a jet image can realistically resolve [21]. This makes
it hard to in general extend jet images to particle flow
objects and to reliably determine how much performance
can be gained through tracking information.

In contrast, for our LoLa-based approach this exten-
sion to particle flow constituents is straightforward: in-
stead of defining one constituent or 4-vector per calorime-
ter cell we use all objects defined by the Delphes3 par-
ticle flow algorithm in the same pT,fat range as in Eq.(8).
The fat jet constituents at the particle flow level are
di↵erent from the calorimeter case, which implies that
for the same pT,fat range the underlying top quarks are
around 5% softer for fat jets based on particle flow ob-
jects. Nevertheless, defining the signal and background
events using Eq.(8) still is the best choice.

In Fig. 2 we show the number of constituents for the
calorimeter-level and the particle flow approaches. The
latter o↵ers not only considerably more objects, the cor-
responding 4-momenta are also measured more precisely.
We also show the mean transverse momentum for each of
these constituents, indicating that the larger number of
particle flow objects at least in part arises from splitting
harder calorimeter entries into several objects at higher
resolution. For our DeepTopLoLa tagger Fig. 2 im-
plies that we could include more particle flow objects
than calorimeter objects in Eq.(1). However, to match
our calorimeter-based analysis for the soft or hard fat
jets we find that combining at least N = 20 particle flow
objects kµ,i already gives a stable performance.

Searching for possible improvements to our tagger, we
first check that indeed the top quark kinematics are more
precisely measured by the particle flow objects. However,
the observed 5% improvement, for example in the reso-
lution of the top transverse momentum, is unlikely to
significantly improve our analysis.

In Fig. 4 we confirm that using the same neural
network for calorimeter and particle flow objects gives
hardly any improvement for moderately boosted tops
with pT,fat = 350 ... 450 GeV. The situation changes
when we train and test our tagger at larger transverse
momenta, pT,fat = 1300 ... 1400 GeV. Here the calorime-
ter resolution is no longer su�cient to separate the sub-
structures [33]. For a fixed signal e�ciency the back-
ground rejection including particle flow increases by a
factor of two to three.

Conclusions — based on a deep neural network work-
ing on Lorentz vectors of jet constituents we have built
the new, fast, and flexible DeepTopLoLa tagger. It in-
cludes three structures: a Combination Layer mimicking
QCD-inspired jet recombination, a Lorentz Layer trans-
lating the 4-vectors into standard kinematic observables,
and two fully connected layers.

Figure 4. ROC curve for the new DeepTopLoLa tagger op-
erating on particle flow objects, compared to the its perfor-
mance operating on calorimeter objects.

We have compared the tagging performance to QCD-
inspired taggers and to image-based convolutional net-
work taggers using only calorimeter information for mod-
erately boosted top quarks [20]. Figure 3 shows that the
new tagger is competitive with either of these alterna-
tive approaches. To understand the physics behind the
machine learning we have confirmed that the Minkowski
metric related to a mass drop condition indeed drives the
signal and background distinction.

Finally, we have used our tagger on particle flow ob-
jects, combining calorimeter and tracker information at
their respective full experimental resolution. We have
found that while for moderately boosted top quarks the
performance gain from the tracker is negligible, it makes
a big di↵erence for strongly boosted top quarks.

The coverage of the full transverse momentum range
and the possibility to include b-tagging through the track-
ing information should make the DeepTopLoLa tagger
an excellent starting point to employ machine learning
as the standard in ATLAS and CMS subjets analyses.
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All events are passed through the fast detector sim-
ulation Delphes3 [27], with calorimeter towers of size
�⌘⇥�� = 0.1⇥5� and an energy threshold of 1 GeV. We
cluster these towers with FastJet3 [28] to anti-kT [29]
jets with R = 1.5. This defines a smooth outer shape
and a jet area of the fat jet. The fat jets have to ful-
fill |⌘

fat

| < 1.0, to guarantee that they are entirely in the
central part of the detector and to justify our calorimeter
tower size. For signal events, we require that the fat jet
can be associated with a true top quark within�R < 1.2.
Unlike in our earlier study we do not re-cluster the anti-
kT jet constituents, because we eventually include track-
ing information and do not focus on a comparison with
QCD-inspired taggers [20].

We then consider the two standard ranges

pT,fat = 350 ... 450 GeV

pT,fat = 1300 ... 1400 GeV . (8)

In Fig. 2 we show the number of calorimeter-based 4-
vectors kµ,i as well as their ordered mean transverse mo-
mentum for the soft and hard fat jet selections of Eq.(8).
For the soft and hard selections we have tested values
up to N = 60 and find the using the leading N = 20
calorimeter constituents essentially saturates the tagging
performance. The remaining entries will typically be
much softer than the top decay products and hence carry
little signal or background information from the hard pro-
cess.

For the softer fat jets we use 180,000 signal and 180,000
background events to train the network, 60,000 events
each for tests during training, and 60,000 events each
to estimate the performance. For technical reason the
harder fat jets rely on a 10% smaller sample.

The network is trained using Keras [30] with the
Theano [31] back-end, theAdam optimizer, and a learn-
ing rate of 0.001. Training terminates either after 200
epochs or when the performance on the test sample does
not improve for five epochs, typically after several tens
of epochs.† We independently train five copies of the
network, and compare their performances on the inde-
pendent validation sample.

Because of a long history of tests and applications on
data, top taggers are especially useful to establish the
performance of machine learning tools. In Fig. 3 we
compare our DeepTopLoLa tagger to earlier bench-
marks for the softer of the two selections in Eq.(8): a
BDT of a large number of QCD-inspired observables and
the image-based DeepTop tagger [20]. As long as we
only include calorimeter information we cannot expect

†
Using this setup, the training for the softer fat jets takes less than

15 minutes in total on a Tesla K80 using a p2.xlarge computing

instance on Amazon Web Services.

Figure 3. ROC curve for the new DeepTopLoLa tag-
ger, compared to the QCD-inspired MotherOfTaggers
and the image-based DeepTop tagger [20]. In all cases we
only use calorimeter information for soft fat jets, pT,fat =
350 ... 450 GeV.

the new method to significantly improve over these two
approaches. On the other hand, the much faster, more
flexible, and physics-motivated LoLa-based DNN easily
matches the convolutional network approach.

Learning the Minkowski metric — a technical chal-
lenge related to the Minkowski metric is that it combines
two di↵erent features: two subjets are Minkowski-close if
they are collinear or when one of them is soft (ki,0 ! 0).
Because these two scenarios correspond to di↵erent, but
possibly overlapping phase space regions, they are hard
to learn for a DNN.
To see how our DeepTopLoLa tagger deals with this

problem we turn the problem around and ask the ques-
tion if the Minkowski metric is really the feature distin-
guishing top decays and QCD jets. To this end, we define
the invariant mass m(k̃j) and the distance d2jm in Eq.(6)
with a trainable diagonal metric and find

g = diag( 0.99± 0.02, (9)

� 1.01± 0.01,�1.01± 0.02,�0.99± 0.02) ,

where the errors are given by five independently trained
copies. It is crucial for our physics understanding [32]
that the distinguishing power of theDeepTopLoLa tag-
ger is indeed the same mass drop [1] which drives many
QCD-based top taggers [6, 7] and the image-based top
tagger [20].

Tracking — a standard criticism of the jet image ap-
proach is that the pixelled image removes information
from the original jet. For the calorimeter information
alone this is not the case, because the image pixels are
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Other Ideas
• Only covered works targeting top tagging


• Many other interesting ideas out there


• QCD-Aware Recursive Neural Networks for Jet Physics (1702.00748) 

• Classification without labels: Learning from mixed samples in high energy physics 
(1708.02949) 

• Pileup Mitigation with Machine Learning (PUMML) (1707.08600) 

• CaloGAN: Simulating 3D High Energy Particle Showers in Multi-Layer 
Electromagnetic Calorimeters with Generative Adversarial Networks (1705.02355) 

• …



Conclusions
• Tasting menu of boosted top taggers


• QCD Inspired variables:


• Mass: Trimming / mMDT / Softdrop


• Prongs: n-subjettiness / ECFs


• Inclusive Taggers:


• HEPTopTagger, HOTVR, Shower 
Deconstruction, BEST


• Deep learned:


• Fully connected, Images, LSTMs, LoLa



The End.

Thank you
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A Very Simple Network
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y = f(f(x1)w1 + f(x2)w2)

f(x) = ⇥(x) · x



How do networks learn?
• Backpropagation + Gradient descent

• Pass input (x1, x2) to ANN

• Calculate output (y) and difference to true value (  )  
This is the loss function L

• Find gradient of loss function with respect to weights 

• Use gradient to find new weights

30

L(y, ŷ) = (y � ŷ)2

w0
i = wi + ↵ · @L

@wi

ŷ


