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• During these days in Wuhan I had the great chance to talk and work together with you in 

the labs every day

• Many of you didn’t know much about Deep Learning but wanted to learn and apply it to 

your research problem

• This talk ( I hope!) will give you the insight I would have liked to have when starting!

• We don’t like black boxes.

• Full of hands-on recipes
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Introduction



• Artificial Intelligence was already born in 1950 from a group of experts
aiming to make computers “think”

• This includes what was later called Machine Learning and Deep Learning, 
but also system that do not actually learn.
• First chess computer programs: symbolic AI

• Computer scientist had to program the different rules
• This works nicely for problems were the rules are clear but…

• What about problems that humans solve by intuition?
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A bit of history



• The Machine Learning approach arises when trying to answer a series of 
questions:

• Can a computer go beyond what we know how to order (code)?

• Can it really learn a given task its own way?

• Can it even surprise us?

• Instead of having people codifying the rules…

• Can it learn by looking at data?
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The learning



Types of Learning: Supervised Learning
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 In supervised learning, one has a full set of labelled data:
• Each example in the training dataset is tagged with the answer the algorithm should

come up with on its own.
• A labelled dataset of flower images would tell the model which photos were of roses or

daisies.
 There are two main areas where supervised learning is useful:

• Classification problems
• Regression problems.

Photo Credit: https://blogs.nvidia.com

Perfectly labelled datasets aren’t easy to come by. 

https://blogs.nvidia.com/
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Types of Learning: Unsupervised Learning

Sometimes researchers are asking the algorithm questions they don’t know the answer to. 
In unsupervised learning:

A deep learning model is handed a dataset without explicit instructions on what to do 

with it. 

The training dataset is a collection of examples without a specific desired outcome or 

correct answer. 

The algorithm attempts to automatically find structure in the data by extracting useful 

features and analysing its structure.
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Clustering:
 Without being an expert ornithologist, it’s possible to look at a 

collection of bird photos and separate them roughly by species, relying 
on cues like feather color, size or beak shape.

 Unsupervised learning looks for training data that are similar to each 
other and groups them together.

Anomaly detection: 

 Banks detect fraudulent transactions by looking for unusual patterns in 

customer’s purchasing behaviour. If the same credit card is used in 

California and Denmark within the same day, that’s cause for suspicion. 

 Unsupervised learning can be used to flag outliers in a dataset.

Types of Learning: Unsupervised Learning



Learning for interacting with the environment
• Agent: The component that makes the decision of what action to take

• Environment: Models the dynamics with which the agent interacts

• Reward (positive or negative): The agent’s sole objective is to maximize the total
reward it receives in the long run

• Value Function: total amount of reward an agent can expect to accumulate over the
future, starting from that state
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Types of Learning: Reinforcement Learning



9

In this talk: Focus on Supervised Learning



The base for Machine Learning and Deep Learning is to transform data in a meaningful
way allowing us to solve a problem

What is a representation? 

Another way of looking at data

A difficult problem in one representation can become trivial in another one
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Representations
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Representations
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Representations
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Representations



We have been able to find a new representation
where our initial problem is much easier to solve!
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Representations



How do computers see?
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Machine Learning/Deep Learning describe an automatic search system to find
the best representation for a given problem

We have just defined the coordinate change “by hand” but…what about doing it:

- In a systematic way
- Trying several different coordinate changes
- Using as feedback the percentage of data points that we are correctly

classifying

Automatic learning
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• “Deep” in Deep Learning doesn’t refer to a greater understanding of data but to being able
to learn more and more meaningful consecutive representation layers

• The number of layers in a model is known as the depth of the model

• More layers mean more representations

Why Deep?



• Deep Learning offers a greater performance in general

• With Deep Learning the problem resolution is much easier since it automatizes one of the
major problems in Machine Learning: Feature Engineering

• The previous Machine Learning techniques transformed data only in one or two different
representations, usually through non linear projections (SVMs) or Decision Trees.

• This meant that in order to fully exploit a dataset one had to extract previously some
features from the data that could be useful for the classification

• With Deep Learning the features are learnt on the fly without needing to do a previous
preprocessing “by hand”

• The features are learnt at the same time: all the parameters are updated simultaneously
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Why Deep Learning is different?
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The main ideas behind Deep Learning were already understood in 1989.

So…Why now?
The main reasons are:

Hardware:
 Between 1990 and 2010 the CPUs became approximately 5000 times faster
 GPUs development: One GPU can substitute massive clusters of CPUs in highly parallelizable tasks (i.e matrix 
multiplications)

Datasets and benchmarks:
 Besides the huge improvements in data storage, the real change came hand in hand with Internet, making possible
to collect and distribute big datasets in an easy and efficient way.

Advance in algorithms*:
Better activation functions
Better weights initialization
Better optimization schemas ( such as RMSProp and Adam optimization)

* These advances were not possible till the improvements in hardware were achieved and accesible datasets were available

Why now?
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Why now?

1996 2018



Neural Networks

• In Deep Learning these “layered representations” are almost always learnt using a
model called Neural Networks.

• The state of the art in computer vision includes a Neural Network model called
Convolutional Neural Networks (ConvNets)
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Why Neural?

z=WTx+b s(z)



Logistic regression: Gradient descent
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Gradient descent
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Logistic regression: Loss function

• If y=1     𝐿(𝑦, ො𝑦) = - log ො𝑦 : minimize 𝐿(𝑦, ො𝑦)maximize ෝ𝑦

• If y=0     𝐿(𝑦, ො𝑦) = - log (1 − ො𝑦) : minimize 𝐿(𝑦, ො𝑦)minimiz𝑒ෝ𝑦
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𝐿(𝑦, ො𝑦) = - (𝑦 log ො𝑦 + (1- 𝑦) log (1- ො𝑦))



Multiple classification: Softmax regression

• Logistic regression generalization

• Instead of classifying only two categories allows to classify in many

• The output layer has the same number of units than categories we
want to classify into

26

X ො𝑦
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X ො𝑦

P(category=0|x)

Z[L]=W[L]a[L-1]+b[L]

Softmax activation function: 𝑔𝑖 𝑧
𝐿 =

𝑒𝑧𝑖
[𝐿]

σ𝑗 𝑒
𝑧
𝑗
[𝐿]

Peculiarity: 
Takes as input the whole z[L]

Example: z[L]  =
3

−2
6

𝑔0 𝑧 𝐿 = 
𝑒3

𝑒3+𝑒−2+𝑒6
= 0.047

𝑔1 𝑧 𝐿 = 
𝑒−2

𝑒3+𝑒−2+𝑒6
= 0.0003

𝑔2 𝑧 𝐿 = 
𝑒6

𝑒3+𝑒−2+𝑒6
= 0.952

a[L]  =
0.047
0.0003
0.952

a[L]  =   
0
0
1

HardmaxSoftmax

Multiple classification: Softmax regression



Multiple classification: Loss function
• For the logistic regression problem:

• For the multiple classification we will be using a more general version

Example:      y = 

0
1
0
0

= cat ො𝑦 =  

0.3
0.2
0.1
0.4

𝐿(𝑦, ො𝑦) = -log ෝ𝑦2

If we want 𝐿(𝑦, ො𝑦) to be as small as possible, means that log ෝ𝑦2 (and thus ෝ𝑦2) must be as big as 
possible
Minimize 𝐿(𝑦, ො𝑦) maximize the probability for the right category
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𝐿(𝑦, ො𝑦) = - (𝑦 log ො𝑦 + (1- 𝑦) log (1- ො𝑦))

𝐿(𝑦, ො𝑦) = - σ𝑗 𝑦𝑗 log ෝ𝑦𝑗 Cross-Entropy

𝐶𝑜𝑠𝑡 =
1

𝑚


𝑖=1

𝑚

𝐿(𝑦𝑖 , ො𝑦𝑖)
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Logistic regression: Gradient descent



Deep Neural Networks

30



31

What activation function to use?

z

s(𝑧) =
1

1 + 𝑒−𝑧

𝑔(𝑧) = tanh(𝑧)
z

𝑔′(𝑧) = 1 − tanh 𝑧 2

s

tanh

s′ 𝑧 = s(𝑧) (1 - s 𝑧 )
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s′ 𝑧 = s(𝑧) (1 - s 𝑧 ) 𝑔′(𝑧) = 1 − tanh 𝑧 2

What activation function to use?
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𝑔′(𝑧) = 1 − tanh 𝑧 2

The value of the derivative is greater for tanh(z)  Learning should be fastest

In the case of the sigmoid the maximum value of the
derivative is 0.25

For a many layer Neural Network, one has to multiply
several times very Little numbers Vanishing Gradient

One cannot do DEEP Learning using sigmoids in the
hidden layers

tanh(z) works better (max =1) but drops very fast

What activation function to use?



New activation functions
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z

ReLU

a

z

Leaky ReLU

a
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z

ReLU

a

Advantages: We avoid the vanishing gradient problem since the derivative is 1 for x > 0
Disadvantages: Not differentiable On a practical level it doesn’t matter, we will never have exactly 0

New activation functions

z

Leaky ReLU

a



Activation functions recipe

• Use ReLU (or leaky ReLU) for the hidden layers ReLU

• Use tangh o sigmoid only in the last layer for binary classification

• Use softmax in the last layer for multiple classification

• For regression you can use either a ReLU or no activation function in the

last layer

36



Deep Learning: iterative process

• Number of layers

• Number of units in each layer

• Learning rate

• Activation functions

…

37

CODE

IDEA

EXPERIMENT

Hyperparameters



Datasets
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Training set Dev set Test setDATA

• Train on the Training Set using different models (hyperparameters)
• Test them in the Development Set and choose the model giving best results
• Once the model is chosen, test on the Test Set to get un unbiased idea of how well this

model works

Before Big Data:  70% (train) / 30% (test) 
60% (train) / 20% (dev) / 20% (test)  

Big Data:  98% (train) / 1% (dev) / 1% (test)  

~10.000

~1.000.000

10000!



Variance/Bias

Unfortunately, it is not easy to represent high dimensionality problems (such
as images) to see by eye which is the best separation among categories

39

High bias
(underfitting)

High variance
(overfitting)

“OK”
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Variance/Bias

y=0 y=1

Train set error 1% 15% 15% 0.5%

Dev set error 11% 16% 30% 1%

High variance High bias High bias
High variance

Low bias
Low variance

Human error~ 0%

Optimal error (Bayes error)
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High variance/High bias
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Recipe

High bias?
(training data performance)

• Bigger network
• Longer training (more epochs)
• Search for another NN architecture

High variance?
(dev set performance)

• More data
• Regularization
• Search for another NN architecture

Yes

Yes

No

No



Regularization: dropout
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0.5 0.5 0.5

• Simplify the network
• Avoid over specialization

The network cannot depend only on a certain
input to give the final result

Avoid overfitting: much better performance in training than in testing



Regularization: Data Augmentation
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Xavier weights initialization (sigmoid and tanh)
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"Delving Deep into Rectifiers: Surpassing Human-Level Performance on ImageNet 

Classification“

Weight initialization

𝑧 = 𝑤1𝑥1+ 𝑤2𝑥2+ 𝑤3𝑥3+ …+ 𝑤𝑛𝑥𝑛

var(Z) = var(X)  With ReLU, to fulfill this: 

W[l]  = np.random.randn(shape)* np.sqrt (2/n[l-1] )

"Understanding the difficulty of training deep feedforward neural networks"

He weights initialization (ReLU)

https://arxiv.org/pdf/1502.01852v1.pdf
http://proceedings.mlr.press/v9/glorot10a/glorot10a.pdf


Stochastic, Mini-batch y Batch
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Mini-Batch gradient descent:Stochastic gradient descent Batch gradient descent:

The parameters are updated for
every sample.

Can have convergence
problems.

The parameters are updated
for each batch. The number
of samples in the batch must
be chosen by the user.

The parameters are updated
after checking all the samples
in the dataset



How to choose the size of the minibatch?

47

 If you have a big sample

 Typical size for the mini-batch: 64, 128, 256…1024

 Due to the way in which the memory access work, it usually works better if this is a 
power of 2 (2n)

 You must make sure that you mini-batch enters in the CPU/GPU memory

 Mini-batch size is another hyperparameter: one must try several and decide which work
the best

 If you have a small sample : use Batch Gradient Descent



Weighted Moving Average
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 If you want to calculate the Weighted Moving Average of the temperature

Vt=bVt-1 + (1-b)qt

Vt is like averaging the temperature of the last
1

1−b
days

b = 0.9   ~   10 days

b = 0.98 ~ 50 days

b = 0.5 ~ 2 days

Big b value  Bad adaptation to abrupt changes since previous temperature is more important than the
current one (latency)

Small b value Easier to be influenced by “atypical” values (outliers)



49

b = 0.9   ~   10 days

b = 0.98 ~ 50 days

b = 0.5 ~ 2 days

Weighted Moving Average
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Gradient Descent with momentum

 Using the Weighted Moving Average of the gradients to update the weights

 It Works almost always better than the mini-batch only

Oscillations don’t allow you to take a big learning rate 𝛼

Faster learning Slower learning

We calculate 𝑑𝑊 𝑦 𝑑𝑏

𝑣𝑑𝑏 = 𝛽𝑣𝑑𝑏 + 1 − 𝛽 𝑑𝑏

𝑊 = 𝑊 − 𝛼𝑣𝑑𝑊

For each mini-batch iteration

𝑏 = 𝑏 − 𝛼𝑣𝑑𝑏

𝑣𝑑𝑊 = 𝛽𝑣𝑑𝑊 + 1 − 𝛽 𝑑𝑊
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Gradient Descent with momentum

 Hiperparameters: a y b

 Usually b=0.9 (~ last 10 gradients)

 You can try and see if some other value works better



Other optimizers

52

 Many of the optimization algorithms do not generalize well

 Some of the fews that were able to make it vs the gradient descent with
momentum:

RMSProp

Adam Optimization



RMSProp
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Faster learning Slower learning

𝐶𝑎𝑙𝑐𝑢𝑙𝑎𝑡𝑒 𝑑𝑊 𝑦 𝑑𝑏

𝑠𝑑𝑏 = 𝛽𝑠𝑑𝑏 + 1 − 𝛽 𝑑𝑏2

𝑊 = 𝑊 − 𝛼
𝑑𝑊

𝑠𝑑𝑊 + e

In each mini-batch iteration:

𝑠𝑑𝑊 = 𝛽𝑠𝑑𝑊 + 1 − 𝛽 𝑑𝑊2

𝑏 = 𝑏 − 𝛼
𝑑𝑏

𝑠𝑑𝑏 + e

small

big

We manage to regulate the oscillation It allows us to use bigger 𝛼



Adam
We put together

Gradient descent with momentum

Gradient descent with RMSProp

Adam* Optimization

*Adaptive Moment estimation
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Adam Optimization

55

vdw=0, sdw=0, vdb=0, sdb=0

For each mini-batch iteration:

We calculate dW, db

𝑣𝑑𝑏 = 𝛽1𝑣𝑑𝑏 + 1 − 𝛽1 𝑑𝑏
𝑣𝑑𝑊 = 𝛽1𝑣𝑑𝑊 + 1 − 𝛽1 𝑑𝑊

𝑠𝑑𝑏 = 𝛽2𝑠𝑑𝑏 + 1 − 𝛽2 𝑑𝑏
2

𝑠𝑑𝑊 = 𝛽2𝑠𝑑𝑊 + 1 − 𝛽2 𝑑𝑊
2

Momentum

RMSProp

𝑊 = 𝑊 − 𝛼
𝑣𝑑𝑊
𝑠𝑑𝑊 + e

𝑏 = 𝑏 − 𝛼
𝑣𝑑𝑏
𝑠𝑑𝑏 + e



Adam Optimization
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Hyperparameters:

a : you can tune it

b1: 0.9

b2: 0.999

e: 10-8

Original Adam paper recommendation



Hyperparameter tuning
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 Learning rate a

 b

 b1, b2, e…

 Number of layers

 Number of neurons in hidden layers

 Minibatch size

…etc
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https://github.com/laramaktub/InfieriSchool

https://github.com/laramaktub/InfieriSchool


• Introduction to neural networks: logistic regression

• Loss functions

• Which activation function to choose

• Regularization: dropout, data augmentation….

• Different Optimization Methods

59

Till here…



Convolutional Neural Networks
• The ConvNets have brought a revolution to the Computer Vision Field
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Classification

Object detection
Style transfer

Reference points extraction



Dense vs Convolucionals

The main differences between a dense neural network and a
convolutional neural network:

• The dense network learn global patterns in the input features space.
In the case of images they use all the pixels in the image.

• The convolutional neural networks learn local patterns. In the case of
the images the patterns are found using small 2D windows (filters)
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Main characteristics of the ConvNets

• The learnt patterns are translation invariant:
• If they recognize some pattern in the top right corner of an image, the ConvNet will

find it in any other place.

• A dense neural network would have to learn the pattern again it this appears in a 
different position.

For this reason, the ConvNets:

• Very efficient processing images

• Less images are needed for training since they have a greater generalization power
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 They can learn the spacial jerarchy of the images:

 The first convolutional layer will learn to extract corners, lines, points, intersections
basic geometrical units.

 The second convolutional layer will combine them into more complex concepts.
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Convolutional Layer



Mutiplication and additions = (50*30) + (50*30) + (50*30) + (20*30)+(50*30) = 6600

64

Convolutional layer



Multiplication and additions= 0

65

Convolutional layer
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Convolutional layer

Feature mapFilter 5x5

Black and white image



Characteristic hierarchy
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Hubel & Wiesel Experiment
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Two things in common with the networks used in Computer Vision:
 Neurons (filters) specialized in different orientations (representations)
 Growing complexity to create the final representation
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Hubel & Wiesel Experiment



Pooling layer

• The pooling layer helps to reduce the dimensionality of the feature maps

• The pooling does not learn any parameters
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=

Padding
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Padding

Output: 6x6

=



Putting everything together
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Fully connected network
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Feature visualization of convolutional net trained on ImageNet from [Zeiler & Fergus 2013]

The representations in a ConvNet
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Why the convolution?
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5x5x3+1=76 parameters per filter
76x6 filters =456 parameters

Why the convolution?
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Why the convolution?

With a fully connected:

3072x4704  =14.5 millions of parameters

5x5x3+1=76 parameters per filter
76x6 filters =456 parameters
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Why so few parameters?

With only 9 parameters we get 16 values and go over the whole image

Parameter sharing: 

If you find an optimal filter (i.e vertical features) it will be useful for the whole image

Connections sparsity: 

To calculate each of the values in the feature map we only need a few 
values in the image
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Connections sparsity: 

To calculate each of the values in the feature map we only need a few 
values in the image

With only 9 parameters we get 16 values and go over the whole image

Parameter sharing: 

If you find an optimal filter it will be useful for the whole image

Why so few parameters?



Panda vs Caviar
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You baby sit one single model

You don’t have many resources You have many resources

You train several models and see which is the best



Transfer Learning
• One of the most interesting ideas in Deep Learning is that one can take

advantage of an already trained network

• Imagine you have a network that classifies generic images (i.e image.net)

• One can remove the last layer, its weights and create a new layer with random
weights

81

Image
classification

Medical 
Diagnosis



• We retrain the network using the new dataset with medical images

• If one has few medical images: one can only the last layer weights (and fix the
others)

• If you have enough images one can retrain all the weights in the NN

 fine tuning
82

Image
classification

Medical 
Diagnosis

Transfer Learning



Transfer A  B

• When A and B have the same kind of input

• When you have much more data in A than in B

• If the low level features of B are also useful in A

83

When to apply transfer learning?



• Several already built-in architectures

84

On the shoulders of giants
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https://arxiv.org/pdf/1708.07034.pdf

Events classification

See slides here

Where are they used?

https://arxiv.org/pdf/1708.07034.pdf
https://indico.cern.ch/event/742793/contributions/3274301/attachments/1822584/2981871/bertacchi_deepcore_ConnectingTheDots.pdf
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https://cs.stanford.edu/people/karpathy/deepimagesent/

Automatic description of Images
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Where are they used?
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Images Style Transfer

Artistic Style Transfer (2015). arxiv.org/abs/1508.06576 & https://deepart.io

https://arxiv.org/abs/1508.06576
https://deepart.io/
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Video Style Transfer



• Humans don’t start their thinking from scratch every second.

• One of the problems in the tradicional Neural Networks is that they
cannot emulate the persistency Sequential Models (RNN, LSTM…)

• A Recurrent Neural Network (RNN) can be thought of as multiple copies
of the same network, each passing a message to a successor.

90

Sequential Models
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•Speech recognition: Input: audio clip -> Output: text

•Music generation: Input: integer referring to genre (or an empty set) -> Output: music

•Sentiment classification: Input: text -> Output: ratings

•DNA sequence analysis: Input: DNA (alphabet) -> Output: label part of the DNA sequence

•Machine translation: Input: text -> Output: text translation

•Video activity recognition: Input: video frames -> Output: identification of the activity

•Name entity recognition: Input: sentence -> Output: identify people within it.

Sequential Models



• Two neural networks with different goals
• Generator

• Discriminator

• The discriminator aims to detect when
an image is fake

• The generator aims at creating a fake
image to fool the discriminator

• The learning is a zero-sum game of the
loss functions for both networks
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Generative Adversarial Networks

Image credit: Thalles Silva

https://medium.freecodecamp.org/an-intuitive-introduction-to-generative-adversarial-networks-gans-7a2264a81394
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GAN for realistic faces generation
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Drug Discovery
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http://www.lherranz.org/2018/08/07/imagetranslation/

Cycle horse-zebra-horse Cycle zebra-horse-zebra

The total loss function is going to be the combination of the four loss functions

Image to Image Translation: Horses to Zebras

http://www.lherranz.org/2018/08/07/imagetranslation/
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Image to Image Translation



Each pixel in the image belongs to a certain category (car, moto, pedestrian, tree…)
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Self Driving Cars



An attacker who knows the recognition system can calculate noisy
pattern to mess with its recognition capacity
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Vulnerabilities in vision systems

Goodfellow et al., "Explaining and harnessing adversarial examples", ICLR 2014



Infrared light
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Avoid Face Recognition

https://arxiv.org/abs/1803.04683https://cvdazzle.com/

Hair style and make up
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Frameworks for Deep Learning



• The DEEP Hybrid DataCloud project aims to support intensive computing
techniques that require specialized HPC hardware, like GPUs or low-latency
interconnects, to explore very large datasets.

• Under the common label of DEEP as Service, the project provides a set of
building blocks that enable the easy development of applications requiring
cutting-edge techniques such as Deep Learning

• Do you have a use case? You can contact me: lloret@ifca.unican.es
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DEEP Hybrid Datacloud

This project has received funding from the European Union’s Horizon 2020 research and innovation programme under grant agreement No 777435.

https://deep-hybrid-datacloud.eu/
mailto:lloret@ifca.unican.es


• We have just seen a brief Introduction to Deep Learning covering its main aspects: types of 

learning, neural networks, ConvNets…

• Many of the current state-of-the-art application have been shown

• This is a very powerful tool:

• Many problems have been already solved in very different topics

• You can try to adapt some given solution to your particular problem: just get started and play with the data!
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Summary

I encourage all of you to further explore these techniques!



Thank you!
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Classifying hand-written numbers

https://github.com/laramaktub/InfieriSchool

https://github.com/laramaktub/InfieriSchool
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And meanwhile in the media…


