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In natural theories, this would be cut off at 
TeV scale by NP => top partners!
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> Optimized for T→tZ with Z→νν as one of legs

single isolated muon (electron) p
T
 > 28 GeV

≥ 4 small-R (AK4) jets p
T
 > 120,80,50,25 GeV                 

   of which ≥ 1 b-tagged
large MET > 300 GeV

TT → tZ + x
ATLAS  13 TeV 2015+2016

1705.10751

> Counting experiment in signal region
   ≥ 2 large-R (AK10) jets 
      p

T
 > 200 GeV, m > 80,60 GeV

   large MET > 350 GeV

   transverse mass cuts 
      rejecting tt and W+jets

> Normalization of tt and W+jets 
background obtained via fit in 
control regions

Modelling monitored in independent 
validation regions via MET and 

transverse mass m
T

W distributions 

   

> Excluding T masses
   T→ tZ (100%)  <  1.16 TeV
   singlet  <  0.87 TeV
   doublet  <  1.05 TeV
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Single T→tZ
CMS  13 TeV 2016

1708.01062

Limits using reconstructed mass m
tZ
 from top and 

Z candidates as function of T mass and width

> Finite T width taken into account (up to 30%)

> Selection: 2 OS leptons compatible with Z boson 
decay, ≥1 b-jet, 10 categories based on lepton 
flavor, top candidates (fully merged, partially 
merged, resolved), #forward jets |η| > 2.4

Resolved top

Also interpretation for resonance Z'→Tt→tZt
excluded σ x BR below [0.13,0.06] pb                
   for Z' = [1.5,2.5] TeV and T = [0.7,1.5] TeV

Robust production at LHC. Generally decay to tops + …



Limits on stops

Strongest limits are above 1 TeV already…

See Juan Gonzalez’s talk for all the latest details…



Limits on VLQs
J. Pilot, IC
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Summary
‣ Many more results available that could 

not be covered here 

‣ CMS has an extensive program of VLQ 
searches 
‣ Single and pair production 
‣ Standard and exotic charges 
‣ Light quark couplings 

‣ Most analyses based on 2016 dataset 
[~36 fb-1] are public 
‣ Benefit from increase in energy 

from Run 1 to Run 2 
‣ Mass exclusions up to~1.3 TeV 
‣ Single VLQ production cross 

sections probed to < 1 pb!
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1.3 TeV

0.4 pb

See Leonid Serkin’s talk for all the latest details…

Strongest limits are above 1 TeV already…



SUSY naturalness
Limits are placing strong pressure on solutions to the hierarchy problem…

Vanilla SUSY (flavor-degenerate squarks, R-parity, …) is more than 1% fine-tuned, 
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Figure 2: Limits on the “vanilla” SUSY model withm
H̃

= µ = 300 GeV as a function of the gluino and

the degenerate squarks masses. The combined limits for µ = 100 GeV are virtually indistinguishable

and we do not show them. All limits are conservative as they already include a factor of 1.5 e�ciency

reduction to account for possible recasting errors. The nominal limits without recasting uncertainty

are shown in dashed blue. The gray shaded area was already excluded by 8 TeV searches (using the

framework of Refs. [84, 85, 9]). The shaded green regions with dashed lines show the �  10 naturalness

bound on the gluino and stop masses for ⇤ = 20 and 100 TeV.

rich. Below the diagonal, where mq̃ < mg̃, the gluino decays to all flavors of squarks

with nearly equal branching ratio. This reduces the jet multiplicity and the number of

b-jets on average, significantly weakening the limits from the searches that require these

signatures.

4.2 E↵ective SUSY

We show the limits on the E↵ective SUSY model (with 1st/2nd generation squarks

decoupled to 5 TeV) in Fig. 3: gluinos below 1.8 TeV are excluded while limits on direct

stop production are at 900 GeV, significantly raising the previous 8 TeV limits.

Again, we see that the strongest constraints are set by searches targeting large MET,

in this case the ATLAS b’s+MET and the CMS jets+MET searches. While we did not

reinterpret the many dedicated stop searches from ATLAS and CMS for this study, as can

be seen, the general SUSY searches are very powerful, excluding stops nearly up to 1 TeV.

Indeed, from the CMS o�cial summary plot [86], one sees that the general purpose CMS
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Other, more challenging flavors 
of SUSY can still accommodate 
better than 10% tuning.
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Figure 5: Limits on the E↵ective RPV SUSY model with µ = 100 GeV (left) and 300 GeV (right) as

a function of the gluino and the stops and left-handed sbottom masses. All other conventions are as in

Fig. 2.

4.5 Summary of results and further implications

In the previous sections we have excluded a wide range of gluino, squark and stop masses

for a variety of natural SUSY models, and understood the implications for fine-tuning. In

Fig. 6, we further apply the calculations of [22] in order to show the minimum amount of

tuning� compatible with a given messenger scale ⇤, for each of the natural SUSY models

we consider in this paper. (Qualitatively, these curves can be understood/extrapolated

from the results shown in the previous subsections, using the LL formulas (1.2)-(1.4).)

As can be seen, even with our most optimistic scenario (E↵ective SUSY with RPV decay

of higgsinos), the scale ⇤ must be less than 100 TeV for �  10. It should be noted

that other choices of “acceptable” levels of fine-tuning allow higher messenger scales.

For example every scenario we have considered (except perhaps vanilla SUSY) is only

tuned at the percent-level or better, even with messengers at the GUT scale.

Aside from naturalness considerations, the individual recasted limits on each super-

partner are noteworthy as they cannot always be obtained from the ATLAS and CMS

summary plots (this is particularly true for the RPV/HV/Stealth cases, where the AT-

LAS RPV and 8-10 jets searches do not consider squark simplified models). For this

reason, in Table 2 we summarize the asymptotic limits on each colored superpartner

(gluinos and either mass degenerate squarks or third-generation squarks); these limits
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If SUSY is fully natural, it won’t be what we expected…
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Composite Higgs naturalness

Composite Higgs

• Strongly coupled theory, so harder to quantify precisely…

• … but Higgs coupling measurements imply irreducible (v/f)2 ~ 10% tuning

• … and direct searches for top partners will become competitive only in the HL-LHC era
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Figure 1: Estimate of the LHC direct exclusion bounds on the top partner masses in two simplified
e↵ective scenarios with a light SO(4) fourplet (left) and a light singlet (right) [9]. The dashed
lines show an estimate of the minimal amount of tuning �. The striped region in the right plot
corresponds to the indirect bounds from deviations in the Vtb matrix element.

As we mentioned the top and its partners give rise to the leading contribution to the Higgs
potential through radiative e↵ects. The size of the Higgs mass term is controlled by the typical
mass of the top partners (roughly coinciding with the mass of the first complete SO(5) representation
of states). Light top partners are thus needed to reduce the fine tuning [6,7]. The amount of tuning
can be easily estimated through eq. (1) identifying ⇤IR with the top partners mass. Notice that
this is a only a lower bound on the fine-tuning, since in several models peculiarities of the structure
of the Higgs potential require additional cancellations [7].

Top partners can be copiously produced at hadron colliders since they are colored objects. For
low masses the dominant production channel is QCD pair production, whose cross section only
depends on the resonance mass. This channel can thus be used to extract model-independent
bounds on top partners. An additional production channel is single production in association with
a top or a bottom quark. This channel crucially depends on the EW gauge couplings that mix the
SM quarks with the composite partners and is thus model-dependent [8]. It is more relevant for
high partner masses, since its cross section decreases more slowly than pair production.

To give an idea of the LHC reach on top partners we show in fig. 1 some projections for the
bounds on typical top partners multiplets at the 13 TeV LHC [9] (updated bounds can be found
in [10]). Current bounds from pair production are of order 1.2 TeV, basically independent of the
top parter quantum numbers. Single production bounds instead are more sensitive to the details of
the model. In the plots we also show the estimates of the minimal amount of fine-tuning obtained
from eq. (1). One can see that configurations with relatively low tuning (⇠ 10%) are still allowed at
present, whereas the end of the LHC program will test parameter space points up to ⇠ 1% tuning.

In miminal CH scenarios, such as the holographic MCHM constructions [4], the mass of the
lightest top partners can be directly related to the compositeness scale f , corresponding to the
Goldstone Higgs decay constant [6]. In this case the bounds from top partners direct searches
can be translated into a lower bound on f . Current exclusions correspond to f & 800 GeV (or
⇠ = v

2
/f

2 . 0.1, where v = 246 GeV is the Higgs VEV), while the end of the LHC program could
push the bound to f & 1.1 TeV (⇠ . 0.05) [9].

3 Top Couplings

The CH set-up gives rise to peculiar deviations in the Higgs and top couplings. The main e↵ects
are the modification of Yukawa and gauge interactions and the presence of 4-top e↵ective operators.

2
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Assumptions: background, signal efficiencies unchanged, cross section controlled by parton luminosity 
divided by m2. (cf. Salam & Weiler http://collider-reach.web.cern.ch/collider-reach/)

Relative to previous 8 TeV limits, we’ve probed only a third of the 
eventual gluino reach, although future progress will be slower.
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More potential for rapid progress in max stop reach...

(parton luminosity ~ e-a m  => reach Δm ~ 1000 GeV across a wide range of m!)
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In addition to the feeling that naturalness is under siege, there is also 
recognition that the progress will slow down drastically from this point on…
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Harder

Cascade decays to light neutralinos (as is expected from natural SUSY) with 
RPV can result in highly boosted resonances (fat jets).

Current limits from multijet searches are weakened in this regime, for various 
reasons:

• the merging jets lead the event to fail the Njet threshold

• there is a hard cut on fat jet mass
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Figure 1: Diagrams for the benchmark processes considered for this analysis. The black lines represent Standard
Model particles, the red lines represent SUSY partners, the grey shaded circles represent e�ective vertices that
include o�-shell propagators (e.g. heavy squarks coupling to a �̃0

1 neutralino and a quark), and the blue solid
circles represent e�ective RPV vertices allowed by the baryon-number-violating �00 couplings with o�-shell
propagators (e.g. heavy squarks coupling to two quarks). Quark and antiquark are not distinguished in the
diagrams.

2 ATLAS detector

The ATLAS detector [25] covers almost the whole solid angle around the collision point with layers
of tracking detectors, calorimeters and muon chambers. The inner detector, immersed in a magnetic
field provided by a solenoid, has full coverage in � and covers the pseudorapidity range |⌘ | < 2.5.1 It
consists of a silicon pixel detector, a silicon microstrip detector and a transition radiation straw-tube
tracker. The innermost pixel layer, the insertable B-layer, was added between Run-1 and Run-2 of
the LHC, at a radius of 33 mm around a new, thinner, beam pipe [26]. In the pseudorapidity region
|⌘ | < 3.2, high granularity lead/liquid-argon (LAr) electromagnetic (EM) sampling calorimeters are
used. A steel/scintillator tile calorimeter provides hadronic calorimetry coverage over |⌘ | < 1.7. The
end-cap and forward regions, spanning 1.5 < |⌘ | < 4.9, are instrumented with LAr calorimetry for
both the EM and hadronic measurements. The muon spectrometer surrounds these calorimeters, and
comprises a system of precision tracking chambers and fast-response detectors for triggering, with
three large toroidal magnets, each consisting of eight coils, providing the magnetic field for the muon
detectors. A two-level trigger system is used to select events [27]. The first-level trigger is implemented
in hardware and uses a subset of the detector information. This is followed by the software-based
high-level trigger, reducing the event rate to about 1 kHz.

1 ATLAS uses a right-handed coordinate system with its origin at the nominal interaction point in the centre of the detector
and the z-axis along the beam direction. The x-axis points toward the centre of the LHC ring, and the y-axis points
upward. Cylindrical coordinates (r, �) are used in the transverse plane, � being the azimuthal angle around the beam pipe.
The pseudorapidity ⌘ is defined in terms of the polar angle ✓ by ⌘ ⌘ � ln[tan(✓/2)].
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Figure 5: Limits on the E↵ective RPV SUSY model with µ = 100 GeV (left) and 300 GeV (right) as

a function of the gluino and the stops and left-handed sbottom masses. All other conventions are as in

Fig. 2.

4.5 Summary of results and further implications

In the previous sections we have excluded a wide range of gluino, squark and stop masses

for a variety of natural SUSY models, and understood the implications for fine-tuning. In

Fig. 6, we further apply the calculations of [22] in order to show the minimum amount of

tuning� compatible with a given messenger scale ⇤, for each of the natural SUSY models

we consider in this paper. (Qualitatively, these curves can be understood/extrapolated

from the results shown in the previous subsections, using the LL formulas (1.2)-(1.4).)

As can be seen, even with our most optimistic scenario (E↵ective SUSY with RPV decay

of higgsinos), the scale ⇤ must be less than 100 TeV for �  10. It should be noted

that other choices of “acceptable” levels of fine-tuning allow higher messenger scales.

For example every scenario we have considered (except perhaps vanilla SUSY) is only

tuned at the percent-level or better, even with messengers at the GUT scale.

Aside from naturalness considerations, the individual recasted limits on each super-

partner are noteworthy as they cannot always be obtained from the ATLAS and CMS

summary plots (this is particularly true for the RPV/HV/Stealth cases, where the AT-

LAS RPV and 8-10 jets searches do not consider squark simplified models). For this

reason, in Table 2 we summarize the asymptotic limits on each colored superpartner

(gluinos and either mass degenerate squarks or third-generation squarks); these limits
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Figure 7: (a) Expected and observed cross-section limits for the gluino direct decay model. The discontinuities
in the observed limit and ±1� and ±2� bands are caused by the use of two di�erent signal regions (5jSRb_2
for mg̃ < 1080 GeV, 5jSRb_1 for mg̃ > 1080 GeV). The long-dashed line and the grey band surrounding it
are the expected gluino pair production cross section and the associated theoretical uncertainty. (b) Expected
and observed exclusion contours in the (mg̃,m�̃0

1
) plane for the gluino cascade decay model. The dashed black

line shows the expected limit at 95% CL, with the light (yellow) band indicating the ±1� variations due to
experimental uncertainties. Observed limits are indicated by red curves, where the solid contour represents the
nominal limit, and the dotted lines are obtained by varying the signal cross section by the renormalization and
factorization scale and PDF uncertainties. The observed limit from the Run-1 analysis [21] is also shown as a
dotted-dashed line.

8 Conclusion

A search for R-parity-violating SUSY signals in events with multiple jets is conducted with 36.1 fb�1of
proton–proton collision data at

p
s = 13 TeV collected by the ATLAS detector at the LHC. Distributions

of events as a function of total jet mass of the four leading jets in pT are examined. No significant
excess is seen in any signal region. Limits are set on the production of gluinos in the gluino direct
decay and cascade decay models in the UDD scenarios of RPV SUSY. In the gluino cascade decay
model, gluinos with masses between 1000 GeV and 1875 GeV are excluded at 95% CL, depending
on the neutralino mass; in the gluino direct decay model, signals with a cross section as small as
0.011–0.8 fb are excluded at 95% CL, depending on the gluino mass. Model-independent limits are
also set on the signal production cross section times branching ratio in four overlapping signal regions.
These significantly extend the limits from the 8 TeV LHC analyses.
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Harder

Would be interesting to use substructure in fat jets to recover 
sensitivity in this regime! 

Could develop a boosted resonance tagger with variable mass



Better

With data doubling time increasing, improving analysis strategies is much more 
well motivated. 

Improving sensitivity by even a factor of 2 could be the same as waiting for many 
years for more data.

Deep learning is an exciting new direction:

• Can use low-level inputs such as jet constituents, calorimeter deposits, tracks

• Powerful new machine learning algorithms from computer science can be taken “off-
the-shelf” and straightforwardly adapted in many instances

• Can improve on cut-based approaches and even shallow learning approaches with high-
level inputs (such as BDTs built on kinematic variables) by sizable factors



Top Tagging with Deep Learning

Example: boosted top tagging with jet images and convolutional neural networks 
(Kasieczka, Plehn, Russell & Schell 1701.08784; Macaluso & DS 1803.00107).

Figure 2: The average of 100k jet images drawn from the CMS sample (37 ⇥ 37 pixels spanning

�⌘ = �� = 3.2). The grayscale intensity corresponds to the total pT in each pixel. Upper: no

preprocessing besides centering. Lower: with full preprocessing. Left: top jets. Right: QCD jets

top jets. After our preprocessing steps, the 3-prong substructure of the top jets becomes

readily apparent, while the QCD jets remain more dipole-like. (This should be contrasted

with the average images in the DeepTop paper, where the 3-prong substructure of the

top jets is much less apparent.)

5 Other improvements

5.1 Sample size

In the DeepTop paper, the training samples were limited to 150k+150k. Here we explore

the e↵ect on our CNN top tagger of increasing the training sample size. Shown in fig. 3

are the learning curves for the test accuracy vs. training sample size, for our two di↵erent

jet samples. (The training sample size is defined to be the number of top jets in the

training sample; an equal number of QCD jets were used. The test sample size was fixed

at 400k+400k jets.) We have shifted the learning curve for the DeepTop sample by a

13

Tops QCD
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Tops QCD

Train a CNN to distinguish boosted tops from QCD
Figure 1: Architecture of our CNN top tagger.

4 Image preprocessing

In the original DeepTop paper [30], the image preprocessing steps were found to actually

decrease the performance of the tagger. This is surprising since usually preprocessing

improves classifier performance.

The DeepTop preprocessing steps were as follows. First they pixelated the image

according to their detector resolution. Then they shifted such that the maximum pixel

intensity as defined by a 3x3 window was at the origin. Next, they rotated such that

the second maximum was in the 12 o’clock position, and they flipped to ensure that the

third maximum is in the right half plane. Finally, they normalized each image so that

the pixel intensities are between 0 and 1.

Our preprocessing steps di↵er from this in the following ways. First of all, we perform

all preprocessing before pixelating the image. This makes the most sense for the CMS

sample which separates the much-higher-resolution tracks from the calorimeter towers.

But it also appears to have some benefit even for the calo-only jets of the DeepTop

sample. Our first step is to calculate the pT -weighted centroid of the jet and the pT -

weighted principal axis. Then we shift so that the centroid is at the origin and we rotate

so that the major principal axis is vertical. In contrast to DeepTop, we flip along both

the L-R and the U-D axes so that the maximum intensity is in the upper right quadrant.

Finally, after doing all these transformations, we pixelate the image and then normalize

it to unit total intensity (i.e. divide by the total pT ).

To demonstrate the e↵ectiveness of our preprocessing steps, we show in fig. 2 the

average of 100k top and QCD jet images drawn from the high pT CMS jet sample, with

and without preprocessing. Although below we consider color images where the track

pT ’s and neutral pT ’s are considered separately, here we restrict ourselves to grayscale

images where they are added together. We see that even without preprocessing, the

average images are quite di↵erent, with the QCD jets being much more peaked than the

in this work.
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DeepTop minimal

Our final tagger

HTTV2+τ32 BDT
HTTV2+τ32 cut-based
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Figure 8: ROC curves comparing our best top tagger (black), the original DeepTop tagger (red), the

cut-based top-tagger from [36] using variables from HTTV2 and ⌧32 (blue dashed), and a BDT built

out of those same variables (blue solid), for the CMS jet sample.

directly against their “MotherOfTaggers” BDT ROC curve (i.e. without recasting it).

For the CMS jet sample, we include two taggers that are representative of the state-of-

the-art in top-tagging with high-level features: a cut-based top-tagger using variables

from HTTV2 and N-subjettiness, and a BDT built out of those same variables. The BDT

is trained on the same 1.2M+1.2M jets as our final CNN tagger. The BDT improves

the performance of the high-level cut-based tagger by a moderate amount.

For the DeepTop jet sample, the baseline tagger was already comparable to the

BDT, and our improvements to the former raise it above the BDT by a factor of ⇠ 2.

Meanwhile, for the CMS jet sample, it is surprising to see that the baseline tagger is

outperformed by even a simple cut-based tagger at lower tag e�ciencies. This again

highlights the importance of optimizing a tagger for each fiducial jet selection. Thanks

to the factor of 3–10 improvement over the baseline, our final CNN top tagger still shows

substantial gains (a factor of ⇠ 3 in background rejection) compared to the BDT. One

20

Macaluso & DS 1803.00107

Can achieve factor of ~3 improvement over BDTs and cut-based approaches!



Unsupervised learning

Top tagging is an example of supervised learning. Need labeled datasets for 
training. In practice, probably use MC. There will always be possibility of 
overfitting and/or large systematics.

By contrast, unsupervised learning is training without labels. The algorithm has to 
figure out the categories itself. Could train directly on data!

Example: anomaly detection. 

If data has a small signal in it, can we train a NN to find it, without knowing what 
it is?

Promising idea: deep autoencoders 
(Heimel, Kasieczka, Plehn & Thompson 1808.08979; Farina, Nakai & DS 1808.08992)

Some previous ideas:  Aguilar-Saavedra et al, "A generic anti-QCD jet tagger” 1709.01087; 
Collins et al, “CWoLa Hunting” 1805.02664; Hajer et al “Novelty Detection Meets Collider 
Physics” 1807.10261



Deep autoencoders

Figure 1: The schematic diagram of an autoencoder. The input is mapped into a low(er) dimensional
representation, in this case 6-dim, and then decoded.

threshold.

For concreteness, we will focus in this work on distinguishing “fat” QCD jets from

other types of heavier, boosted resonances decaying to jets. Building on previous work

on top tagging [12], we will concentrate on machine learning algorithms that take jet

images as inputs. For signal, we will consider all-hadronic top jets, as well as 400 GeV

gluinos decaying to 3 jets via RPV. Obviously, this is not meant to be an exhaustive

study of all possible backgrounds and signals and methods but is just meant to be a

proof of concept. The idea of autoencoders for anomaly detection is fully general and not

limited to these signals. We will comment on other forms of inputs in section 5. Moreover

there are many other anomaly detection techniques that are not based on autoencoder

and/or on reconstruction (loss) which are worth exploring in future work. At the same

time autoencoders have been recently used in other high energy physics applications:

in parton shower simulation [28], for feature selection of a supervised classification [30],

and for automated detection of detector aberrations in CMS [31].

We will explore various architectures for the autoencoder, from simple dense neural

networks to convolutional neural networks (CNNs), as well as a shallow linear represen-

tation in the form of Principal Component Analysis (PCA). We will see that while they

are all e↵ective at improving S/B by factors of ⇠ 10 or more, they have important dif-

ferences. The reconstruction errors of the dense and PCA autoencoders correlate more

highly with jet mass, leading to greater S/B improvement for the 400 GeV gluinos com-

pared to the CNN autoencoder. While this may seem better at first glance, we discuss

how one might want to use an autoencoder that is decorrelated with jet mass, in order

to obtain data-driven side-band estimates of the QCD background and perform a bump

hunt in jet mass. Indeed, we show how cutting on the reconstruction error of the CNN

autoencoder results in stable jet mass distributions, and we show how this can be used

to improve S/B by a factor of ⇠ 6 in a jet mass bump hunt for the 400 GeV gluino

2

Learns to map a set of “normal” events back to themselves, passing them 
through a “latent representation” of reduced dimensionality.

Latent layer



Figure 3: Each panel represents the average of 100k jet images. Pixel intensity corresponds to the
total pT in each pixel. Upper row: original sample. Middle row: after reconstruction. Lower row:
pixel-wise squared error. Left column: QCD jets. Middle column: top jets. Right column: g̃ jets.

the more numerous low mass QCD jets at the expense of the rarer high mass QCD jets.

Meanwhile the CNN has learned information that is not as correlated with the mass,

e.g. details about the jet substructure.

In Table 1, we show the signal e�ciency at 90% and 99% background rejection

(which we refer to as E10 and E100 respectively). The values reported in each case are

the average over 5 independent training runs to ameliorate the intrinsic variance (apart

from PCA which is deterministic). We see that rejecting 99% of background will keep

more than 10% of the signals for both of the deep-learning-based autoencoders.

3.2 Choosing the latent dimension

Here we will explore the dependence of the autoencoder on the dimension of the latent

space. This is one of the most important choices to make in the design of an autoencoder

for anomaly detection. If the dimensionality is too low, the autoencoder is not able to

capture all the salient features of the training set. On the other hand, as the encoding

space gets larger, we get closer to the trivial representation. Hence we would like to find

8

QCD tops gluinos

Performance should be worse on “anomalous” events that autoencoder 
was not trained on.

The algorithm works when trained on QCD backgrounds!



Figure 2: Distribution of reconstruction error computed with a CNN autoencoder on test samples of
QCD background (gray) and two signals: tops (blue) and 400GeV gluinos (orange).

We see that the autoencoder works as advertised: it learns to reconstruct the QCD

background that it has been trained on (to be precise, we train on 100k QCD jets and

then we evaluate the autoencoder on a separate sample of QCD jets), and it fails to

reconstruct the signals that it has never seen before. This is further illustrated in Fig. 3,

which shows the average QCD, top and gluino jet image before and after autoencoder

reconstruction. We see by eye that the QCD images are reconstructed well on average,

while the others contain more errors.

By sliding the reconstruction loss threshold L > LS around, we can turn the his-

tograms in Fig. 2 into ROC curves. The ROC curves for the di↵erent autoencoder

architectures are shown in Fig. 4 for the top and gluino signals. For comparison we have

also included the ROC curve obtained by cutting on jet mass as an anomaly threshold.

While the three architectures have comparable performances it is clear there are some

important di↵erences. For tops, the CNN outperforms the others, while for gluinos the

situation is largely reversed. Surprisingly, for gluinos, the CNN is even outperformed

by the humble PCA autoencoder at all but the lowest signal e�ciencies! We will ex-

plore this in more detail in section 4.2, but a clue as to what’s going on is shown in

the comparison of the PCA ROC curve with the jet mass ROC curve. For gluinos,

they track each other extremely closely, suggesting that the PCA reconstruction error is

highly correlated with jet mass. We will confirm this in section 4.2. Evidently, the PCA

autoencoder (and to a lesser extent the dense autoencoder) has learned to reconstruct

7

The algorithm works when trained on QCD backgrounds!

Can use reconstruction error as an anomaly threshold.



Deep autoencoders

Figure 10: Jet mass histograms for QCD background and 400 GeV RPV gluinos, normalized to their
LO cross sections, before (left) and after (right) a cut on CNN autoencoder loss that rejects a factor of
1000 of the QCD background.

on CNN loss that reduce the QCD background by a factor of 10 (blue), 100 (orange),

and 1000 (green). The jet mass distribution is remarkably stable as we cut harder on

CNN loss. This makes it the superior autoencoder for doing a bump hunt in jet mass

for jet masses above ⇠ 300 GeV.

To illustrate the possibilities of searching for new physics in this way, by first “clean-

ing” the QCD background using the CNN autoencoder and then doing a bump hunt in

jet mass, we include Fig. 10. These are the jet mass histograms for QCD background

and 400 GeV gluinos, now normalized to the LO gluino and QCD cross sections, before

(left) and after (right) a cut on CNN autoencoder loss that removes a factor of 1000 of

the QCD background. Importantly, we have trained to autoencoder on a mixed sample

containing the expected fraction of gluino jets, corresponding to a contamination frac-

tion of 10�3. This would be representative of the actual data, if it really contained these

gluinos. We see that the S/B achievable here is ⇡ 25%. As can be seen clearly from

the histograms, this is an impressive improvement on the S/B before the cut (i.e. just

from the raw jet mass histogram), which is only ⇡ 4%. One could plausibly discover

new physics this way!

5 Discussion

In this paper, we have shown how autoencoders – machine-learning algorithms that learn

how to compress and decompress a sample of inputs – are potentially powerful new tools

for performing open-ended searches for new physics at the LHC. While autoencoders

have many real-world applications to anomaly detection, they have up till now not been
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It also works when trained directly on “data” 
(QCD + 400 GeV boosted gluino)

Before AE cut After AE cut

Could discover new physics this way!



Don’t expect unsupervised learning to give better raw performance than 
supervised learning — things are always better when you know what you’re 
looking for.

But unsupervised learning gives us the hope of discovering something new and 
unexpected!



Faster

Is there really nothing going on in the data? 

Don’t sit on anomalies forever until they go away. Please set them free!

There are hundreds of SRs now. Even if it is just the LEE, there must be some 
hotspots.  Do we know where they are? We should know, in case they grow.

• “Method of rectangular aggregations” (Asadi, Buckley, DiFranzo, Monteux & DS 1707.05783)
Digging deeper at

the LHC

A. Monteux
UCI

Introduction

Mining the LHC
dataset
Rectangular
aggregations
Results: significant
excesses

Monojet excess:
characteristics and
model-building

Look-elsewhere

Conclusions

Example: rectangular aggregations in CMS033

b
postfit
RA = b

prefit
RA + ✓̂RA

nRA b
prefit
RA b

postfit
RA

58 140 54 550 55 976
75 990 71 890 73 770
77 070 72 950 74 740

Note that the aggregation method weighs (disproportionately?)
bins with many events. Also note that for many excesses there
will be a large set of (slowly decreasing) significant aggrega-
tions containing the same “core” going in di↵erent directions. 12/26

Digging deeper at
the LHC

A. Monteux
UCI

Introduction

Mining the LHC
dataset
Rectangular
aggregations
Results: significant
excesses

Monojet excess:
characteristics and
model-building

Look-elsewhere

Conclusions

Interestingly, one viable excess is shared between the two
searches:

CMS036:

ROI Nj Nb HT (GeV) MT2 (GeV) N� compatible?

2
b 1� 3 0 250� 450 200� 300 2.95 3
d 1� 3 0 250� 450

⇤
200� 300 2.74 3

CMS033:

ROI Nj Nb HT (GeV) /ET (GeV) N� compatible?

2

a 2� 6 0 300
⇤ � 500 300� 500 2.96 3

c 2� 4 0 300
⇤ � 500 300� 500 2.64 3

d 3� 6 0 300
⇤ � 500 300� 500 2.57 3

Same data: we cannot statistically combine the significances!

This a low Nj , low HT , low /ET region of parameter space.
What kind of BSM physics could fit?

one jet

one invisible particle

somewhat compressed spectrum

19/26



Conclusions

Many solutions to the hierarchy problem predict top partners at the TeV scale. 
So far we have not seen any evidence of them. People are getting antsy.

Now that the data-doubling time is stretching out, we have time to think, to 
understand things better, and to innovate. 

• Can go after more challenging signals

• Deep learning is an exciting new tool with many potential applications in HEP.  Could 
revolutionize analysis and boost sensitivities of many searches.

• Are there interesting anomalies in the data? Just waiting for the anomaly to go away with more 
data is less and less feasible. Increasingly well-motivated to understand them better (systematic 
effects, BSM model fitting, correlated signatures).



Thanks for your attention!
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CNN Top Tagger Details

DeepTop CMS

Jet sample

14 TeV 13 TeV

pT 2 (350, 450) GeV, |⌘| < 1 pT 2 (800, 900) GeV, |⌘| < 1

R = 1.5 anti-kT R = 1 anti-kT

calo-only particle-flow

match: �R(t, j) < 1.2 match: �R(t, j) < 0.6

merge: NONE merge: �R(t, q) < 0.6

Image
40⇥ 40 37⇥ 37

�⌘ = 4, �� = 10
9 ⇡ �⌘ = �� = 3.2

Colors p
calo
T (pneutralT , p

track
T , Ntrack, Nmuon)

Table 1: The two jet image samples used in this work.

• Finally, a crucial di↵erence between the two samples is the merge requirement.

DeepTop did not require the daughters of the top quark to fall in the cone of the

fat jet, while CMS did. With the merge requirement, the top jets are more “top-

like” (otherwise they are significantly contaminated by W jets and b jets), and this

increases the potential discriminating power against QCD jets. Accordingly, we

will see that the ROC curves for the CMS sample look much better than for the

DeepTop sample. We explore this further in Appendix C.

We will benchmark our CNN top tagger against BDT taggers built out of high-level

inputs. For the DeepTop sample, we directly compare against their “MotherOfTaggers”

BDT that takes HTTV2 variables, SoftDropped masses, and N-subjettiness variables

(with and without SoftDrop) as inputs. Since we have fully validated the DeepTop

minimal tagger, we do not bother to validate the MotherOfTaggers BDT as well, but

just take its ROC curve directly from fig. 8 of the DeepTop paper. For the CMS sample,

we will consider both a cut-based tagger that combines the HTTV2 variables with the

N-subjettiness variable ⌧3/⌧2 (motivated by the recent CMS note on top tagging [36]),

as well as a BDT trained on these variables. For the former, we varied simple window

cuts on each of the variables, as in [36]. We validate our implementation of this by

reproducing the ROC curve shown in fig. 7R of [36] using our own simulations (see

appendix B for details). For our BDT we used the ROOT package TMVA [46] with the

same hyperparameters as in [38] and trained on the same jets as our final CNN tagger.

7



CNN Top Tagger Details

DeepTop minimal Our final tagger

Training

SGD AdaDelta

⌘ = 0.003 ⌘ = 0.3 with annealing schedule

minibatch size=1000 minibatch size=128

MSE loss cross entropy loss

CNN architecture
8C4-8C4-MP2-8C4-8C4- 128C4-64C4-MP2-64C4-64C4-MP2-

64N-64N-64N 64N-256N-256N

Preprocessing
pixelate!center center!rotate!flip

! normalize ! normalize!pixelate

Sample size 150k+150k 1.2M+1.2M

Color p
calo
T = p

neutral
T + p

track
T (pneutralT , p

track
T , Ntrack, Nmuon)

Table 2: Summary of our final CNN tagger, together with the original DeepTop tagger.

5.2 Color

Inspired by [29], we also added color to our images from the CMS sample. (The DeepTop

sample was calo-only so we could not add color to them.) The four colors we used were

neutral and track pT per pixel, the raw number of tracks per pixel, and the number

of muons per pixel. The last color was not considered in [29], which focused on quark

vs. gluon tagging. Obviously, muons can be considered a crude proxy for b-tagging and

should play a role in any top tagger. (For more comments on b-tagging, see Section 7.)

Interestingly, we found that adding color to the images led to significant overfitting

for smaller training sample sizes. Evidently, while the color adds information to the

images, it also increases the noise, and with too few training examples, the network

learns to fit the noise. This problem went away when the training sample was increased

to 1.2M+1.2M, which is why we choose to place the color improvement last.

6 Final comparison

The full specifications of our final tagger are summarized in table 2 side-by-side with

those of the original DeepTop tagger.

Having gone through all the improvements (loss function, optimizer, CNN architec-
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CNN Top Tagger Details
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Architecture
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Sample size
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Figure 6: Ratio of the ROC curves in figs. 4–5 over the minimal DeepTop tagger ROC curve, providing

another view of the cumulative improvements.

DeepTop jets CMS jets

Improvement Accuracy AUC Accuracy AUC

Baseline 85.5% 0.930 91.7% 0.975

Training 86.1% 0.935 93.4% 0.983

Architecture 86.6% 0.939 94.0% 0.985

Preprocessing 86.7% 0.940 94.2% 0.986

Sample Size 87.0% 0.943 94.5% 0.988

Color — — 94.8% 0.989

Table 3: Accuracy and area under the curve (AUC) of our tagger after adding the modifications over

DeepTop minimal.

• Adding color (only possible for the CMS jet sample that di↵erentiates tracks from

neutrals) resulted in a very modest improvement in the tagger performance, shown

in the black curve in figs. 5-6.

We see that with these modifications we can achieve a factor of ⇠ 3–10 improvement
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4 Training directly on data: unsupervised mode

4.1 Contamination study

In the previous section, we have explored how autoencoders can be trained on samples of

background-only jets, and then be used to discover signals such as top quarks and RPV

gluinos. This is a prime example of “one-class classification” and weakly-supervised

learning. It could potentially have direct applications to LHC searches for new physics,

provided the background sample can be validated somehow.

In this section, we will turn to a potentially much more exciting application of au-

toencoders in the form of unsupervised learning. Rather than train on a sample of

background-only jets, we will train on a sample of backgrounds “contaminated” by a

small fraction of signal events. We will see how, somewhat surprisingly, the autoencoder

still succeeds in detecting anomalies in the test set even though they are present in the

training set. Evidently, as long as the autoencoder doesn’t see “too many” anomalies in

the course of its training, its performance will be largely preserved.

Figure 8 shows how the amount of contamination with anomalous events in the

training set a↵ects the performance of autoencoders. Here, we use top jet samples for

Figure 7: Comparison of reconstruction error distributions between Pythia and Herwig generated
test samples, full colored histograms and outlines respectively. Gray is QCD and blue tops. The results
are obtained after training a CNN on the Pythia train dataset.
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Figure 8: The performance of autoencoders in the unsupervised learning case where the training set
is contaminated with anomalous events. We take top jet samples for anomalous events. The horizontal
axis denotes the ratio of top jet samples in the whole training set with 100k samples. In the left and
right panels, the values of E10 and E100 for top jet signals are shown respectively. The blue, purple and
red curves denote the cases of the simple, 1d and 2d convolutional autoencoders (each dot representing
the average of 5 runs), gray for PCA.

anomalous events. The horizontal axis denotes the fraction of top jets in the entire

training set. In the left and right panels, the values of E10 and E100 for top jet signals

are shown respectively. For dense and CNN autoencoders, each point represents the

average of 5 runs. In every architecture, as the contamination ratio increases up to

0.1, the values of E10 and E100 tend to gradually decrease but the reduction is not

dramatic. This indicates that the contamination does not give a significant impact on

the performance of our autoencoders.

Just to emphasize how powerful this method potentially is, we see that with the

CNN autoencoder, even with 10% signal present in the training sample, the autoencoder

arrives at E100 ⇠ 0.1, so after this cut on reconstruction loss, we would end up with

S/B ⇠ O(1)!

Of course, without some way of estimating the background, this unsupervised method

of searching for new physics would still probably have limited utility. With just a pure

counting experiment (counting the number of events above some reconstruction error

threshold), we would have no way of knowing whether we have found new physics, unless

we knew beforehand what to expect from the SM background. In the next subsection,

we will explore the possibility of combining the autoencoder with a variable like jet mass,

in order to perform a bump hunt, with data-driven background estimates coming from

sidebands.
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Figure 9: The left figure shows the average mass in bins of increasing reconstruction error, for the
di↵erent autoencoder architectures. We see that the PCA and dense autoencoder losses are highly
correlated with jet mass all the way up to 400 GeV, while the CNN becomes uncorrelated for masses
above ⇠ 300 GeV. The right figure illustrates this with jet mass histograms for the QCD background.
We see that they are stable against increasingly hard cuts on the reconstruction error.

4.2 Correlation with jet mass

In this subsection, we will explore the correlation of the di↵erent autoencoders with jet

mass. We are motivated by how the autoencoder would be applied in the real world to

look for new physics. We are looking for subtle signals in an open-ended way buried

in the QCD background. Given that there is no reliable way to estimate the QCD

background other than data-driven methods, and given that we are not expecting to

achieve extremely high S/B significances, a pure counting experiment seems implausible.

Instead, we will still need another variable to side-band in order to estimate the QCD

background from the data. Since a large class of new physics starts from the decay of a

heavy new resonance, jet mass is an obvious candidate to side band in.

From this point of a view, the ideal autoencoder would be one whose reconstruction

error is minimally correlated with jet mass. We could then cut hard on the reconstruction

error to “clean” out the QCD background, and then look for a bump in the jet mass

distribution, confident that the autoencoder cut did not sculpt an artificial peak into

the jet mass distribution of the QCD background.

Shown in Fig. 9 (left) is the mean jet mass computed in bins of increasing autoencoder

loss, for the QCD background. We see that PCA (gray) and dense (blue) reconstruction

errors are correlated with jet mass all the way up to 400 GeV. So cutting on the PCA

loss is roughly equivalent to cutting on the jet mass. However, for CNNs the correlation

stops for jet masses above ⇠ 250–300 GeV. Equivalently, the jet mass distribution should

be stable against cutting on the CNN loss for cuts above ⇠ 10�6.

This is borne out in Fig. 9 (right). Here we see the jet mass distribution after cuts
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