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Motivation

• Trillionaire market and technologies are driving and pushing the 

development of  specialized architectures

– E.g. IoT, automotive, bitcoins, Artificial Intelligence, smart-cities, oil&gas

– Sensors everywhere

– Real-time response and visualization

• Hardware development cycles easier/faster if  you don’t care about 

backward compatibility/legacy (x86)

• Sometimes it is more efficient to develop a piece of  hardware that 

accelerates than to optimize the particular sw workflow (e.g. TPU, 

Tensor cores in GPUs, half  precision…)

• Accelerators can provide:

– Improved energy efficiency, higher throughput, lower latency
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Computing Resources Starvation

• Gordon Moore still owes us a factor ~20 in computing performance

• HEP usually makes do with what it has and tries to squeeze 

workflows to exploit traditional resources

• Factors in performance have been obtained in experimental software 

by code-optimization, but it is still not enough

• Heterogeneous Computing has been knocking at our door for a 

while.. 
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Heterogeneous Computing

HC comes with technical problems that need to be solved:

1. Scheduling (FW)

1. Keep host resources utilized (FW)

2. Data close to accelerator and Processing close to data (FW)

2. Managing type/number/capabilities/resources of  accelerators (FW service)

3. Data transformation (FW/Accelerator backend/user)

4. Algorithm development (User)

5. Integration of  accelerators and communication (FW/Procurement), see last 

slide

6. Avoid code duplication (Language/code generators/single frontend)

4



Patatrack

• At CMS, all these problems have been attacked by Patatrack*

– Demonstrator with GPUs for accelerated Pixel Tracks and HCAL

reconstruction from RAW data at HLT in Autumn 2018

– Production in 2-3 years 

– Integration, management and scheduling of  different kinds of  accelerators 

(e.g. GPUs/FPGAs) within CMSSW

– Scheduling/management of  accelerator-specific workflows

* https://patatrack.web.cern.ch/patatrack/
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Heterogeneous2 farms

• Longer term development on transparent remote offloading of  

computation 
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• Flexible design

+ Expandible, easier to balance 

- Requires more communication and software development (e.g. HPX, MPI)
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