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Abstract.
Modern high-end FPGAs, as they are often used for hardware-level trigger applications, offer

enough arithmetic performance to include artificial neural networks of considerable size into such
systems. Yet, there are only very few examples of the inclusion of ANNs into high-performance
hardware triggers, which is especially due to the complex and time-consuming development
for FPGAs, and the need for an optimized design in order to make efficient use of the FPGA
capabilities. We developed a library that provides three types of layers: Fully-connected dense
layers, as well as 2D multi-channeled convolution and maximum pooling layers. For maximum
design control, these were designed with VHDL and optimized for the specific data flow and
control requirements of each layer type. By that, it was possible to obtain multiple hundred
MHz processing frequency and have only little resource overhead beyond what is required for the
actual computation for the individual layers. Furthermore, we created a Python-based toolkit
that builds on these layer implementations to make it possible to take a trained network from
the Keras framework and create the FPGA firmware and initialization data without requirement
of in-depth understanding by the user. The resulting (deep) network designs can process data
coming in at multiple ten MHz at multiple hundred MHz processing frequency and latencies
ranging from tens to few hundreds of nanoseconds, depending on the network size.

1. Introduction
The usage of artificial neural networks in physics is continuously growing, but until now mostly
for analysis. Motivated by the tremendous computational performance of modern high-end
FPGAs, as they are often being used in high-performance detector triggers, we intended to
provide an easy-to-use tool for also including neural networks into such triggering systems,
which cannot use ’standard’ implementations for that purpose due to their strict latency and
throughput requirements [1]. Until now, only very few examples of implementations of ANNs
in trigger FPGAs exist, such as in the Belle-II detector trigger, for which a specific network was
implemented, and the ’high level synthesis for machine learning’ framework, which used modern
high-level synthesis tools for bridging the gap between neural networks on a high-level language
and the final FPGA design [2, 3]. Other than that, we decided to implement bottom-up using
VHDL, which gave us very much control over how specific design parts are implemented in the
hardware, and which thereby facilitated the optimization for the specific hardware.



1.1. Implemented layer types
The field of artificial neural networks is already very wide and continuously growing, but a
low-level implementation is time-consuming, which makes it necessary to focus on the most
relevant concepts. While there might also be other layer types that are advantageous for some
applications, we decided to begin our implementation with fully-connected dense layers as well
as 2D multi-channeled convolution and maximum pooling layers. The dense layers can be used
for classifying, en- or decoding information and are one of the most seen layer types in physics
applications. The 2D layers are especially useful in the context of image processing, which for
example becomes relevant for triggering on image-like data, as it is for example created by the
ATLAS detector calorimeter (see [4]).

1.2. FPGAs
The basic idea behind FPGAs is to have a truly reprogrammable device that is in principle
able to implement (rather than emulate) any digital circuit. This is achieved by combining
programmable (binary) look-up tables, flip-flop registers for data storage and an also
programmable wiring network between these components, of which modern high-end FPGAs
feature millions, which makes it possible to implement very complex algorithms on these devices.

Apart from these basic building blocks, there are also resources optimized for specific tasks.
Of these, the DSPs are especially useful for neural network applications. In the case of the
Xilinx UltraScale+ architecture, for which we implemented, it is possible to perform one integer
multiplication with a subsequent addition per cycle and DSP, which would otherwise require a
significant amount of look-up tables and require much more time, if implemented in the general
logic. Another specialized resource type are the block memory units, which provide an increased
memory density and capacity. These are currently used for the dense layers, where they store
weight and control data.

1.3. Arithmetics
When used on CPUs or GPUs, artificial neural networks often rely on floating-point arithmetics
with comparably many bits. Many networks do not require the increased value range and fine
granularity, and instead fixed-point arithmetics with few bits (even much less than 16 for some
networks) are sufficient to have (almost) no result accuracy losses. Since fixed-point arithmetics
are easier to implement and require much less resources and time for processing on FPGAs, we
decided to rely on fixed-point arithmetics, with layer-wise adjustable bit widths.

1.4. Network size limit
The theoretical peak device performance can be obtained by multiplying the amount of DSPs
with the processing frequency.1 However, in real-time triggering applications, it is necessary
to divide that processing rate by the incoming data frequency to obtain an upper limit for the
network size. If, for example, the Xilinx UltraScale+ XCVU9P FPGA is considered, which will
be used in the ”jFEX” triggering sub-system at ATLAS after the Phase-I upgrade, there is a peak
throughput of 4 to 6 TMAC/s (Tera multiply-accumulate operations per second), depending on
the device speed grade. By dividing this by the 40 MHz data frequency at ATLAS, one obtains
100k to 150k MAC operations per data set as absolute network size limit. However, this limit
applies to the ideal case of all DSPs being in use at the highest possible frequency without any
idling processing cycles, which is very difficult to achieve in a real, complex design. Therefore,
networks that have a realistic chance of being implementable are required to be much smaller at
the beginning, comprising at most multiple ten thousand multiplications for the named FPGA.

1 There are different ways for harnessing even more performance, but these are much more difficult to implement.



1.5. Development aims
There were two main aims for our developments: Harnessing as much of the peak device
performance as possible and making the final inclusion of the network into an FPGA design
easy for the user, such that no in-depth understanding of the VHDL design is required any
more. Achieving maximum performance on a given device is done by keeping the amount of
required resources low and the processing frequency high. For this, we studied how the data
flow and processing needs of a given layer type can be implemented efficiently. The abstraction
of the implementation details on the other hand is done by providing a VHDL library, which
describes the layer functionality on the hardware side, as well as a Python library that creates
the network top-level VHDL file, among other extra files required for the final design.

2. Isolated layer implementation
In our implementation, every layer type is its own design part, of which multiple are pipelined
behind each other for constructing a deep network. This made it possible to optimize for the
specific data flow and processing needs of the given layer, and also yields a latency that is at least
comparable to less specific structures like systolic arrays. For the internal workings of the layer
implementations, the expected range of the ratio between the processing and data frequency
had an important influence on the design concept: For example at ATLAS, data is coming in at
fD = 40 MHz, and FPGA processing frequencies fP are limited to less than 1 GHz with current
devices. In consequence, the processing-to-data frequency ratio C = fP

fD
is limited to values of

at most ∼ 20, even if the design can run at the highest possible processing frequency. This
relatively low value makes it possible to use multiplexers for input paths, as only a few different
inputs will be required. The frequency ratio C also plays another very important role: Since it
is expected that new data arrives after each C cycles, all inputs of a given data set must be read
in within C cycles, and after an arbitrary (but determinable) processing delay, all results must
also be produced within C cycles, to maintain synchronicity between the layers.

2.1. Dense layers
For fully-connected dense layers, it can be exploited that every neuron requires every input at
some point. Due to this, it is possible to implement the neuron processing in pipelines of DSPs,
where every DSP only needs to have one input update during each data cycle, i.e. there is no
input multiplexing required at all. However, the weights still need to change cycle by cycle,
which is currently implemented by using the block memory resources. The pipelines can be
divided into smaller parts to reduce the latency and to adapt to situations where multiple new
inputs are available during each cycle from the previous part of the pipeline.

A given dense layer requires NMUL = NI · NN multiplications, where NI and NN are the
number of inputs and neurons of the layer. In our design, the DSP requirement amounts to
NDSP =

⌈
NMUL

C

⌉
, which is the ideal value for such a firmware structure and a given processing

frequency and usually results in almost 100% DSP cycle usage.

2.2. 2D convolution layers
Convolution layers are computationally extremely expensive, given that NMUL ≈ VI · VK, with
VI and VK as input and kernel volumes. With the previous estimation of a realistic network size
limit in the order of ten thousands of multiplications, this means that there can be only relatively
few and small convolutions in a network that is supposed to be implemented on current FPGA
devices. The large cost also makes it very important to think about an efficient way to reuse
both inputs and weights as much as possible, in order to save resources that would otherwise
be required for data flow management. However, the implementation remains very challenging,
which is why we refer to [1] for more details on our solution.



2.3. 2D maximum pooling layers
Maximum pooling layers have much fewer and at the same time simpler operations than
convolution layers, which makes a comparatively simple straightforward implementation
possible. As some concepts of the pooling layer implementation were adapted from the
convolution layer, please also see [1] for more details.

2.4. Layer results
For isolated dense layers, significantly more than 600 MHz can be achieved for layers in the order
of one thousand multiplications2, and in the worst case, a maximum frequency of still more than
400 MHz was obtained for a 16k multiplication network, which, given the maximum network
size, is quite considerable. The DSP requirement is by far the most limiting, but as mentioned
before, these are used as efficiently as possible. Some block memory resources are required, the
exact value depends on design details and the weight bit width, but the amount is acceptable
given the ratio between block memories and DSPs on modern FPGAs. Only very few look-up
tables and registers are required, with no more than 4 LUTs per used DSP and less than 25 FFs
per DSP, with typical values even much lower. This means that most of these resources are left
available for potential additional algorithms.

Isolated 2D convolution layers could be implemented for maximum frequencies just above
600 MHz for very small layers, 300 to 600 MHz for layers with up to 10k multiplications, and
200 to 400 MHz for layers with up to 40k multiplications. The frequency reduction that occurs
compared to dense layers of the same size comes from the increased design complexity, as well
as the initial aim of keeping the resource requirement low. With future improvements, it will be
possible to trade-off resource requirement and maximum processing frequency. The increased
design complexity also means that more look-up tables and registers are required, although
the value is limited to approximately one sixth of the resources available per used DSP in the
XCVU9P FPGA, which therefore still leaves much room for additional algorithms. The efficiency
of the DSP usage depends very much on architectural details and C, but approaches 100% for
’larger’ layers (i.e. above ten thousand multiplications). There are no block memory resources
required.

Isolated 2D pooling layers require only a few look-up tables and registers per input element,
and can also run at many hundred MHz for relevant input sizes. Since they would usually occur
only in combination with convolution layers, they turn out to not be limiting or significant,
given the input sizes that can be processed with convolution layers and how much resources are
required by these.

3. Full network implementation
The Python library which transfers the networks to the FPGAs requires a trained Keras network
and a few parameters that need to be specified by the user, such as the processing-to-data
frequency ratio C and the bit widths to be used for input values and weights for the various
layers, and can then create the top-level network VHDL entity, which instantiates the layers
from the VHDL library. Additionally, it creates a VHDL package file that contains important
parameters for the network entity, such as the layer hyperparameters, precision information and
technical parameters. Files that contain initialization data for the control and weight memories
can also be created by the toolkit. Optionally, a simulation test bench file for the network top
entity can be created. All this requires only relatively few and simple lines of Python code, and
the user only has to include the VHDL files into a project and ensure the initialization data is
written to the network during runtime.

2 Our implementation target frequency was 640 MHz, which means designs that reach at least that frequency are
not optimized much further and might allow even higher frequencies for an increased frequency target.
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Figure 1: Example network timing closure. Every column represents one example network,
every row one multiple of the 40 MHz data frequency. Large green dots indicate designs reaching
timing closure, yellow for almost timing closure, etc.

For testing the network creation toolkit, we designed a range of networks for the MNIST digit
classification task, which was chosen because it is a very scalable example image recognition task,
and can therefore make use of all of the layer types, while still being easily comprehensible. The
networks that were implemented featured up to 50k multiplications.

Unsurprisingly, the resource requirement of these networks was dominated by the 2D
convolutions, as these were the most expensive constituents of the networks. Therefore, the
resource ratios are also similar to those of the isolated 2D convolution layers, apart from some
block memory utilization that comes from the dense layers.

Regarding the timing, the networks were again implemented for an expected data frequency
of fD = 40 MHz, and various values for C were scanned. By that procedure, it turned out that
networks with up to ∼ 15k multiplications can already process data coming in at 40 MHz in real-
time, with processing frequencies of many hundred MHz, see figure 1. For larger networks, the
resulting design timing did not yet allow to process data coming in at 40 MHz in real-time with
a single network instance. However, it is expected that with future timing improvements, the
single-instance network size/input frequency limit can be pushed to even higher values. The limit
also shifts further to the right/high-multiplication count direction for lower data frequencies.

In the triggering context, the total network latency of course also plays a very important role.
The exact value depends strongly on the amount of layers (influences the pipeline depth) and
the size of the network (i.e. overall design size). For example for four-layer networks with a few
thousand multiplications, a latency between 100 and 150 nanoseconds can be achieved, and less
than 100 nanoseconds would be possible for fewer layers. Networks with six layers and multiple
ten thousand multiplications require a few hundred nanoseconds. Figure 2a shows latencies
that were actually obtained for various networks. Figure 2b shows the design latencies that
would be obtained if timing closure was always achieved. It shows that with future frequency
improvements, i.e. increased values for C, it will not only be possible to save resources, but at
the same time reduce the real-time latency significantly.
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further extrapolation.
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Figure 2: Example network latency overview.

4. Conclusion
We developed a toolkit that makes it possible to convert a trained deep neural network from the
Keras framework to a fast and efficient FPGA implementation which is able to reach latencies
in the order of tens to few hundreds of nanoseconds, and accordingly is suited for inclusion
into high-performance detector triggers. The toolkit is Python-based and requires no in-depth
understanding of the underlying VHDL-based network implementation by the user, which makes
it easy to use and makes the inclusion of neural networks into triggering subsystems much more
accessible. Network size limits are only given by the available latency budget and capability of
the FPGAs, and with future design improvements, these limits can be expected to be lifted even
further. The developments are discussed in more detail in [1].
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