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Scientific Data and Computing Center

= Service Operation For:

RHIC, LHC ATLAS, BELLE Il, BER ARM, LQCD, RIKEN, BES Center for Functional
Nano Materials, National Synchrotron Light Source Il, National Nuclear Data Center,
Simons Foundation, etc.

= Serving 1700 users from > 20 projects
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- Scientific Data and
S D C C OV e rV I eW HEFE’)?R%J!E&HE)HRT | Computing Center

= Located at Brookhaven National Laboratory on Long Island, NY
= Provides full service computing mainly for:

RHIC experiments (Tier-0): STAR, PHENIX
ATLAS (US Tier-1)

Belle-Il (Tier-1)

Other groups: NSLS-II, CFN, LSST, Daya Bay, DUNE, EIC, etc.
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= RHIC Run 18 completed in mid June 2018
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SDCC Updates

= |nstitutional Cluster (IC) expansion
= Adding 54 nodes (216 total)
= 2 X Intel E5-2695v4 Broadwell CPU (36 cores)
= 256 GB RAM
= Final configuration:
= 108 nodes: 2 x K80 GPU
= 108 nodes: 2 x P100 GPU

= EDR Infiniband utilized to capacity
= US ATLAS to allocate IC time Jupyter analysis

= New workshop:
“Central Computing Facilities Support for Photon Sciences’

= [nitial meeting held in Sep 2018 at BNL
= See Tony Wong'’s talk for details



New Equipment

. 3 expansion racks expected Oct 2018

|

= HTC
= PBellell
« 27 Dell R640 servers, 1944 job slots, ~28kHS06 total
« 2 Xeon Gold 6150 (Skylake) 2.7 GHz CPUs (72 logical cores total)
« 192 GB DDR4 2666 MHz RAM
« 4x3.5"4TB 7.2k RPM 6 Gbps SATA ——
. PERC HBA330 Storage controller T
. 1 Gbhps ethernet e
"= HPC =
= LQCD = =
« 64 Dell R640 servers, whole node scheduling _ i .j ;
. Same configuration as Belle Il, except network __:____.-:::S
« EDR Infiniband e e
e ——
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Linux Farm

= SL7 Upgrade Status and Plans

« All compute nodes are SL7
« ATLAS WN upgrade completed in May
. Jobs requiring EL6 run SL7 via Singularity
« PHENIX farm upgrade completed in June
. Some selective jobs run EL6 in containers

= Network Switch Transition

. All compute nodes moved from central switches to top-of-rack
. Central switches approaching EoL
« Replaced with Arista 7020R top-of-rack switches

= Shared Pool Expansion

« Recently retired nodes added to shared pool
« Now ~7400 slots
» Total ~75000 HS06



KNL CPU Issues

Reported firmware bug caused CPU auto-down-clocking

« Shared chassis PSUs report false redundancy failures
« Despite two functional PSUs per chassis
« CPUs down-clock themselves

« Recent firmware update solves down-clocking

« MCUs continue to report false redundancy up/down
events

« Support request escalated with Intel for more
reliable reporting



Batch Monitoring

« HEPIX Batch Monitoring Working Group underway

 Goals:

* A multi-site monitoring wiki

« Accounting and monitoring code sharing

« Initial meeting held, minutes posted

* Follow-up meetings to be held 1-2x/month

« All are welcome to attend

* For more info: willsk at bnl dot gov

 Mailing list: hepix-batchmonitoring-wg@HEPIX.ORG
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https://twiki.cern.ch/twiki/bin/view/HEPIX/BatchsysMonitoring
https://indico.cern.ch/event/758427/
mailto:hepix-batchmonitoring-wg@HEPIX.ORG

Distributed Storage

PerfSonar

= New RHEL 7 hosts
= Added 2 x 40 Gbps node for HTC tests

ATLAS

dCache

= Roll out of “Very Large Read Pools” to test ATLAS jobs with tape backend:
= 200 TB (previous)
= 2 PB (current)
= 5PB(2019)

= Added 5 GridFTP doors

XROOTd

= Door updated
= Added third-party transfer test bed



Distributed Storage [2]

Belle

= 0.5 PB dCache storage added

RHIC

= Central storage added
= STAR XROOTd: >1.2 PB
= PHENIX dCache: 0.2 PB
=  Major dCache upgrade

=  Now running version 3.2.20 on EL 7

=  Core hardware upgrade

=  Complex upgrade process

Conversion to Chimera

OS update

DB update

Conversion of pool metadata
Refactoring of tape backend interface
Deployment configured in Puppet

FHS compliant layout

= All data preserved
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Tape Storage (HPSS)

Date: [ 2004-05-01 - 2018-05-01 ], Tetal: 120.8 PB
All Archive Storage Classes are counted as single copy

150000

Running HPSS v7.4.3 since Nov
2016

~120 PiB on 66K tapes
Ready to accept Belle-Il data
Taking data for RHIC Run 18
Evaluating HPSS 7.5.1

Researching new tape libraries,
and tape drives.

Evaluating RAO - n

TE
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ecommended Access Order L R
B Phenix Raw (15,202 TB) B Phenix DST (6,509 TB) | Phenix Archive (492 TB)
B StarRaw (33,958 TB) B StarDST (21,483 TE) [ Star Archive (793 T8)
B Atlas (33,965 TB) ® StarRaw 2nd CopyLTO-7(1,502T8) W Star Raw 2nd Copy T10KD (1,642 TB)
[ Phenix Raw 2nd Copy TIOKD (793 TB) B Phenix Raw 2nd Copy LTO-7 (4,160 TB) W Phobos Raw (140 TB)
| Star2nd Archive (793 TB) B RACF Archive (514 TB) B RACF Archive 2nd copy (514 TB)
W Star 2nd Archive (793 TB) M Phenix 2nd Archive (431 TB)
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STORAGETEK

Tape Storage (HPSS) [2] R

= Both STAR and ATLAS currently using
LTO-7

* PHENIX DST remaining on LTO-6 due to
lower volume

= Reclaimed 772 cartridge slots since
October through migration of old LTO-4
(800 GB) data to dual-copy LTO-7 (6 TB)
cartridges

= Completed migration of PHENIX RAW

" Processing STAR DST, stopped at the

end of December, preparing for RHIC
run.
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Tape Storage (HPSS) [3]

Data volume, past 12 months

BNL WAN Traffic
¥ Traffic Out [PB]

¥ Traffic In [PB]
* Import: 42 PB 0
* Export: 45 PB

-4

-8
Jan 17 Mar

CH 15,552.6887 TB:

May July Sept

Nov Jan 18 Mar

JM 0.0001 TB
A CY 0.0001 TB
——GR0.2471TB

IL 153.9547 TB

US 22,064.8361 TB
CA4,470.8081 TB
$X0.0001 TB
BROO WEN GB 4,457.2906 TB IN 11.6314 TB
S1422.7788 TB NATIONAL LABORATORY SK 286.3657 TB
—TW 572,0773 TB TW 440.939 TB
U 845.0647 TR i 1L 491.6083 TB
DE 3,780.9076 TB S 1,168.482 T8 DE 4,254.8324 TB—
-SE 1,410.4409 TB
GB 3,037.8768 TB IT 1,811.9702 TB
FR2,713.6758 TB JP 2,523.1875 TB

S1681.4877 TB
RU 821.793 TB
ES 1,360.8483 TB
CH 3,971.9696 TB UK 1,761.9143 TB
JP 2,135.4438 TB

FR 3,430.9836 TB



Belle Il Conditions Database (CDB)

Migration from PNNL completed May 2018

2.5MB/s

20MB/s

1.5MB/s

1.0M8/s

500 kB/s

08/s

w= belle2db tx Max:1.99 MB/s Avg: 482 kB/s

CDB metadata service

24 hours time

Network Bandwidth

ﬂ ‘ "”\ \‘4' ‘
”‘(‘N.’ 'M w th b \

10:00 12:00

|
PH ,; \”wy ,J“ . s J‘l\‘ \
AN

14:00

6.0MB/s

5.0M8B/s

4.0 MB/s

0B/s

== belle2db rx Max: 5.09 MB/s Avg: 295 kB/s

1.0 Mil
BOO K
600 K
400 K b
.'-"\.
200 K
0 \ NN, e SIS A Npicn i A rermsn A S B ) LR, 0l
16:00 18:00 20:00 22:00 00:00 0Z2:00 04:00 06:00 08:00 10:00 12:00 14:00
min max avg
- fetched 2 B4 K 3TK
returned 760 820K 41K
inserted 0 0 0
- updated 0 1]} 1]}
- deleted 0 0 0
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CVMES

Upgraded all services to 2.5 version

= Update to 2.5.1 soon

Migrated all services from outdated hardware to new

Servers

Created a "Stratum Zero” service for all local groups

and experiments

Stratum One service replicating
/7 repositories using 21 TB of
storage

ATLAS LHC-OPN Servers Cluster Network last day

Y

200 M

100 M

Bytes/sec

4] -

B In
B out

rarsne A

Wed 00:00 Wed 12:00

Now: 24.6M Min: 2.6M Avg: 15.2M Max: 68.8M
Now: 40.7M Min: 3.9M Avg: 56.2M Max:242.0M
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CVMES (plus Frontier) layout

1x 1 GbE
(virtio)

ATLAS RHEV
=TT T T T T T T T T T T
1 GbE | CVMFSStratum-0 | 1 GbE
(virtio) | [ (virtio)
I H cvmfs-sOa I :
Management o __ T
only uplink %, Bidirectional
i‘ _______________ I/ conduits
| CVMEFS Stratum-1 1~
N | prtal 7N\
{ t I i cvmfs-si[a, b] i : I !
N 31-21 (2), v
4x 10 GbE 'r—_—_—_—_—_—_—_—_—_—_—_—_—_—_—_— 4x 10 GbE
(bonded) : CVMEFS Reverse Proxies : (bonded)
A\ l l 7\
n t ! | cvmfs-reverse[1, 2] i : 'I .
N | 31-21 (2), t
4x10GbE ~TTTTTTTTTTTTTTC Ax10GbE
(bonded) | ) . | (bonded)
| ATLAS Frontier Proxies |
- | | N
{ ! ! i frontier-cache[1, 2] i : I !
N | 31-10 2), N
4x10GbE —~~ """ TT T oo - 4x 10 GbE
(bonded) |r 1| (bonded)
. CVMFS Forward Proxies |
N I | N\
( ; : | cvmfs-cachel[1, 2] i ; 'I }
g 31-21 =
16x 10 GbE Rt 2 (2D 4x 10 GbE
(bonded) It
16
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1x 1 GbE (virtio)
16x 10 GbE
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N etWO r k SyS t e m S U p d a.t e Multiple isolated L3 domains.

Routing advertisement to the
= The removal of all legacy Dell/Forcel0 and Brocade leafs via eBGP

RX-16 / SX-1600 switch system is nearly done

*  8racks of active legacy equipment is removed and Spines (Arista
replaced with sets of Arista 1U switch pairs (for central 7280QR-C36)
infrastructure) or sets of Arista 1U ToR (BoR) switches
for compute racks

Only two Dell/Forcel0 Exascale E1200i systems Leafs (Arista
remain on the floor powering the RHIC Farm compute 7020TR-48)
node racks with 1 GbE attached nodes scheduled for
retirement in Oct-Nov 2018

. The legacy fiber and copper clean-up related to this
replacement operation is expected to continue for
another 3-4 months

=  The migration of all compute node racks with 1 GbE Layer 3/ ECMP
attached nodes in the entire Facility (ATLAS Tier-1,
ATLAS Tier-3, Belle Il Tier-1, RHIC Farm) is complete ECMP provides load balancing
. The ToR switch group is grown up to 62 switches, each and adds resiliency across
4x 10 GbE attached to the spine group of 4 (Arista “R” entire fabric

series) switches, and serving up to two adjacent racks,
out of the capacity limit of 96 in B515 datacenter




Network Systems Update

Consolidation of the storage systems onto the
Storage Core Arista 7508R (10/25/40/50/100 GbE
enabled) switch pair is nearly done

BNL ATLAS dCache is all moved to the Storage Core
Half of the RHIC GPFS system is moved as well

(the other half is to follow in Nov 2018)

Belle Il Tier-1 central infrastructure and HPSS are the
last ones to be moved out of the Science Core (Arista
7508E) switch pair which is scheduled for replacement
along with the merged ATLAS/Belle 1I/RHIC Font-End
(Arista 7508E) switch pair in FY20 in preparation for
the B515 and B725 data center inter-operation period

=  Storage connectivity evolution

The first set of 4x 25 GbE (LACP group of 4) attached
storage head nodes are now in production (new STAR
GPFS, 300 Gbps/rack)

4x 40 GbE (LACP group of 4) connected test nodes
are being deployed for the first time

400 Gbps per rack level is expected to be reached

by the new HPSS mover racks in Nov 2018

ATLAS Tier-1, ATLAS Tier-3, Belle Il Tier-1
& RHIC Farm SciZone Connectivity Layout

SciC 800 Gbps ATLAS/
ciCore Belle 11/
(HPss, CHes) RHIC FE
800 Gbps
800 Gbps o orlimlintgy 240 Gbps
'“’ PHE NIX’ PyEsssgEEEEEEEEEESR
Storage 10GbE |:| I-GbE |:
Core RHIC RHIC
Arista R series

dCac

RHIC GPFS + )
\ Ill.".nl,‘r:;\',)

ATLAS dCache
(1300 Gbps)

2480 Gbps I \-

2270 Gbps

:

RHIC 1

0 Gbt [
(2270 Gbps)
) \

800 Gbps

2009

RHIC 1 GbE from
2010 (700 Gbps)

800 Gbps

CURRENT

640 Gbps

(4)
Spine
Group

Arista R series

40 Gbps

CDCE 1 GbE ToR Gre
34x 40 Gbps

RHIC 1 GbE ToR Groug

‘ (28X
\
] \

1120 Gby

up
1360 Gbps)

2480 Gbps

)
)5) ‘

|




Network Systems Update

B515 HPSS re-wiring to the new FC passive fiber infrastructure have started in 2018Q3, phasing out
most of the FC switches currently deployed in HPSS (to be completed by FY?21)

rstksil003 rstksil006 rstksil005 rstksil004

rstksil007 rstksil008 rstksil010
BCF rstksil009
BCF BCF BCF 518500 CDCE CDCE CDCE CDCE CDCE Ox SLL8500
SL8500 SL8500 SL8500 Tape SL8500 SL8500 SL8500 SL8500 SL8500
Tape Tape Tape Silo #4 Tape Tape Tape Tape Tape : |
Silo #1 Silo #2 Silo #3 E| E Silo #1 Silo #2 Silo #3 Silo #4 Silo #5 tap e S I OS to
% .
(=]
izl
s s s s s
= = = = =
h=] =} - o =]
5 & = z 5
[N N S N [N
&
X CLLLCL LT LTI ey
OrI\: HPSs.{l ECF FC o
over *.|. Legacy
a v, ~ Backup
Racks in = Patch = . 5 L
~ fay ~ Syst: n
Rows Panel RacK*}.., ystemin ) New HPSS 2x CDCE FC 2(New TIBS
Row 17 = ATLAS & !
16-17 17-9 i . 12x 12x LC | and TSM
..... = Belle 1l ~ =
e = = Patch + Backup
Mover v . v "
Racks 78x FC Panel in 10x Fc | Systems in
uplinks | Rack 45-7 | uplinks | Rack 41-3
44-12, 5] (6 spares) (2 spares)
BCF —

CDCE




Network Systems Update

LQCD cluster addition to the
IC cluster 3-level fat-tree 4X
EDR IB fabric (Jun 2018)

. 65x dual socket Intel
Skylake CPU based
nodes in 3 racks

. 4 additional 36-port leaf
switches integrated were
into the IC cluster IB fabric

=  The addition of 3 more racks
of GPU-powered compute
nodes (54x in total) to the
IC cluster is expected before
the end of CY2018

. The IC cluster IB spine

group is going to become |:>

fully populated after this
upgrade

4X EDR IB
(IC Cluster)

= =3 = =F =
3 RAC KS O F [ e e STTTTIT_HUAAT ) “en L LRI (e wmen S{ITIT TTITHT 2 4x 36-p0rt EDR /B /eaf (edge) SWitCheS
’ (all unmanaged & dedicated to

LQC D C LU STE R compute node racks)
12 RACKS OF ‘\ 16 Tbps unidirectional at the endpoints

|$ "* 9x 36-port EDR IB spine switches
IC CLUSTER \\\o{/ S/ (2 managed + 7 unmanaged)

TS o e
- 2x FDR IB

A . , oo
e T T 101178 o (o g 0L L 111111811111 " o e o ‘ dedicated to
E__"______________"_____E .4 storage
2x FDR IB 9(+3)x36-port IB leaf switches , infrastructure

. X g *, (IC GPFS)
switches used as Sy all unmanagegd;Serving

Ethernet GWs \ computeriodes only)

Fully extended
................ configuration

i 3x Xeon (Broadwell) based OPA/

Up to 216x GPU powered nodes
(214 compute nodes +
2 interactive submit hosts)

! 2x Xeon (Broadwell) based ‘s

' H
{ Slurm nodes 1+1 Redundant IPoIB/4X EDR IB Gateways (40 GB/s |

max), 3N redundant



Addltlon of B725 Datacenter

CFR (Computing Facility Revitalization) project devoted to re-purposing the former NSLS-
(B725) building as new SDCC data center

= 30% design phase completed / 60% design phase is in progress

= Main design features:

All power distribution and cable distribution is above the racks

42U 600mm wide racks all provided with water cooled rear door heat exchangers

(water distribution is under the raised floor)

Single Main Data Hall with water based fire suppression system and uniform structured cable
management system deployed across the entire floor (482 racks / 9.6 MW maximum design capacity)
Dedicated network room with gaseous fire suppression system

Dedicated tape room with gaseous fire suppression system (120k tape slot maximum design capacity)
Diesel / UPS backup for the entire IT payload of the datacenter

=  Main construction phase is expected to be carried out in FY20-21

80 racks capacity in B725: 40 racks rated for 20 kW (no redundancy) plus 40 racks rated for
10 kW (1+1 redundancy) / 1.2 MW in total are expected to become available in early FY21
for ATLAS, Belle Il and RHIC Farm

160 racks capacity in B725: 80 racks rated for 20 kW (no redundancy) plus 80 racks rated for
10 kW (1+1 redundancy) / 2.4 MW in total are expected to become available in late FY21

for ATLAS, Belle Il and RHIC Farm
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Network Systems Update

= B515 data center is expected to be consolidated
to the CDCE area by FY23: the BCF, RCF and
Sigma-7 areas are to be vacated

B515 data center areas B515 data center consolidated
being vacated by FY23 to CDCE (FY23)




Status of Ceph Clusters

= No significant configuration changes in RACF/SDCC Ceph/CephFS
cluster installations since May 2018
= Design work is done for the proposed Ceph ATLAS Prod cluster with
12.5 PB (raw) / 10 PB (usable) capacity based on 16 OSD nodes and
utilizing mixed FC/SAS connected storage backend and 25 GbE based
network interconnect on both private and public sides
= New set of OSD nodes is needed
=  Currently waiting for additional 7 PB of raw disk capacity that can
be repurposed into Ceph backend to be retired from BNL ATLAS
dCache in order to allow cluster with 10 PB usable capacity
= This new cluster is be used primarily as BNL ATLAS dCache
storage backend using dCache libRados interface
=  The gap in k$/PB between the cost of SAS JBOD storage based
on high capacity (12 TB) HDDs and the overhead cost of CPU,
RAM & network needed by Ceph is getting narrower, yet Ceph
with erasure codes remain competitive at scale




Upcoming BNL/RACF/SDCC talks

Chris Hollowell: Evaluation of AMD EPYC
10 Oct 14:00

Tony Wong: Report on the Workshop on Central Computing Facilities Support
for Photon Sciences
10 Oct 15:15

Ofer Rind: Update on the BNL SDCC Notebook Based Analysis Portal
10 Oct 17:00

Xin Zhao: Updates on ATLAS Data Carousel R&D
11 Oct 14:00
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https://indico.cern.ch/event/730908/contributions/3153163/
https://indico.cern.ch/event/730908/contributions/3158148/
https://indico.cern.ch/event/730908/contributions/3158163/
https://indico.cern.ch/event/730908/contributions/3153161/
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" %‘ Many thanks-to Kevin Casella, Carlos Gamboa, Chris Hollowell, Hiro !

' 4 Ito, Will Strecker-Kellogg, Tejas Rao, Ofer Rind, Tony Wong, Iris Wu, "

so-@ David ‘Yu, and ‘Alex: Zaytsev for contributing the content of this |
presentation:.

RACF:
RHIC and ATLAS
Computing Facility

HTC:
High Throughput
Computing

HPC:
High Performance
Computing

PetaByte:
1,125,899,906,842,624
Bytes

KHS06:
One thousand HEPSpec06
Benchmark units
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