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Working in ICT since 1995
Working at Nikhef as Grid System Engineer since 2005
 Initially involved in EGEE, EGI, BiG Grid
 Last few years mainly focused on performance, HPC, multi/many 

core computing, GPUs

Who am I?
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 OpenMP (and MPI) are still the de-facto standards in HPC for multicore 
scaling

 Traditionally, OpenMP scaling is tested as follows:

◦ Get an empty server

◦ Turn off ‘humbug’ features such as HyperThreading, Turbo Boost, ACPI

◦ Run your code on 1 core 

(OMP_NUM_THREADS=1)

◦ Run your code for 

n=2,3,4,5… #Cores
 In this example, we use a well-tuned

Quantum Chemistry application

Traditional OpenMP scaling



What is “Turbo Boost”?
 Intel Turbo Boost is Intel's trade name for a feature that automatically raises 

certain of its processors' operating frequency, and thus performance, when 
demanding tasks are running. The frequency is accelerated when the 
operating system requests the highest performance state of the processor. 
Processor performance states are defined by the Advanced Configuration and 
Power Interface (ACPI) specification. The design concept behind Turbo Boost 
is commonly referred to as "dynamic overclocking" [1].

 AMD has a similar feature: TurboCore
 Xeon Phi, Nvidia, AMD GPUs all have “turbo” options
 Even at full load, the turbo frequency is still (much) higher than the “base” 

(non-Turbo Boost) frequency!

[1] Source: https://en.wikipedia.org/wiki/Intel_Turbo_Boost



History
 2008: first CPU’s with Turbo Boost (‘Nehalem’)
 2011: Turbo Boost 2.0 released (‘Sandy Bridge’)
 2018: Turbo Boost Max 3.0 (‘Broadwell-E’, mostly in ‘Extreme Edition’ CPU’s)

 The ‘Boost’ has increased over time:

◦ X5660:   2.80 GHz → 3.20 GHz:   14%

◦ E5 2620: 2.00 GHz → 2.50 GHz:   25%

◦ E5 2697v2: 2.70 GHz → 3.50 GHz:   30%

◦ E5 2697v4: 2.40 GHz → 3.30 GHz:   37%

◦ SP Gold 6148: 2.40 GHz → 3.70 GHz:   54%

◦ i7 8550U: 1.80 GHz → 4.00 GHz: 122%



Example: Xeon Gold 6148 (Skylake-SP)
 20 cores, 40 threads, Base=2.40, Max=3.70 GHz
 Skylake has three different sets of Turbo Boost frequencies
 Non-AVX code:

 AVX2:

 AVX512:

Source: https://www.intel.com/…./xeon-scalable-spec-update.pdf



How can you measure it?
 Linux ‘kernel-tools’ command:

turbostat \

openssl speed \

   -evp bf-cbc
 Output from E5 2620:

◦ Dual socket system

◦ 6 cores/12 threads per CPU

◦ 2.00 GHz base

◦ 2.50 GHz turbo
 ‘root’ access needed, or 

read permission on /dev/cpu/*/msr



Impact on OpenMP scaling
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OpenSSL to the rescue!
 Standard OpenSSL command 

openssl speed -evp bf-cbc -multi <N>
 Advantages:

◦ Available on nearly every platform

◦ Can be run in userspace

◦ Fairly short test (15 seconds per ‘run’)

◦ Algorithm for the cipher ‘bf-cbc’ (Blowfish Cipher Block 
Chaining) has not changed in years and does not use any 
special CPU features

◦ Scales very well with #cores and #(hyper)threads

◦ Performance per GigaHertz has been pretty much constant 
for over a decade, regardless of the (x86) CPU

Keep
It
Simple
Stupid



OpenSSL multicore speed test: Broadwell

Relative performance, 
adjusted to single core
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Results are very consistent:
• StdDev < 0.2 % over 16 runs
• Longer test produces the   

 same result (within StdDev)
• KNL: StdDev ~ 1.5%



OpenSSL: Intel Skylake, AMD EPYC 
Relative performance, adjusted to single core
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Adjusting for TB on Xeon SP Gold 6148 2x20+HT
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Other platforms: x86
Broadwell

EPYC

Xeon Phi 7210



Other platforms: POWER

Application needs to be tuned for POWER8 Architecture!

ARM64, anyone?

POWER8



Closer look at Xeon Phi (KNL)

Openssl performance seems to 
increase when testing longer : 
Thermal (de)throttling?

OpenMP code was compiled to 
use AVX512 → KNL is more 
efficient at that than integer code



Conclusions & future work

 OpenMP scalability can be tested in userspace without having to turn off 
features like Turbo Boost or Hyperthreading

 Using a set of ‘openssl speed’ commands a correction factor can be 
calculated and applied to adjust for Turbo Boost frequencies

 The same set of ‘openssl speed’ commands can be used to quickly 
determine the configuration and performance of an (unknown) CPU 
in userspace

 Automation?
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