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CERN IT Storage group
• Storage for physics data (LHC and non-LHC 

experiments)
• EOS, CASTOR (CTA)

• General Purpose Storage
• CERNBox (OwnCloud based, EOS backend), AFS

• Special Purpose Storage
• CVMFS, Ceph/RBD for OpenStack, CephFS, NFS 

filers, S3…
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EOS – numbers and challenges
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Spoiler alert: it's not the capacity that keeps us busy



EOS at CERN
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EOS instances:

• 5 for the LHC experiments

• 6 CERNBox (incl. new EOSHOME)

• EOSMEDIA (photo/video)

• EOSPUBLIC (non-LHC experiments & OpenData)

• EOSBACKUP (backup for CERNBox)

• 3 for various tests

EOS dashboard – 09/2018

EOS in numbers:

• ~1400 storage nodes

• ~50k disks

• ~250PB capacity

• 3+ Billion files
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EOS dashboard – 09/2018

EOS in numbers:

• ~1400 storage nodes

• ~50k disks

• ~250PB capacity

• 3+ Billion files

EOS instances:

• 5 for the LHC experiments

• 6 CERNBox (incl. new EOSHOME)

• EOSMEDIA (photo/video)

• EOSPUBLIC (non-LHC experiments & OpenData)

• EOSBACKUP (backup for CERNBox)

• 3 for various tests

March 2018



EOS namespace challenges
• Initial architecture: in-memory namespace (NS)

• One dir/file entry uses ~1kB of memory

• Persisted as files on disk; replayed during start-up

• More entries => more memory used + more time to 
load at start-up time

• Some instances attract more files:
• USER (user oriented; usually small files; victim of 

CERNBOX's success)

• ALICE (lots of physics data)
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EOS/Any service challenges

• Expectations: availability & reliability

• Or at least a quick recovery after an incident

• No system is perfect
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EOS/Any service challenges

• Expectations: availability & reliability

• Or at least a quick recovery after an incident

• No system is perfect, but it can be improved
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EOS – tackling the challenges

• Improve the software stability

• New component developed allowing for quicker 

service recovery 

• In-memory NS => QuarkDB

• RocksDB + raft consensus algorithm for high availability

• Reality check: boot time from ~1000s to 1s

• Prerequisite for the AFS replacement
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EOS – tackling the challenges

• Scale horizontally

• Split the instances where possible

• Faster recovery

• Less entities affected by one instance downtime

• Allows for staged upgrades

HEPiX – Barcelona – October 2018 13



EOS – tackling the challenges

• Scale horizontally

• Split the instances where possible

• Faster recovery

• Less entities affected by one instance downtime

• Allows for staged upgrades

HEPiX – Barcelona – October 2018 14

HOME(s)



EOS for ALICE DAQ
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A case of instance split by functionality

• 5 instances for the LHC experiments



EOS – the ALICE DAQ case
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Initial dataflow setup:

• ALICE => CASTOR

• CASTOR =>

• Tape

• Tier 1

• Reco => EOSALICE

• Further analysis on EOSALICE

up to April 2018



EOS – the ALICE DAQ case
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LHC schedule – Oct-Dec 2018



EOS – the ALICE DAQ case

HEPiX – Barcelona – October 2018 18

LHC schedule – Oct-Dec 2018

Larger event sizes => increased data rates => (Network & Storage challenges)++

Expected avg. 

transfer rates

ALICE ~6GB/s

CMS ~3.5GB/s

ATLAS ~1.5GB/s

LHCb ~1GB/s



EOS – the ALICE DAQ case
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Initial dataflow setup:

• ALICE => CASTOR

• CASTOR =>

• Tape

• Tier 1

• Reco => EOSALICE

• Further analysis on EOSALICE

up to April 2018



EOS – the ALICE DAQ case
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Initial dataflow setup:

• ALICE => CASTOR

• CASTOR =>

• Tape

• Tier 1

• Reco => EOSALICE

• Further analysis on EOSALICE

~500M files

30-45min boot time

up to April 2018



EOS – the ALICE DAQ case
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HI dataflow setup:

• ALICE => EOSALICEDAQ

• EOSALICEDAQ as extra disk 

buffer for CASTOR

• Quick(er) data recall if 

needed

• EOSALICEDAQ is a 'smaller', 

more agile EOS instance

• Boot time = matter of 

seconds



EOS – the ALICE DAQ case
• Setup validated during mid-September combined data challenge 

(ALICE+ATLAS+CMS)

• Interesting finding during the DC:
• If requested to xrdcp, MD5 checksum was computed by reading twice the 

source file => performance impact
• XRootD release candidate fixing the issue already available

• Disk scheduler issue observed on CC7 storage nodes; deadline vs. cfq; fixed

• At last successful
• Expected data rates look sustainable (after fixing the quirks above)

• No Alice <=> CMS interference

• More details: https://indico.cern.ch/event/758256/
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https://indico.cern.ch/event/758256/


EOS – scale horizontally
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EOSHOME: divide et impera

HOME(s)



EOSHOME – CERNBox backend

• 2x MGM nodes on EOSUSER running with 1TB 
of memory (master/rw + slave/ro)

• Quickly approaching the memory limit

• Namespace conversion => expected downtime 
of 1 day

• The solution: new instance(s) + data migration
• Please see E. Karavakis presentation
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EOSHOME – CERNBox backend
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CERNBOX

HEPiX – Barcelona – October 2018 26

Cloud synchronization and sharing system



CERNBOX
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• Available for all CERN Users (1TB/user)

• Synchronization + offline data access

• Easy and convenient way to share data 
across users and groups

• All major platforms supported

• Based on ownCloud, powered by EOS

• Integrated with SWAN

CERNBox provides a cloud 
synchronization and sharing 
service

draw.io



CERNBOX numbers
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Jan 2016 Jan 2017 Jan 2018 Sept 2018

Users 4074 8411 12686 14805

# files 55 Million 176 Million 470 Million 670 Million

# dirs 7.2 Million 19 Million 34 Million 45 Million

Used

Raw Space
208 TB

806 

Terabytes

2.5

Petabytes

4.2 

Petabytes

Deployed 

Raw Space
1.3 PB

3.2 

Petabytes

5.7 

Petabytes

5,9

Petabytes

Physicists

Services and 
Administration

Engineers

> 3x

~11x



CERNBOX – collaborate
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CS3 – Rome 2019
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CASTOR
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Data: from disk to tape



CASTOR
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Some figures:

• ~290PB of physics data (~300PB stored)

• 0.7EB capacity (1EB for Run3)

• Rates not considerably increased compared to 2017, but more constant

• Boost expected during the HI run



CVMFS
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Distributed software: keep the grid jobs ticking



CVMFS
• Content Distribution Network for HEP

• Operating the Stratum 0, CERN Stratum 1, 
and CERN's Squid hierarchy at CERN

• Virtual infrastructure is reliable, but more 
flexible publishing model is planned:

• Release managers able to publish from a 
container

• e.g.: during build pipeline

• Stratum 0 data published to S3 (which 
shows good performance)

• Request from experiments: shorter 
publishing time

• No changes to squid/stratum1 foreseen
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CEPH+CEPHFS+S3
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Providing reliable storage for our IT infrastructure



CEPH - overview
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CEPH – overview
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CERN Ceph Clusters Size Version

OpenStack Cinder/Glance Production 5.5PB luminous

Satellite data centre (1000km away) 0.4PB luminous

CephFS (HPC+Manila) Production 0.8PB luminous HPC for TH

Manila testing cluster 0.4PB luminous

Hyperconverged HPC 0.4PB luminous HPC for BE

CASTOR/XRootD Production 4.2PB luminous

CERN Tape Archive 0.8TB luminous

S3+SWIFT Production 0.9PB luminous



S3

• New s3.cern.ch object store service: compatible with 

Amazon S3 and SWIFT

• Target use-case is applications which already have S3 

support built in, e.g.

• Backups: ElasticSearch, VM images, restic, ...

• Infrastructure: BOINC, Gitlab, Terraform, ...

• Access granted via OpenStack interface
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Filer service
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• Virtual NFS filers are stable and 

perform well:

• nfsd, ZFS + zrep, VMs, Cinder/RBD

• We had ~60TB on ~30 servers

• High performance, but not scalable:

• Quota management tedious

• Labour-intensive to create new filers

• Can’t scale performance horizontally

• Migration to CephFS+Manila

• 70% already migrated



Summary
• EOS: 

• New namespace on disk

• Splitting instances helps (where 
possible)

• Stability improvements are key

• CERNBOX:
• Changing backend

• Turning into an application hub

• Pushes forward EOS 
development
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• CASTOR
• Still heavily used
• Migration to CTA planned after 

the LHC LS2

• CEPH:
• Running smoothly
• IT infrastructure relies on it
• New S3 service
• CEPHFS+Manila used to replace 

NFS filers



41

Thank you!



home.cern


