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Fast benchmark

➔ Estimate performance of provided job slot or VM instance

Next generation of long-running benchmark

➔ For installed capacities, accounting, procurements aso.
(successor of HS06)

Other business

➔ Monitoring performance impact of Meltdown/Spectre(-NG) patches

➔ ...

Mandate of the Group
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Performance Impact Meltdown/Spectre Patches

Continuously running HS06 to spot possible performance loss caused 
by recent series of Meltdown/Spectre(-NG) security patches (kernel, 
microcodes, ...)

➔ Performance impact of up to ±3%

➔ Next patches?
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Fast Benchmark

Estimate performance of provided job slot or VM instance

➔ DIRAC Benchmark 2012 (DB12)

● Python script running for about 1 minute

● Good correlation (in units of events/s) with Alice and LHCb jobs
 Running single copy of DB12 inside job ('DB12-in-job')
 Alice and LHCb are running only single-core jobs

● LHCb flavor: DB16 (other internal scaling factor)

● However, DB12 doesn’t probe all components of the CPU (e.g. 
the memory subsystem); no increase in performance when HT 
is enabled and running more than 1 benchmark copy per core
 Cannot replace HS06 to measure installed capacities, or in 

procurement tasks!
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Next-Generation Long-Running Benchmark

Purpose of the 'long-running' benchmark is to 
measure installed and pledged compute capacities 
(e.g. in procurement tasks).

Hence it must scale (with a certain accuracy*) with 
the average WLCG job mix, but it will probably not 
scale with any individual job or job type (simulation, 
event generation, reproduction, ...)

*  Initial objective of HS06: spread ≤ 10%
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Initial situation:

➔ The current HS06 benchmark (based on SPEC CPU2006) is about 
10 years old

➔ Limited support by SPEC after release of CPU2017

➔ HS06 runs in 32bit mode while HEP applications are 64bit

➔ Scaling issues ...

Next-Generation Long-Running Benchmark

SPEC® and SPEC CPU®2006/2017 are registered trademarks of the Standard Performance Evaluation Corporation (SPEC), www.spec.org
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Scaling issues

➔ Alice and LHCb applications running up to about 40% faster (in 
units of events/s) than HS06 on Intel Haswell (or newer), or on 
AMD Opteron processors, than on Intel Sandy (Ivy) Bridge

● Atlas and CMS (in average) still like HS06 (within 10%*)
 Exceptions, e.g. Atlas simulation similar to Alice and LHCb

➔ HT (and number of job slots)
also playing an important role

● Detailed analysis at GridKa
(regular job mix**)

Next-Generation Long-Running Benchmark

20 slots 32 slots 40 slots

* A. Sciaba: Passive Benchmarking, pre-GDB June 2018
** Job performance reported by C. Grigoras (Alice), V. Kuznetsov, M. Giffels

(CMS), and P. Charpentier (LHCb); Atlas: taskIDs 10944000, 11323845, and 11330855 from BigPanda
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Benchmark candidates (1):

➔ (Subset of) SPEC CPU2017

● Industry standard benchmarks, vendors are familiar with it
 Supported by SPEC

● Current HS06 based on SPEC CPU2006
(running the C++ packages)
 Smaller subset of only 3 or 4 SPEC CPU2017 benchmarks is 

possibly sufficient

Next-Generation Long-Running Benchmark
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Benchmark candidates (2):

➔ Typical HEP applications, e.g. representative set of workloads 
provided by the experiments

● Feedback from the experiments:
The current workloads will become obsolete in the (near) future, 
replaced by others implementing more up-to-date technologies
 Main reason why we started with SPEC benchmarks

Next-Generation Long-Running Benchmark
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Started evaluating SPEC® CPU2017

➔ Testers (and test machines) at CERN, IN2P3, KIT, RAL, ...

➔ Many types of benchmark runs

● Benchmark subsets: Integer, floating point, mixed C++, …

● Compiler flags

● Parallel run models

 Be aware of today‘s multicore jobs!

Next-Generation Long-Running Benchmark

4 synchronized benchmark copies
when running benchmark in RATE metric

4 independent benchmark copies of HS06
(like LRMS!)
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(Not) surprising result when running SPEC CPU2017

➔ Benchmark scores (all flavors!) scaling quite well with HS06
(example: results collected by CERN benchmark suite):

Next-Generation Long-Running Benchmark

slope: 0.14, correlation: 0.935

SPEC CPU2017:
- geometric mean of benchmark scores (subset 508, 510, 511, 520, 523, 526, 531, 541)
- optimizing flags: -O3 -fPIC -pthread
- parallel benchmark runs (like HS06)
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Comparing benchmark scores with initial situation

➔ New HEP benchmark based on SPEC CPU2017 will not cure the 
initial scaling issues (example: results at GridKa):

Remark about SPEC CPU2017 scores (SL6, gcc 4.4.7, optimizing flags: -O3 -fPIC -pthread):
- fp: SPECrate2017 fp_base
- int: SPECrate2017 int_base
- cpp: SPECrate2017 geometric averaging the scores of C++ benchmark packages 507, 511, 520, 523, 526, 531, and 541
- 520: SPECrate2017 score of single benchmark 520.omnetpp_r

Next-Generation Long-Running Benchmark
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Status of evaluation of SPEC CPU2017

➔ Final fine-tuning (benchmark selection, RATE or parallel run, ...) 
temporarily stopped because of interfering security patches since 
January 2018

Next-Generation Long-Running Benchmark
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Compare HS06 (and SPEC CPU2017) with some HEP workloads – 
hardware performance counters using Trident

➔ Core performance analysis
(IPC: instructions per cycle)

Next-Generation Long-Running Benchmark

Servesh Muralidharan & David Smith (CERN)
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Compare HS06 (and SPEC CPU2017) with some HEP workloads – 
hardware performance counters using Trident

➔ Execution unit port utilization

Next-Generation Long-Running Benchmark

Servesh Muralidharan & David Smith (CERN)
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Compare HS06 (and SPEC CPU2017) with some HEP workloads – 
hardware performance counters using Trident

➔ Memory performance analysis

Next-Generation Long-Running Benchmark

Servesh Muralidharan & David Smith (CERN)
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Evaluation of typical HEP workloads

➔ No doubt that a set of HEP workloads from the experiments is 
needed to complete the performance studies

● Some workloads are already available
 Thanks also to the activities of the System Performance and 

Cost Modeling WG

● Proof-of-concept containers have been prepared

● But we need the support of the experts from the experiments
 For the configuration and data access (no VOMS proxies, no 

user accounts for EOS access, …)
 For the interpretation of the results (which file to parse, which 

metric to extract, how to split a chain in its components, how 
to remove initialization, etc.)

Next-Generation Long-Running Benchmark
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Can a set of HEP workloads become the future benchmark suite?
Probably yes, but it needs to be proven

1. Short term goal: Study the features of the experiments’ workloads

● Create a weighted score (a single number) of the appl. mix

● The score functional dependency from the individual scores can 
be as in HS06
 There is nothing wrong in the geometric mean of 

performance ratios – as long as the individual benchmarks 
make sense for HEP

2. Long term goal: Build, distribute, support the suite

● Additional benefit: profit of the experience acquired in building a 
suite for x86 arch to select dedicated benchmarks for 
heterogeneous resources
 Discussion started at the last pre-GDB for GPUs and HPC

Next-Generation Long-Running Benchmark
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Requirements for a benchmark suits:

➔ Usable not only by HEP experts but also by site procurement teams 
and hardware vendors

● Simple instructions
('Insert disk, run script, wait, and read and report score')

● No VOMS proxies, no user accounts, …

● No remote data access from vendor‘s office

● Clear license conditions

● Long-term support:
 Experiments must provide software support for several years

(HS06: ~10 years)

● Tamper-proof repository, checksums, strict version control

Next-Generation Long-Running Benchmark
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Evaluation of typical HEP workloads

➔ Current status:
Recent development from EP-SFT (CernVM team) enables 
snapshotting of software from CVMFS

➔ Benchmarking WG will run HEP workloads on test machines as 
soon as the applications are packaged in Docker containers
(work in progress)

Next-Generation Long-Running Benchmark
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Summary

Monitoring impact of security fixes – no critical issues so far (± 3%)

Fast benchmark:
➔ DB12-in-job (single copy) results are in agreement with some 

experiment‘s workloads
➔ Cannot be fully reliable, no candidate for long-running benchmark

Long-running benchmark (HS06 replacement):
➔ Evaluating SPEC CPU2017

● Good correlations with HS06 – but doesn‘t fix initial issues
● No final fine-tuning (e.g. selection of included benchmarks, 

parallel run model) so far because of interfering security fixes
● Comparing performance counters with HEP applications

➔ Starting evaluation of HEP workload packages as an alternative
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?


	Slide 1
	Slide 2
	Slide 3
	Slide 4
	Slide 5
	Slide 6
	Slide 7
	Slide 8
	Slide 9
	Slide 10
	Slide 11
	Slide 12
	Slide 13
	Slide 14
	Slide 15
	Slide 16
	Slide 17
	Slide 18
	Slide 19
	Slide 20
	Slide 21
	Slide 22

