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Goal

● Provide information about the current initiative at NERSC 
that shares common goals with LHC and the other labs.



NERSC: the Mission HPC Facility for DOE Office of Science 
Research

Bio Energy,  Environment Computing

Particle Physics, Astrophysics

Largest funder of physical 
science research in U.S. 

Nuclear Physics

6,000 users, 700 projects, 700 codes, 48 states, 40 countries, universities & national labs

Materials, Chemistry, Geophysics

Fusion Energy, Plasma Physics



Superfacility Motivation

● Users have complicated pipelines
● HPC system is often only one part. Need scalable, high performing 

end-to-end workflows
● Volume and rates of data from experimental facilities are rising
● Very fruitful partnerships in the past that have pushed development 

and innovation

Initiative: We will implement the superfacility model, 
collaborating with Office of Science User Facilities to enable 
seamless and high performing end-to-end pipelines



● What is the vision and what does success look like? 
○ From 2015 strategic report: 

■ “Creating Superfacilitities to Seamlessly Meld Experiment and 
Advanced Computing”

■ Create and deploy a superfacility architecture that is applicable 
to multiple disciplines

● Why LBNL?
○ Unique co-location of facilities (NERSC, ESNet, ALS, JGI, LCLS…) 
○ NERSC is the DoE mission compute center

● Why now?
○ Facilities coming online soon, e.g. LSST (2020), LCLS2 (2020), … 
○ ESNET6..

History



Superfacility: How do we put it into 
practice...now? 

● Not a new concept
○ We’ve had some “wins” along the way 
○ Pilots/partnerships

● There have been some challenges
○ Can we move past them to make the model a reality?
○ What did/can we learn from them?

● What will it take to make this a top initiative?
○ Should it be?
○ If so, how will dedicated resources be put into it?



Superfacility API: On-going work
Prior work and Todo:

● NEWT and plans for expansion of NEWT capabilities (“NEWT 2.0”)
● Some work with other centers to develop standardized API for HPC
● Open Science Grid
● LHC Grid
● Talk to experts at CERN, TACC and elsewhere, who have already done similar work
● Coordinate with “Instrumenting the World” and “Self-driving networks” strategic plans

API challenges:

● How do we extend our current scheduler toolset to accommodate API workflows?
● Guaranteeing sufficient capacity will be available when it is needed.
● Endpoint configurations and coding expectations for remote endpoints that don’t have direct network access 

to TCP/IP ports on compute nodes?
● Don’t forget the little experiments.



Proposed Superfacility Partnerships

LCLS - X-ray FEL images living bacteria, chemical bonds. 
Complex experiments with many users who benefit from 
near real-time feedback 

LSST - DESC - Broker for transient feeds, catalog analysis

JGI (FICUS) - Characterize metagenome populations across 
environments, detail of comparison scales with CPU 
resources

Partner with three diverse experimental facilities, one ASCR compute center, 
and ESnet to demonstrate production end-to-end automated pipelines at 
NERSCG
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Stressing All Aspects

• LCLS - II: Data rates ~5 GB/s today, 100 GB/s in 2025. Ephemeral users, realtime feedback, 
scalable data analytics

• LSST - DESC: Data rates ~10 TB / day. Complicated analytics depend on fast access to large 
external DBs, next day turnaround, publish catalogs for general public

• JGI: Data rates ~1 TB / day. Complex pipelines (gateways, DBs), unique IO pattern, fine-grained 
sharing control, large scale memory- and CPU-intensive analytics



Superfacility Common Elements
User at 
remote site: 
adjust and 
recalibrate

Extract 
results

Publish and 
share data

Submit data 
analysis jobs

DBs
Science 

Gateways

Rosapuchalt / 
Freepik

Store and archive data

Workflow 
Manage-

ment

Search and 
discover 
data

Edge 
Services

Transfer 
data



• Motivation: Data volumes and pipeline complexity are increasing, many projects are building 

the same infrastructure. Build API to address common components.  

 

Common Building Blocks in a Superfacility API 

By 2020, provide a middleware software/API for common tasks such as 
data transfer, data sharing, data migration between file system layers, 
scheduling, real-time queries of usage, job, and workflow statusG
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ESnet



ESnet upgrades



ESnet6



ESnet6



Superfacility API: 2020
User at remote 
site: adjust and 
recalibrate

Extract 
results

Publish and 
share data

Submit data 
analysis jobs

Superfacility API

DBs Science 
Gateways

Rosapuchalt / 
Freepik

Users

Spin

Workflow 
Manage-

ment

Data movement 
and sharing 

Job 
management

Query system 
health

Strong engagement 
to make a useful UI 
(User Engagement 
Section)

Manage 
identities

Reservations
(storage, CPU, BW)

Create and 
control 

services with 
Spin



Capabilities

Capability Today Near Term Further (2025)

APIs NEWT - Job Mgmt Unified API

Sharing Globus

Identity Mgmt Globus Federated Auth

Services DBs, Spin

Scheduling Real-time Co-Scheduling Multi-Site 
Co-Scheduling



Reliability of Resources 2020

• NERSC Level
• Co-scheduling of resource (SDN, ESnet, compute, storage)
• Rolling upgrades (slurm functionality, HPC vendors)
• Partner with ASCR facilities to deploy API and allow interoperability between facilities

• Work with experimental facility to build in resilience
• Run at multiple sites (primary and secondary site)
• Container technology for portability
• Redirect / replicate data stream

Provide at least two experimental facilities reliability of resources 
through a combination of mechanisms: reservations, co-scheduling 
necessary resources, uninterrupted capabilities within NERSC, or 
workflow compatibility across ASCR facilitiesG
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Superfacility: 2025
User at remote 
site: adjust and 
recalibrate

Extract 
results

Publish and 
share data

Submit data 
analysis jobs

Users
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Thank You


